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Abstract

Rainfall prediction remains a critical challenge in meteorological science due to the non-linear and non-stationary
nature of weather data. A persistent obstacle in building accurate rainfall classifiers is class imbalance, where no-
rain observations significantly outnumber rain events, causing models to underperform on the minority Rain class
precisely the class of greatest practical importance for flood preparedness and agricultural management. This study
proposes an integrated machine learning pipeline combining feature engineering, Synthetic Minority Over-sampling
Technique (SMOTE), Random Forest-based feature selection, hyperparameter tuning via Randomized Search Cross-
Validation, and a soft voting ensemble of Random Forest and XGBoost for rainfall prediction. The WeatherAUS
dataset containing 142,193 daily observations from 49 cities across Australia. Experimental results demonstrate that
the baseline soft voting ensemble achieved the best overall performance with an Accuracy of 0.8498, ROC-AUC of
0.8800, and Weighted F1-Score of 0.8467, outperforming both standalone Random Forest and XGBoost across all
metrics. Furthermore, the study finds that preprocessing quality — specifically the integration of feature engineering,
SMOTE balancing, and feature selection — has a greater influence on model performance than hyperparameter
optimization. This research contributes an evidence-based integrated preprocessing framework for imbalanced
meteorological classification that advances the application of ensemble machine learning in rainfall prediction, with
practical implications for early warning systems and data-driven weather forecasting in the field of Informatics and
Computer Science.
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1. INTRODUCTION

Rainfall is one of the most critical yet challenging meteorological variables to predict accurately
due to its inherently non-linear, non-stationary, and noisy characteristics [1]. Inaccurate rainfall
prediction has direct consequences across multiple sectors including agriculture, water resource
management, and disaster preparedness [2]. In Australia specifically, extreme rainfall events have
caused insured losses of up to $3.3 billion in a single flood event, ranked as the costliest flood in
Australia's history [3], highlighting the urgent need for accurate forecasting systems that support early
warning and risk mitigation efforts [4]. Timely and accurate rainfall forecasts enable governments and
communities to make informed decisions in reducing the socioeconomic impacts of extreme weather
[5]. In Indonesia specifically, local studies on rainfall prediction using conventional computational
methods such as fuzzy inference systems have reported limited accuracy of around 66% [6],
underscoring the need for more accurate and robust machine learning-based approaches for rainfall
forecasting in tropical regions.

Conventional approaches such as Numerical Weather Prediction (NWP) and classical statistical
methods exhibit significant limitations in capturing non-linear meteorological patterns [7]. Machine
learning has emerged as a powerful alternative, with studies on Australian rainfall datasets
demonstrating its predictive superiority [8]. Random Forest leverages ensembles of decision trees to
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reduce variance and control overfitting [9]. In Australia specifically, extreme, while XGBoost offers
high flexibility and computational efficiency for binary meteorological classification [10]. Ensemble-
based approaches combining multiple base learners consistently outperform single-model methods [11],
and the combination of Random Forest and XGBoost in particular has demonstrated superior
classification performance across diverse domains [12]. On the WeatherAUS dataset, tree-based
ensemble methods have achieved accuracies of 85.5-85.6%, outperforming Multilayer Perceptron and
Gradient Boosting classifiers [13], and a recent temporal random tree method further achieved 83.54%
accuracy through weighted voting on the same benchmark [14].

A persistent challenge in rainfall classification is class imbalance, where no-rain days
significantly outnumber rain events, causing models to be biased toward the majority class and
producing poor recall for the minority Rain class [15]. This problem affects XGBoost particularly when
no explicit treatment is applied [16]. Several studies have demonstrated that SMOTE effectively
addresses class imbalance by generating synthetic minority samples, improving model sensitivity
toward the minority class [17][18]. On the WeatherAUS dataset, SMOTE application has improved
AUC from below 70% to above 80% [19], and combining SMOTE with optimized neural networks
achieved accuracy as high as 99.89% [20]. XGBoost combined with SMOTE has also consistently
achieved an average F1-score of 77.25% and ROC-AUC of 92% under severely imbalanced conditions
[15].

Beyond data balancing, feature quality plays a decisive role in model performance. Feature
selection on the WeatherAUS dataset has reported accuracy improvements of up to 91% on ANN
classifiers [21], while combining SMOTE with ExtraTreesRegressor-based feature selection improved
Random Forest accuracy from 90% to 93% [22]. Although deep learning models such as LSTM and
BiLSTM have also shown strong results [23], they require significantly larger datasets and
computational resources compared to tree-based methods. Domain-informed feature engineering has
been shown to significantly improve weather classification performance [24], yet most existing studies
apply preprocessing techniques in isolation without integrating feature engineering, data balancing, and
feature selection into a unified pipeline. Furthermore, the choice of input features and preprocessing
strategies has a more decisive impact on performance than classifier selection itself [25], and the
influence of hyperparameter tuning on well-preprocessed ensemble models remains underexplored [26].
Feature interpretability also remains a challenge, as attribution methods can identify influential variables
without fully explaining the causal mechanisms behind rainfall outcomes [27]. Prior benchmark studies
on WeatherAUS further confirm that models without imbalance handling consistently underperform on
the minority Rain class [8].

Based on the gaps identified, this study proposes an integrated machine learning pipeline for
rainfall prediction with three main novelty contributions: (1) integration of feature engineering,
SMOTE-based balancing, Random Forest-based feature selection, and a soft voting ensemble of
Random Forest and XGBoost into a single unified pipeline; (2) empirical evidence that preprocessing
quality has a greater influence on ensemble model performance than hyperparameter tuning; and (3)
identification of key meteorological predictors including newly engineered features that outperform
several original variables in predictive importance. The proposed pipeline is evaluated on the
WeatherAUS dataset, contributing a practical and evidence-based framework for imbalanced
meteorological classification with implications for early warning systems and data-driven forecasting in
Informatics and Computer Science.

2. METHOD

This study follows a structured machine learning pipeline designed to address the challenges of
rainfall prediction on an imbalanced meteorological dataset. The pipeline consists of six main stages:
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data collection and preprocessing, feature engineering, data balancing using SMOTE, feature selection,
hyperparameter tuning, and model training with evaluation. The overall research workflow is illustrated

in Figure 1.
WeatherAUS Data Feature Class Balancing
Dataset Preprocessing Engineering with SMOTE
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Figure 1. Research Flowchart

2.1. Dataset

The dataset used in this study is the WeatherAUS dataset obtained from Kaggle, originally
sourced from the Australian Bureau of Meteorology. The dataset contains 142,193 daily weather
observations collected from 49 cities across Australia over approximately ten years, comprising 23
features covering meteorological variables such as minimum and maximum temperature, rainfall, wind
gust speed, wind direction, humidity at 9am and 3pm, atmospheric pressure at 9am and 3pm, cloud
cover, and evaporation [8]. The target variable is RainTomorrow, a binary classification label indicating
whether rainfall will occur the following day (Yes/No). The WeatherAUS dataset has been widely
adopted in prior research as a benchmark for evaluating rainfall prediction models due to its large scale,
geographic diversity, and the presence of real-world challenges such as missing values and class
imbalance [7]. Exploratory analysis of the dataset revealed a significant class imbalance, where
approximately 77.9% of observations were labeled "No Rain" and 22.1% were labeled "Rain", as
illustrated in Figure 2, confirming the necessity of applying data balancing techniques prior to model
training [15].

Class Distribution of RainTomorrow
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Figure 2. Class distribution of the RainTomorrow target variable in the WeatherAUS dataset

2.2. Data Preprocessing

Data preprocessing is a critical step in ensuring that the input data is clean, consistent, and suitable
for machine learning model training. In this study, several preprocessing procedures were applied
sequentially. First, six columns with either high proportions of missing values or low predictive
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relevance were removed: Date, Location, Sunshine, Evaporation, Cloud9am, and Cloud3pm. Removing
these columns reduces noise and prevents the model from learning spurious correlations from features
that are not reliably recorded across all observation stations [21]. Rows where the target variable
RainTomorrow was missing were also removed, as these samples cannot contribute to supervised
classification training.

Following column removal, missing values in the remaining numerical features were imputed
using the median value of each respective column. Median imputation was chosen over mean imputation
due to its robustness against the influence of outliers, which are commonly present in meteorological
data [7]. Missing values in categorical features — including WindGustDir, WindDir9am, WindDir3pm,
and RainToday — were imputed using the mode of each column. Subsequently, all categorical variables
were transformed into numerical representations using Label Encoding, where each unique category is
mapped to an integer value between 0 and N—1, enabling tree-based machine learning models to process
them efficiently [21], as expressed in Equation (1):

Xencoded = {0' 1,2,..,N— 1} (D

The dataset was then divided into 80% training data and 20% testing data using stratified random
splitting to ensure that the class distribution of the target variable was preserved proportionally in both
sets.

2.3. Feature Engineering

Feature engineering involves the systematic creation of new variables from existing raw
measurements to provide models with more informative input signals [9]. In this study, five new
meteorological features were derived from existing variables to capture daily atmospheric changes that
are physically meaningful indicators of rainfall occurrence. These features are defined in Equations (2)
through (6):

TempRange = MaxTemp — MinTemp (D)
HumidityDrop = Humidityy,,, — Humiditys,m 2)
PressureDrop = Pressuregy,, — Pressures,, 3)
WindSpeedDif f = WindSpeed;q,, — WindSpeedqgym, 4)
TempDrop = Tempggm — Tempzam (5)

Each engineered feature captures a specific diurnal atmospheric process with direct
meteorological relevance to rainfall occurrence. TempRange represents the daily thermal amplitude,
which is inversely related to cloud cover and moisture retention — a narrower temperature range often
indicates overcast and humid conditions conducive to rainfall. HumidityDrop captures the decrease in
atmospheric moisture from morning to afternoon; a small or negative drop indicates sustained high
humidity, which is a key precursor to precipitation. PressureDrop measures the decrease in atmospheric
pressure throughout the day, as falling pressure is a well-established indicator of approaching weather
fronts and storm systems that commonly precede rainfall events. WindSpeedDiff captures changes in
wind speed that may signal the passage of frontal systems. TempDrop reflects afternoon cooling relative
to morning temperature, which can indicate increased cloud cover and reduced solar radiation —
conditions often associated with imminent rainfall [7]. By explicitly encoding these domain-informed
relationships into new features, the model gains access to derived information that may not be evident
from raw measurements alone.
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2.4. Data Balancing with SMOTE

A fundamental challenge in training machine learning classifiers on the WeatherAUS dataset is
the severe class imbalance between "Rain" and "No Rain" observations. When trained on imbalanced
data, classifiers tend to optimize overall accuracy at the cost of correctly identifying the minority class
— in this case, rainfall events — which are precisely the predictions of greatest practical importance for
disaster preparedness and water resource management [15]. To address this, the Synthetic Minority
Over-sampling Technique (SMOTE) was applied to the training set prior to model training.

SMOTE operates by generating synthetic samples for the minority class through linear
interpolation between a minority class instance and one of its K nearest neighbors in the feature space
[28], as defined in Equation (7):

Xsynthetic = Xi + A X (Xpn — x;) ()

where x; is a minority class sample, x,,,,is one of its k nearest neighbors in the feature space, and
Ais a random value uniformly sampled in the range [0, 1]. In this study, SMOTE was applied with k=5
nearest neighbors (default setting) and random_state=42 to ensure reproducibility. Unlike random
oversampling which simply duplicates existing minority samples, SMOTE creates new and diverse
synthetic instances that enrich the decision boundary for the minority class without introducing exact
duplicates that could lead to overfitting [17]. After applying SMOTE, the training set achieved a
balanced 50:50 class distribution between "Rain" and "No Rain" instances, as illustrated in Figure 3.

Class Distribution Before and After SMOTE
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No Rain Rain
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Figure 3. Class distribution of training data before and after SMOTE application

2.5. Feature Selection

Following data balancing, feature selection was conducted to identify the most predictive subset
of features and reduce dimensionality. High-dimensional feature spaces can introduce noise and
multicollinearity, which may degrade model generalization performance [22]. In this study, feature
selection was performed using a Random Forest-based approach via SelectFromModel from the scikit-
learn library. A Random Forest classifier with 100 decision trees (n_estimators = 100) was first trained
on the SMOTE-balanced training data. The feature importances derived from this model — computed
as the mean decrease in impurity (Gini importance) across all trees — were then used as a criterion for
feature filtering [11], as expressed in Equation (8):

Threshold = 0.5 % %Z?zlimportancei (8)
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where n is the total number of features and importance; is the Gini importance score of feature
i. Features with importance scores above this threshold were retained, while features below this
threshold were discarded. This threshold-based selection strikes a balance between retaining sufficiently
informative features and excluding features that contribute minimally to prediction. The selected feature
subset was consistently applied to transform both the training and testing sets, ensuring that the feature
space used for model training and evaluation was identical and uncontaminated by information from the
test set. The Random Forest-based feature selection approach has been shown to be effective and
computationally efficient for meteorological classification tasks, as it implicitly accounts for interactions
between features when computing importance scores [21]. The feature importance scores of all features
are visualized in Figure 4.

Feature Importance from Random Forest
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TempDrop
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Figure 4. Feature importance scores obtained from Random Forest-based feature selection

2.6. Hyperparameter Tuning

Hyperparameter tuning is a critical step in maximizing model performance, as the default
parameter settings of machine learning algorithms are rarely optimal for a specific dataset and task [29].
In this study, Randomized Search Cross-Validation (RandomizedSearchCV) with 3-fold cross-
validation and 10 random iterations was employed for both Random Forest and XGBoost. Randomized
search is preferred over exhaustive grid search when the hyperparameter space is large, as it achieves
comparable or superior results in significantly less computational time by randomly sampling
combinations from the defined search space [29]. The F1-score was used as the optimization metric,
reflecting the study's emphasis on balanced performance between precision and recall for both classes.
The hyperparameter search spaces and best parameters identified for each model are summarized in
Table 1.

Table 1. Hyperparameter search space and best parameters from RandomizedSearchCV

Model Hyperparameter Search Space Best Value
Random Forest n_estimators {100, 200, 300} 200
Random Forest max_depth {5, 10, 15, 20} 20
Random Forest min_samples_split {2, 5,10} 5

XGBoost n_estimators {100, 200, 300} 100
XGBoost max_depth {3,5,7} 7
XGBoost learning rate {0.01, 0.05, 0.1} 0.1
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For Random Forest, the best parameters identified were n_estimators = 200, max_depth = 20,
and min_samples_split = 5. For XGBoost, the best parameters identified were n_estimators = 100,
max_depth = 7, and learning rate = 0.1. Both models were also evaluated in their default (untuned)
configurations as baselines to quantify the performance gain attributable to hyperparameter
optimization.

2.7. Ensemble Model with Soft Voting

The final predictive model was constructed using a soft voting ensemble (VotingClassifier) that
combines the tuned Random Forest and tuned XGBoost classifiers as base learners. In soft voting, each
classifier outputs a class probability distribution, and the final class prediction is determined by
averaging the predicted probabilities across all base classifiers and selecting the class with the highest
mean probability [30], as defined in Equation (9):

~ 1
9 =argmax Y, pje )

where pjis the probability predicted by model jfor class ¢, and Mis the number of models in the

ensemble (in this study M = 2, namely Random Forest and XGBoost). The combination of Random
Forest and XGBoost is strategically motivated by their complementary characteristics. Random Forest
employs bagging, where each tree is trained independently on a random bootstrap sample of the training
data and a random subset of features, which reduces variance and controls overfitting [11]. XGBoost
employs sequential boosting, where each successive tree is trained to correct the residual errors of the
previous ensemble, which reduces bias and improves predictive accuracy on complex non-linear
patterns [10].

2.8. Baseline Comparison

To rigorously evaluate the contribution of each component of the proposed pipeline, the study
conducted a systematic comparison between six model configurations: (1) Random Forest without
tuning (RF), (2) Random Forest with Randomized Search tuning (RF + RS), (3) XGBoost without tuning
(XGBoost), (4) XGBoost with Randomized Search tuning (XGBoost + RS), (5) Soft Voting Ensemble
without tuning (Ensemble), and (6) Soft Voting Ensemble with Randomized Search tuning (Ensemble
+ RS). This comparison framework allows for the independent assessment of the impact of
hyperparameter tuning and ensemble combination on model performance.

2.9. Evaluation Metrics

Model performance was evaluated using four complementary metrics. A confusion matrix was
first generated for each model by applying a default classification threshold of 0.5, where instances with
predicted probability > 0.5 are classified as "Rain" and instances below this threshold are classified as
"No Rain". From the confusion matrix, four derived metrics were computed. Accuracy measures the
overall proportion of correctly classified instances, as defined in Equation (10):

TP+TN

Accuracy = TPITNTFPIFN (10)

Precision measures the proportion of positive predictions that are correct, as defined in Equation

(11):

TP
TP+FP (1

Precision =
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Recall measures the proportion of actual positive instances that are correctly identified, as defined
in Equation (12):

TP
TP+FN

Recall = (12)

Weighted F1-Score is the weighted harmonic mean of Precision and Recall across both classes,
accounting for class imbalance by weighting each class's F1-Score by its support in the test set, as
defined in Equation (13):

(13)

Precision, X Recally

W'htdFlzz X2 X
elghte - Wi Precision; + Recally,

where wy, is the proportion of instances belonging to class kin the test set. ROC-AUC evaluates
the model's ability to discriminate between positive and negative classes across all probability thresholds
by plotting the True Positive Rate (TPR) against the False Positive Rate (FPR) at each threshold, as
defined in Equation (14) [31]:

ROC — AUC = [ TPRA(FPR) (14)

ROC curves were generated for all six model configurations to enable visual comparison of
discriminative ability across all classification thresholds, as presented in the Results section. The use of
multiple complementary metrics — Accuracy, Weighted F1-Score, and ROC-AUC — provides a more
comprehensive evaluation of model behavior than any single metric alone, which is particularly
important when comparing ensemble configurations on imbalanced datasets [32].

3. RESULT

This section presents the experimental results of the proposed pipeline, organized according to
the sequence of stages described in the Research Method section. The results include model performance
comparison, confusion matrix analysis, and ROC curve evaluation.

3.1. Model Performance Comparison

The performance of six model configurations was evaluated on the WeatherAUS test set using
Accuracy, ROC-AUC, and Weighted F1-Score. The results are summarized in Table 2, and the visual
comparison across all metrics is presented in Figure 5.

Table 2. Model Performance Metrics

Model Accuracy ROC-AUC Weighted F1-Score  Training Time
RF 83.97% 0.8738 0.8396 26.33s
RF + RS 83.55% 0.8756 0.8374 49.65s
XGBoost 84.82% 0.8747 0.8427 0.97s
XGBoost + RS 84.26% 0.8712 0.8403 1.22s
Ensemble 84.98% 0.8800 0.8467 27.28s
Ensemble + RS 84.23% 0.8773 0.8417 45.53s

As shown in Table 2, the baseline Ensemble model (RF + XGBoost without tuning) achieved the
best overall performance across all three metrics with an Accuracy of 0.8498, ROC-AUC of 0.8800, and
Weighted F1-Score of 0.8467. The visual comparison of all model configurations is presented in Figure
5.
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Performance Comparison of All Model Configurations
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Figure 5. Performance comparison of all model configurations

As illustrated in Figure 5, the Ensemble model consistently outperformed both standalone RF and
XGBoost across all metrics. A notable observation is that hyperparameter tuning via Randomized
Search did not consistently improve model performance across all configurations. RF+RS achieved a
marginally higher ROC-AUC (0.8756) compared to baseline RF (0.8738), but at the cost of lower
Accuracy (0.8355 vs 0.8397) and significantly longer training time (49.65s vs 26.33s). Similarly,
XGBoost+RS and Ensemble+RS both performed below their respective baseline counterparts across all
three metrics. XGBoost demonstrated significantly faster training times (0.97s and 1.22s) compared to
Random Forest-based models (26.335s—49.65s), consistent with its gradient boosting architecture
optimized for computational efficiency [10]. These findings suggest that after SMOTE balancing and
feature selection, the models were already well-calibrated and additional tuning introduced marginal
variance without substantial gains [26][33].

To validate whether the observed performance differences between model configurations are
statistically significant rather than attributable to random variation, McNemar's test was applied to
compare the predictions of key model pairs on the test set. The results are summarized in Table 3.

Table 3. McNemar's test results for pairwise model comparison

Model Pair Chi-square p-value Significant
Ensemble vs RF Baseline 68.2993 0 Yes (p <0.05)
Ensemble vs XGBoost Baseline 2.3547 0.1249 No (p >0.05)
Ensemble vs Ensemble + RS 45.4439 0 Yes (p <0.05)
RF Baseline vs XGBoost Baseline 28.1128 0 Yes (p <0.05)

As shown in Table 3, the Ensemble Baseline achieved statistically significant improvement over
RF Baseline (x?=68.2993, p<0.0001), confirming that the performance advantage of the soft voting
ensemble over standalone Random Forest is not attributable to chance. The comparison between
Ensemble Baseline and Ensemble+RS also revealed a statistically significant difference (x?=45.4439,
p<0.0001), providing statistical evidence that the baseline ensemble without hyperparameter tuning
genuinely outperforms its tuned counterpart — a finding that reinforces the conclusion that
preprocessing quality has a greater influence on model performance than hyperparameter optimization
on this dataset [26]. The comparison between RF Baseline and XGBoost Baseline was also statistically
significant (x?=28.1128, p<0.0001), indicating that XGBoost's higher accuracy (0.8482 vs 0.8397)
reflects a genuine performance difference rather than random variation.

Notably, the comparison between Ensemble Baseline and XGBoost Baseline was not statistically
significant (x?=2.3547, p=0.1249), suggesting that while the ensemble achieves higher metric values
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across Accuracy, ROC-AUC, and Weighted F1-Score, the difference in classification decisions between
the two models does not reach statistical significance at the 0.05 level. This finding indicates that
XGBoost alone is already a strong baseline on this dataset, and the ensemble's advantage over XGBoost
— while consistent across metrics — is modest in practical terms. Nevertheless, the ensemble remains
the preferred model due to its consistently superior performance across all evaluation metrics and its
statistically significant advantage over Random Forest.

3.2. Confusion Matrix Analysis

The confusion matrix of the best-performing model (Ensemble Baseline) on the test set is
presented in Figure 6.

Confusion Matrix - Ensemble Baseline (RF+XGB)
- 20000

- 17500

pA\pypal 1/92 -

- 12500
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Actual

- 10000
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Prediction

Figure 6. Confusion matrix of the Ensemble model (RF + XGBoost)

As shown in Figure 6, the Ensemble Baseline model correctly classified 20,272 No Rain instances
(True Negative) and 3,896 Rain instances (True Positive), while producing 1,792 False Positives (No
Rain predicted as Rain) and 2,479 False Negatives (Rain predicted as No Rain). Based on these values,
the class-specific performance metrics for the Rain class can be derived as follows. The Precision for
the Rain class is calculated as TP/(TP+FP) = 3,896/(3,896+1,792) = 0.685, indicating that 68.5% of
instances predicted as Rain were actual rainfall events. The Recall for the Rain class is calculated as
TP/(TP+FN) = 3,896/(3,896+2,479) = 0.611, indicating that the model correctly identified 61.1% of all
actual rainfall events. The F1-Score for the Rain class is 2%(0.685x0.611)/(0.685+0.611) = 0.646,
reflecting the harmonic balance between Precision and Recall for the minority class.

The number of False Negatives (2,479) is higher than False Positives (1,792), indicating that the
model is more likely to miss an actual rainfall event than to produce a false alarm. In practical
meteorological applications, False Negatives carry greater consequences as undetected rainfall events
can lead to inadequate preparedness for flooding and agricultural damage [34]. Despite this, the model
demonstrates a reasonable ability to detect rainfall events given the challenging class imbalance in the
original dataset, with SMOTE substantially improving sensitivity toward the minority Rain class
compared to models trained without balancing [17]. The overall classification behavior of the model
indicates that it is conservative in predicting rainfall — preferring to minimize false alarms at the cost
of some missed detections — which reflects the underlying class distribution even after SMOTE
balancing.

3.3. ROC Curve Analysis

The ROC curves for all six model configurations are presented in Figure 7.

3979


https://jutif.if.unsoed.ac.id/
https://doi.org/10.52436/1.jutif.2026.7.4.5974

Jurnal Teknik Informatika (JUTIF) Vol. 7, No. 4, August 2026, Page. 3970-3986
P-ISSN: 2723-3863 https://jutif.if.unsoed.ac.id
E-ISSN: 2723-3871 DOI: https://doi.org/10.52436/1.jutif.2026.7.4.5974

ROC Curve Comparison of All Models

104

0.8 4

0.6 4

0.4+

True Positive Rate

-
0.2 L7 -—- RF Baseline (AUC=0.8738)
‘ —— RF + RS (AUC=0.8756)
XGBoost Baseline (AUC=0.8747)
XGBoost + RS (AUC=0.8712)
-—- Ensemble Baseline (AUC=0.8800)
—— Ensemble + RS (AUC=0.8773)

0.04 ——- Random Classifier

0.0 0.2 0.4 0.6 0.8 L0
False Positive Rate

Figure 7. ROC curve comparison of all model configurations

As illustrated in Figure 7, all six models achieved ROC-AUC values above 0.87, indicating strong
discriminative ability between Rain and No Rain classes across all classification thresholds. The
Ensemble Baseline achieved the highest AUC of 0.8800, followed by Ensemble+RS (0.8773), RF+RS
(0.8756), XGBoost Baseline (0.8747), RF Baseline (0.8738), and XGBoost+RS (0.8712).

The shape of the ROC curves provides additional insight into model behavior beyond the scalar
AUC metric. All six curves rise steeply in the lower-left region of the plot — corresponding to low False
Positive Rate — before gradually flattening as the FPR increases. This steep initial rise indicates that all
models achieve high True Positive Rates at relatively low False Positive Rates, which is the desirable
behavior for rainfall detection where correctly identifying rain events without generating excessive false
alarms is the primary objective. The close clustering of all six curves throughout the plot confirms that
the proposed preprocessing pipeline — combining feature engineering, SMOTE, and threshold-based
feature selection — produced consistently strong discriminative performance across all model
configurations, regardless of whether hyperparameter tuning was applied [11].

The marginal separation between the Ensemble Baseline curve (AUC=0.8800) and the lowest-
performing model XGBoost+RS (AUC=0.8712) is only 0.0088, indicating that while the ensemble
approach provides a consistent performance advantage, all models benefit substantially from the
preprocessing pipeline applied in this study. ROC-AUC is considered the most reliable and consistent
evaluation metric for binary classification tasks under varying class prevalence conditions [31], and the
consistently high AUC values across all models confirm the robustness of the proposed approach.

4. DISCUSSIONS

This section offers an in-depth interpretation and examination of the experimental outcomes,
examining the implications of the observed performance patterns and their significance for both
conceptual insight and real-world applications.

4.1. Comparison with Prior Studies

Compared to prior studies on the WeatherAUS dataset, the proposed approach achieves notable
improvements in key evaluation metrics. Sarasa-Cabezuelo [8] reported a best AUC of 0.7 using Neural
Network without any imbalance handling, while the proposed Ensemble Baseline achieves an AUC of
0.8800 — an improvement of 18 percentage points. This substantial gap highlights the decisive
contribution of SMOTE-based balancing and ensemble learning to model discriminability, as Sarasa-
Cabezuelo's study applied no preprocessing for class imbalance and relied on a single classifier without
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ensemble combination. Hassan et al. [21] reported a best accuracy of 91% using ANN with Select K-
Best feature selection on the same dataset; however, their study did not address class imbalance, which
inflates accuracy by biasing predictions toward the majority No Rain class and does not reflect true
model sensitivity toward rainfall events. In contrast, the proposed pipeline explicitly handles class
imbalance through SMOTE, resulting in more reliable and practically meaningful performance metrics.

Irshada [22] reported Random Forest accuracy of 93% after applying SMOTE and
ExtraTreesRegressor-based feature selection, which is higher than the proposed model's accuracy of
84.98%. However, a critical methodological difference exists: Irshada's study evaluated the model
exclusively on data from Perth — a single city — whereas this study evaluates across all 49 cities in the
WeatherAUS dataset. The significantly larger and more geographically diverse test scope introduces
considerably greater meteorological variability, including diverse climate zones ranging from tropical
to arid and temperate, which inherently makes the classification task more challenging [7]. This
difference in experimental scope limits direct comparability of accuracy values between the two studies.
Furthermore, the proposed pipeline employs a soft voting ensemble rather than a single Random Forest
model, which adds ensemble diversity at the cost of marginal accuracy but gains in stability and
generalizability across diverse geographic conditions.

The feature importance analysis revealed that Humidity3pm and Rainfall were the two most
dominant predictors of next-day rainfall, followed by engineered features TempRange and TempDrop.
The prominence of three newly constructed features among the top seven predictors confirms that
domain-informed feature engineering meaningfully enriched the model's predictive capacity beyond
what raw sensor measurements alone could provide [24]. Notably, RainToday and WindGustDir were
eliminated by the feature selection threshold, suggesting that categorical weather condition indicators
contribute less predictive power than continuous diurnal measurements on this dataset — a finding
consistent with Hassan et al. [21], who also found that continuous meteorological variables dominated
feature importance rankings in their study.

4.2. Analysis of Hyperparameter Tuning Effect

A counterintuitive yet important finding of this study is that hyperparameter tuning via
Randomized Search Cross-Validation did not consistently improve model performance over well-
preprocessed baseline configurations. This finding warrants a deeper technical analysis beyond simple
metric comparison. From a theoretical perspective, hyperparameter tuning is most impactful when a
model's default parameters are far from optimal for the specific data distribution at hand. However,
when the input data has been comprehensively preprocessed — with noise reduced through feature
selection, class distribution corrected through SMOTE, and informative signals amplified through
feature engineering — the effective complexity of the learning problem is substantially reduced,
bringing the default parameters closer to their optimal values [26].

In the case of Random Forest, the default parameters (n_estimators=100, max_depth=None)
already provide sufficient model capacity for the preprocessed feature space, and the tuned parameters
(n_estimators=200, max_depth=20) introduce only marginal additional capacity that does not translate
into measurable performance gains on the test set. For XGBoost, the tuned learning rate=0.1 and
max_depth=7 produce a slightly more aggressive boosting configuration that may lead to mild
overfitting on the training distribution introduced by SMOTE, explaining the marginal performance
decrease of XGBoost+RS relative to its baseline. This interaction between SMOTE-generated synthetic
samples and boosting algorithms is a known phenomenon, where boosting models can overfit to
synthetic boundary samples created by SMOTE, particularly when learning rate and tree depth are
increased [15].
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The statistical validation through McNemar's test further supports this interpretation: while the
Ensemble Baseline is statistically significantly better than RF Baseline (p<0.0001) and Ensemble+RS
(p<0.0001), the difference between Ensemble Baseline and XGBoost Baseline is not statistically
significant (p=0.1249). This suggests that after preprocessing, the performance differences between
well-designed configurations are real but modest, and that the choice of preprocessing strategy has a
more decisive impact on model performance than the choice of hyperparameter values — a finding
consistent with large-scale empirical studies in the machine learning literature [26].

4.3. Practical Implications

The findings of this study have several important practical implications for real-world rainfall
prediction systems. First, the proposed pipeline demonstrates that competitive rainfall prediction
performance can be achieved using relatively lightweight tree-based ensemble models without requiring
computationally expensive deep learning architectures such as LSTM or Transformer-based models
[11]. This has significant implications for deployment in resource-constrained environments, including
meteorological agencies in developing countries and edge computing systems for local early warning
applications, where computational resources and expertise for deep learning deployment may be limited.

Second, the finding that the Ensemble Baseline model is more likely to produce False Negatives
(2,479) than False Positives (1,792) has direct operational implications. In rainfall prediction for disaster
preparedness, False Negatives — missed rainfall events — are generally more costly than False
Positives, as they can result in communities being caught unprepared for flooding, agricultural damage,
and infrastructure failure [34]. Future operational deployments of this model should consider adjusting
the classification threshold below the default 0.5 to increase recall for the Rain class at the cost of some
additional false alarms, depending on the specific risk tolerance of the application context.

Third, it is important to acknowledge that the WeatherAUS dataset, while large and
geographically diverse within Australia, represents a temperate and arid climate context that differs
substantially from tropical regions such as Indonesia and Southeast Asia, where rainfall is driven by
monsoon systems, convective activity, and complex orographic effects [1]. The generalizability of the
proposed pipeline to such regions requires further validation on locally collected datasets. Additionally,
the current study uses a static train-test split without accounting for the temporal ordering of
observations — a simplification that may not fully capture the autocorrelation and seasonal patterns
inherent in real meteorological time series data [11]. Future operational implementations should adopt
time-series-aware evaluation strategies such as rolling-window cross-validation or walk-forward
validation to more accurately reflect real-world forecasting performance.

4.4. Scientific Impact

This study contributes several meaningful advances to the field of machine learning-based
rainfall prediction and Informatics. First, the proposed integrated pipeline achieves an ROC-AUC of
0.8800 on the WeatherAUS dataset, substantially surpassing prior studies on the same dataset that did
not incorporate data balancing [8], reinforcing the critical importance of addressing class imbalance as
a fundamental preprocessing step rather than an optional consideration in meteorological classification
[15]. Second, the feature engineering component produced five new meteorological variables that
ranked among the most important predictors, confirming that domain-informed feature construction is
a valuable and underutilized strategy in weather classification research [24]. Third, this study provides
empirical evidence — supported by statistical validation through McNemar's test — that a soft voting
ensemble of Random Forest and XGBoost achieves superior and statistically significant performance
over individual models without requiring complex deep learning architectures [35], making it suitable
for deployment in resource-constrained operational forecasting environments. Finally, the observation
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that preprocessing quality has a greater influence on final model performance than hyperparameter
tuning provides a practical and evidence-based guideline for future practitioners working on imbalanced
meteorological datasets [26].

4.5. Limitations and Future Work

Despite the promising results, several limitations should be acknowledged. First, the
WeatherAUS dataset represents observations from Australia with distinct climatic characteristics, and
the generalizability of the proposed pipeline to tropical regions such as Indonesia — where rainfall is
governed by monsoon systems and convective activity — remains to be validated [1]. Future work
should evaluate the pipeline on climatically diverse datasets from tropical regions to establish broader
applicability. Second, while SMOTE effectively addressed class imbalance, its linear interpolation
mechanism may not fully capture the non-linear structure of real meteorological data [28]. Future studies
could explore more advanced oversampling techniques such as ADASYN, Borderline-SMOTE, or
GAN-based approaches to generate more realistic synthetic minority samples [36]. Third, the feature
selection threshold of 0.5% mean importance was set empirically without systematic optimization, and
future work could adopt automated threshold selection strategies integrated into the cross-validation
pipeline [22]. Fourth, the static train-test split used in this study does not account for temporal
autocorrelation in weather data; future work should adopt time-series-aware evaluation strategies such
as rolling-window or walk-forward cross-validation to better reflect real-world operational forecasting
conditions [11]. Finally, extending the framework to multi-class rainfall intensity prediction or multi-
step ahead forecasting would significantly increase its practical utility for early warning systems and
water resource planning in Informatics and Computer Science [34].

5. CONCLUSION

This study proposed an integrated machine learning pipeline for next-day rainfall prediction on
the WeatherAUS dataset, combining feature engineering, SMOTE-based data balancing, Random
Forest-based feature selection, hyperparameter tuning via Randomized Search Cross-Validation, and a
soft voting ensemble of Random Forest and XGBoost. Experimental results demonstrated that the
baseline Ensemble model achieved the best overall performance with an Accuracy of 0.8498, ROC-
AUC of 0.8800, and Weighted F1-Score of 0.8467, outperforming both standalone Random Forest and
XGBoost across all metrics. Statistical validation through McNemar's test confirmed that the
performance advantage of the ensemble over standalone Random Forest is statistically significant
(p<0.0001), providing rigorous evidence that the proposed approach produces genuinely superior
predictions rather than marginal random variation.

Three key findings emerged from this study. First, the soft voting ensemble of Random Forest
and XGBoost consistently outperformed individual models, confirming that combining complementary
base learners through probability averaging produces more stable and generalizable predictions. Second,
feature engineering contributed meaningfully to model performance, as newly constructed
meteorological variables — including TempRange, HumidityDrop, and TempDrop — ranked among the
most important predictors, demonstrating the value of domain-informed feature construction in weather
classification tasks. Third, preprocessing quality — specifically the integration of feature engineering,
SMOTE balancing, and threshold-based feature selection — had a greater influence on model
performance than hyperparameter tuning, a finding supported by both metric comparison and
McNemar's statistical test.

From the perspective of Informatics and Computer Science, this study makes three primary
scientific contributions. First, it demonstrates that an integrated preprocessing pipeline addressing class
imbalance, feature redundancy, and ensemble diversity can substantially improve rainfall prediction
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performance on a large-scale benchmark dataset, advancing the application of machine learning in
meteorological forecasting. Second, it provides empirical and statistical evidence that lightweight tree-
based ensemble methods can achieve competitive performance without requiring deep learning
architectures, making the proposed approach accessible for deployment in resource-constrained early
warning systems. Third, it establishes that data preparation quality is a more decisive factor than
hyperparameter optimization in ensemble-based meteorological classification, offering a practical
guideline for future researchers and practitioners in the field of data-driven weather prediction.

Future work should focus on validating the proposed pipeline on datasets from tropical and
climatically diverse regions, exploring advanced oversampling techniques such as ADASYN and GAN-
based approaches, adopting time-series-aware evaluation strategies such as rolling-window cross-
validation, and extending the framework to multi-class rainfall intensity prediction or multi-step ahead
forecasting to further enhance its practical utility for disaster preparedness and water resource
management.
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    x  e n c o d e d = { 0 ,   1 ,   2 ,   … ,   N − 1 }


  T e m p R a n g e = M a x T e m p − M i n T e m p


  H u m i d i t y D r o p =   H u m i d i t y  9 a m −   H u m i d i t y  3 a m


  P r e s s u r e D r o p =     P r e s s u r e  9 a m −   P r e s s u r e  3 a m


  W i n d S p e e d D i f f =     W i n d S p e e d  3 a m −   W i n d S p e e d  9 a m


  T e m p D r o p =     T e m p  9 a m −   T e m p  3 a m


    x  s y n t h e t i c =   x  i +   𝜆   × (   x  n n −   x  i )


    𝒙  𝒊


    𝒙  𝒏 𝒏


  𝝀


  T h r e s h o l d =   0 . 5   ×  1  n   ∑  i = 1  n    i m p o r t a n c e  i


  𝒏


  𝒊 𝒎 𝒑 𝒐 𝒓 𝒕 𝒂 𝒏 𝒄   𝒆  𝒊


  𝒊


    y ^ = a r g    max  c ⁡   1  M   ∑  j = 1  M    p  j c


    𝒑  𝒋 𝒄


  𝒋


  𝒄


  𝑴


  𝑴 = 𝟐


  A c c u r a c y =   T P + T N  T P + T N + F P + F N


  P r e c i s i o n =     T P  T P + F P


  R e c a l l =     T P  T P + F N


  W e i g h t e d   F 1 =     ∑  k    w  k × 2   ×       P r e c i s i o n  k ×   R e c a l l  k    P r e c i s i o n  k +   R e c a l l  k


    𝒘  𝒌


  𝒌


  𝑹 𝑶 𝑪 − 𝑨 𝑼 𝑪 =   ∫  𝟎  𝟏  𝑻 𝑷 𝑹 𝒅 ( 𝑭 𝑷 𝑹 )
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    x 2
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    x 2

