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Abstract

Academic integrity during examinations remains a persistent challenge, as conventional human-based supervision
often struggles to detect subtle cheating behaviors. This study proposes the development of a camera-based exam
cheating detection system leveraging transfer learning with state-of-the-art Convolutional Neural Network (CNN)
architectures. Three pretrained models—ResNet-50, MobileNetV2, and EfficientNet—were comparatively evaluated
to identify suspicious gestures such as peeking at peers or using hidden notes. The first training phase utilized a
publicly available dataset from Kaggle, where ResNet-50 outperformed the other models, achieving a validation
accuracy of 98.7% with an F1-score of 0.987. To further assess robustness, a second training phase was conducted
using a newly collected private dataset reflecting real exam scenarios. With only 10 epochs, ResNet-50 maintained
strong generalization performance, reaching a test accuracy of 97.7%. These results highlight the consistency of
ResNet-50 across different datasets and conditions. The selected model was subsequently integrated into a prototype
application capable of real-time monitoring and instant notifications via chatbot, enabling timely intervention by
exam supervisors. The findings underscore the critical role of model selection in real-time Al proctoring systems and
provide a benchmarked, scalable solution that advances the field of computer vision-based academic integrity
monitoring.
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1. INTRODUCTION

Academic integrity stands as a fundamental pillar of quality education, serving as the bedrock
upon which the credibility of educational institutions is built [1]. Yet, the challenge of academic
dishonesty, which encompasses behaviors like plagiarism, falsification, and the use of unauthorized
materials, remains a persistent and widespread issue [2]. Cheating undermines the quality of education,
and the study found that some undergraduate students engage in exam cheating for various reasons,
including the pursuit of higher grades and passing examinations [3]. Research indicates that different
achievement goals relate to academic dishonesty in nuanced ways, with performance-approach goals
positively associated with exam cheating and plagiarism, while avoidance- and work-avoidance goals
influence dishonest behaviors differently depending on task characteristics, perceived risk, and
opportunity for shortcuts [4].

Academic dishonesty has serious consequences beyond the classroom, potentially allowing
unqualified individuals to enter the workforce, and remains prevalent in both paper-based and
computerized examinations [5]. Numerous studies have endeavored to elucidate the multifaceted origins
of'academic dishonesty among higher education students, identifying a range of contributing factors that
extend beyond individual student attributes to encompass broader institutional and cultural influences
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[6]. These factors often include students' motivational drivers, their perceptions of the likelihood and
consequences of being caught, the prevailing academic integrity culture of an institution, the intense
pressure to achieve high grades, and their time management skills [7], [8]. Specifically, research
indicates that academic pressure, a lack of understanding regarding what constitutes academic
misconduct, and the influence of peers are significant contributors to students engaging in dishonest
behaviors [9]. Furthermore, a review of recent literature highlights that individual, social, cultural,
institutional, and technological elements collectively contribute to cheating and plagiarism within higher
education settings [10].

For centuries, exam proctoring has relied on traditional methods of live, in-person supervision to
ensure faimess and prevent cheating. While this model is well-established, conventional human-based
supervision often falls short of detecting subtle or covert cheating behaviors in a physical exam hall, as
it is practically difficult to monitor dozens of students at once [11]. Teachers reported that as class size
increases, individualized interaction becomes difficult to implement, leading instructors to rely more on
quantitative participation measures rather than qualitative assessment, and in extremely large classes,
workload and time constraints often prevent the use of participatory activities altogether [12]. Prior
studies indicate that artificial intelligence (Al) in educational contexts is primarily designed to support
educators through automated monitoring of learning progress and feedback provision, emphasizing
augmentation of human roles rather than full replacement [13]. Al-based camera-enabled proctoring
systems have been shown to effectively support exam monitoring by automatically detecting suspicious
behaviors through video and audio analysis, while preserving human oversight through manual
verification of recorded logs [14]. Therefore, the integration of Al-driven, camera-based proctoring
systems serves as a complementary solution that enhances human supervision by providing continuous,
scalable monitoring to reduce opportunities for academic dishonesty.

The rise of Al particularly machine learning (ML) and its subset, deep learning (DL), has
provided powerful tools for analyzing complex data patterns that are often imperceptible to human
observers [15]. In the context of exam proctoring, these technologies are being applied to behavioral
analysis through the field of computer vision, which can detect and classify objects in video or images
[15]. Convolutional Neural Networks (CNNs) have emerged as particularly effective for image
classification and object detection tasks [15]. By processing sequential video frames, CNNs can extract
intricate spatial features and, when integrated with other architectures like Long-Short Term Memory
(LSTM), they can also identify temporal patterns within the video stream [11]. This capability makes
them exceptionally well-suited for Human Activity Recognition (HAR), enabling a system to
automatically classify suspicious actions in real time. This ability to continuously monitor and identify
subtle behaviors provides a level of supervision that traditional proctoring methods cannot match.

The selection of an optimal deep learning model for cheating detection involves a critical trade-
off between accuracy, speed, and computational efficiency [16]. This study focuses on three leading
CNN architectures that exemplify different points on this performance spectrum: ResNet, MobileNet,
and EfficientNet. This approach leverages knowledge acquired from extensive datasets to enhance
performance on novel, related tasks, thereby circumventing the need for training models from scratch
[17]. This capability is especially pertinent in computer vision, where pre-trained models, often
developed on large-scale datasets such as ImageNet, can effectively extract generalized features
applicable to a wide array of subsequent tasks including image classification, segmentation, and object
detection [18], [19]. The ResNet architecture is renowned for its ability to train exceptionally deep
neural networks without suffering from the vanishing gradient problem, thanks to the use of "skip
connections" that allow gradients to flow more easily [20]. A fine-tuned ResNet-50 architecture has
been successfully applied to offline exam activity recognition, achieving a high training accuracy of
96% when detecting six types of suspicious behaviors [11]. Another study used a facial recognition
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model based on ResNet-50 for both offline and online exams, achieving an average accuracy of 96.8%
and contributing to a reduction in cheating cases by up to 80% in Al-monitored exams [5].

In contrast, MobileNetV2 is a lightweight, mobile-first model designed to prioritize
computational efficiency and speed [21]. This makes it an attractive candidate for real-time, resource-
constrained applications. One study noted that a MobileNetV2 model had a lower accuracy than a
competing model but achieved a classification accuracy ranging from 93% to 98% while providing a
significant speed advantage [21]. The EfficientNet family of models achieves state-of-the-art accuracy
with significantly fewer parameters and lower computational requirements than other CNNs [21]. This
is accomplished through a compound scaling method that uniformly balances network width, depth, and
image resolution [21]. An EfficientNetB1 variant achieved a peak accuracy of 94.59% on the OP dataset,
while EfficientNetBO also showed robust detection performance with a strong balance between accuracy
and efficiency [22]. The literature presents conflicting findings on which model is "best," as the optimal
choice is highly context-dependent [22].

The proliferation of online examinations has spurred a critical need for effective proctoring
systems to safeguard academic integrity. A significant body of research has explored the use of Al for
this purpose, with a strong focus on detecting cheating behaviors through visual analysis. Recent studies
have successfully implemented object detection models, such as YOLOv4 [23] and YOLOvS [24],
which demonstrate high performance in identifying various cheating actions by analyzing body pose
and facial features in real-time. In parallel, other approaches leverage specific facial landmarks and head
orientation, with models like MediaPipe Face Mesh integrated into LMS [25] and deep learning systems
[26] achieving high accuracy in detecting violations. Furthermore, the use of Convolutional Neural
Networks (CNNs) has been widely explored, with a research achieving 98.5% accuracy using
multimodal sensors [27], and applying CNNs for facial movement detection [28]. While these studies
highlight the technical feasibility and accuracy of Al-based proctoring, some research also emphasizes
the importance of user experience [29] and the need for more comprehensive development to address
broader challenges like security and equitable access [30]. This existing body of work confirms a clear
trend toward utilizing transfer learning with various Al models for cheat detection.

While numerous studies have applied various deep learning models to cheating detection, a
notable gap remains in the literature. There is a lack of comprehensive research that identifies a model
which demonstrates consistently robust performance for camera-based supervision in a physical exam
hall, while also being computationally efficient enough for real-time application and scalable integration
[22]. Many studies report high accuracy on a single, specific dataset, but do not validate the model's
generalizability to different real-world scenarios [21]. This study aims to address this critical gap by
proposing the development of a camera-based exam cheating detection system that leverages transfer
learning with state-of-the-art CNN architectures. The research provides a comparative evaluation of
three prominent models—ResNet-50, MobileNetV2, and EfficientNet—to identify the most suitable
architecture for this specific task.

The objectives of this research are threefold: (1) to benchmark the performance of three state-of-
the-art CNN models—ResNet-50, MobileNetV2, and EfficientNet—using transfer learning for
detecting cheating behaviors in exam settings; (2) to validate the selected model’s generalizability across
both public and private datasets reflecting real-world examination scenarios; and (3) to develop and
deploy an integrated real-time monitoring prototype with an instant chatbot notification system for
practical use in academic proctoring.

2. METHOD

This research adopted a deep learning-based methodology to design, train, and evaluate a camera-
based cheating detection system for examination settings. The methodological pipeline was structured
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into several interconnected phases: dataset acquisition, preprocessing and augmentation, model
adaptation through transfer learning, training and validation, and finally, system integration for real-
time deployment. Each of these stages was carefully designed to ensure reproducibility, scalability, and
robustness of the proposed solution. Figure 1 illustrates the block diagram of the research process.
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Figure 1. Block Diagram of the Research Process

The experimental design involved two distinct datasets. In the initial phase, a publicly available
dataset was sourced from the Kaggle platform [31]. This dataset originally consisted of five classes of
annotated student behaviors: cheating, giving code, giving object, looking friend, and normal act. To
simplify the classification task and align with the research objective, the classes were consolidated into
a binary structure: cheating act (encompassing all four cheating-related behaviors) and normal act. The
dataset contained approximately 1,562 labeled images. In the subsequent phase, a private dataset was
assembled by the researchers. This dataset was collected under simulated examination conditions in
order to capture images that more closely represented local contexts and subtle patterns of cheating that
might not be fully reflected in public repositories. The private dataset was similarly structured into the
same binary classification scheme, ensuring continuity between the two stages of experimentation.

Both datasets required careful preprocessing prior to their use in training deep learning models.
For the Kaggle dataset, images were first standardized by resizing to dimensions compatible with
common pretrained CNN models (224 x 224 pixels). Normalization was performed using the mean and
standard deviation of the ImageNet dataset, as these statistics are widely adopted when applying transfer
learning from pretrained weights. To address potential overfitting and to enhance the variability of the
dataset, data augmentation strategies were employed. These included random rotations to simulate slight
variations in head or body posture, horizontal flipping to account for mirrored behaviors across different
orientations, and brightness adjustments to replicate differences in lighting conditions across
examination environments. The dataset was partitioned into training, validation, and testing subsets with
an approximate ratio of 70:15:15, thereby ensuring that the evaluation process was independent and
unbiased.
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For the private dataset, an additional preprocessing step was introduced prior to augmentation.
Since a single captured image frequently contained multiple individuals, an object detection model was
employed to isolate each subject. The YOLOVS architecture was used to detect the person class within
each image, generating bounding boxes around individual students. Each detected individual was then
cropped and stored as a separate image, ensuring that the resulting dataset consisted of one person per
frame. This preprocessing step was essential to avoid ambiguity in the classification task, as the presence
of multiple subjects in a single frame could otherwise bias the model’s learning process.

Following cropping, the dataset underwent an extensive augmentation procedure using the
Albumentations library. Each cropped image was systematically expanded into several augmented
versions through a variety of transformations, including horizontal flipping, random brightness and
contrast adjustments, rotations up to £20°, Gaussian noise injection, motion blur, hue-saturation-value
modifications, random gamma corrections, Contrast Limited Adaptive Histogram Equalization or
CLAHE-based enhancement, and color jittering. Up to four augmented versions were generated for each
cropped image, thereby substantially enlarging the dataset and introducing realistic variability in pose,
lighting, and appearance.

At the modeling stage, transfer learning was employed to leverage the representational power of
pretrained CNN architectures. Several architectures were considered, including ResNet-50,
MobileNetV2, and EfficientNet, each of which has been extensively validated in image recognition
tasks. In each case, the convolutional base of the model was retained, while the final fully connected
classification layer was replaced with a custom layer tailored for binary classification. This layer
consisted of a fully connected dense layer that mapped the extracted features into two output nodes
corresponding to the classes normal act and cheating act. Dropout regularization was optionally
incorporated in preliminary trials to further mitigate overfitting risks.

Model training was conducted using PyTorch. The optimization process was carried out using the
Adam optimizer, which is well-suited for deep learning tasks due to its adaptive learning rate
capabilities. The loss function applied was binary cross-entropy [32], a standard choice for two-class
classification problems. Binary cross-entropy equation is shown in (1)

Lper = —(5) 2 yIn@) + (1 = y)In(1 — §] (1)

In (1), Lgcg denotes the loss value, Nrepresents the total number of samples, y; € {0,1} is the
ground-truth label of the i-th sample, and ¥; € [0,1]is the predicted probability produced by the model
after the sigmoid activation function. The term y;In(¥;) penalizes incorrect predictions for the positive
class, while (1 — y;)In(1 — ¥;) penalizes incorrect predictions for the negative class. The negative sign
ensures that the loss remains non-negative, as the logarithmic values are non-positive for probabilities
within the interval (0,1). Minimizing this loss encourages the model to produce predicted probabilities
closer to the true labels.

Training was organized into epochs, with model weights updated iteratively based on
backpropagation and gradient descent. To improve training efficiency and avoid unnecessary
overfitting, early stopping criteria were introduced, monitoring validation performance during the
training process. Unlike many studies that rely on multiple evaluation metrics, this research focused on
accuracy and fl-score as the primary measure of performance. The performance of the proposed model
was evaluated using accuracy, which is a commonly used metric for classification tasks. Sokolova and
Lapalme [33] defined accuracy based on the confusion matrix as the ratio of correctly classified
instances to the total number of samples. This metric provides an overall measure of classification
performance and is widely applied in the evaluation of machine learning and convolutional neural
network models. Accuracy is calculated using (2).
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TP+TN+FP+FN

In addition to accuracy, the Fl-score was employed to provide a balanced evaluation of
classification performance, particularly in the presence of class imbalance. As described by Sokolova
and Lapalme [33], the F1-score is defined as the harmonic mean of precision and recall, as shown in (3),
where precision and recall are computed using (4) and (5), respectively. This makes the F1-score a more
informative metric than accuracy alone in scenarios with uneven class distributions.

__ 2xPrecisionxRecall

F1= Precision+Recall (3)
Precision and recall are defined as follows:
Precision = —— 4)
TP+FP
Recall = —%— (5)
TP+FN

The evaluation metrics in (2)—(5) are derived from the confusion matrix, where true positive (TP)
denotes the number of positive instances correctly classified, true negative (TN) represents negative
instances correctly identified, false positive (FP) refers to negative instances incorrectly classified as
positive, and false negative (FN) indicates positive instances misclassified as negative. These
components form the basis for computing accuracy, precision, recall, and Fl-score, enabling a
comprehensive assessment of the classification performance [33].

For experiments using the public Kaggle dataset, validation accuracy was used as the benchmark
to monitor improvements across epochs and to guide the early stopping mechanism. For the private
dataset, which was collected under simulated exam conditions, the final model was assessed using test
accuracy to ensure that the evaluation truly reflected generalization performance on unseen data. This
consistent use of accuracy across both datasets provided a straightforward and interpretable measure of
model effectiveness while maintaining comparability between the two experimental stages.

Following the completion of the training phases, the finalized model was prepared for system-
level integration. The design of the system emphasized practical applicability within examination
environments. The trained convolutional neural network was embedded into a prototype application
capable of processing real-time video streams from cameras installed in classrooms. Captured frames
were preprocessed in real time and fed into the model for inference. To support exam supervisors, a
notification mechanism was implemented using a chatbot interface, which automatically generated
alerts whenever potentially suspicious activities were detected. This integration ensured timely
intervention while reducing the cognitive load on human proctors, particularly in large-scale
examinations.

Overall, this methodological framework combined rigorous ML experimentation with practical
deployment considerations. By incorporating both public and private datasets, the study ensured that the
proposed system was evaluated under diverse conditions, thereby increasing its generalizability and
relevance to real-world educational settings. The use of transfer learning not only accelerated model
convergence but also allowed the system to achieve high representational capacity despite the limited
size of the private dataset. Finally, the integration into a real-time monitoring prototype highlighted the
translational value of the methodology, bridging the gap between research and application.

3.  RESULT

This section presents the experimental findings obtained from both the public and private datasets,
as well as the operational evaluation of the deployed system. The results are structured into three main
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parts: comparative performance analysis of transfer learning models on the public dataset, validation of
the selected architecture on a private dataset that simulates real examination conditions, and assessment
of the real-time system implementation. Quantitative metrics including accuracy, F1-score, loss curves,
and confusion matrices are reported to provide a comprehensive evaluation of classification
performance and deployment feasibility.

The initial dataset used in this study was the Exam Cheating Dataset, which provides labeled
images of student activities during examinations. Originally, the dataset consisted of five classes:
cheating (12 images), giving code (271 images), giving object (15 images), looking friend (624 images),
and normal act (640 images), with a total of 1,562 images. To align the dataset with the research
objective, the classes were reorganized into a binary structure. The four cheating-related classes
(cheating, giving code, giving object, and looking friend) were consolidated into a single category
labeled cheating act, resulting in 922 images, while the remaining 640 images were assigned to the
normal act category. This restructuring enabled the model to focus on distinguishing suspicious
behaviors from normal activities, thereby simplifying the classification task in accordance with the
intended system functionality. Representative samples of the dataset are illustrated in Figure 2, where
Figure 2(a) shows examples of the normal act category and Figure 2(b) presents examples of the cheating
act category.

Figure 2. Sample Images from the Public Dataset: (a) Normal Act, (b) Cheating Act

Before training, a class distribution analysis was conducted to examine the balance between
categories in the training subset. As shown in Figure 3, the dataset contained 591 images of normal act
and 906 images of cheating act, indicating a moderate imbalance. For training, the dataset was divided
into 90% training and 10% validation, while an independent test split was not used at this stage. Images
were preprocessed by resizing them to 64x64 pixels, normalized using ImageNet mean and standard
deviation values, and then batched with a size of 16.

TRAIN Dataset Cass imbatance Analysis

Figure 3. Class Distribution of the Training Subset in the Public Dataset (591 Normal Act, 906
Cheating Act)
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Training was conducted using PyTorch with transfer learning applied to three pretrained
architectures: ResNet-50, MobileNetV2, and EfficientNet-B0. The final classification layer of each
network was modified to output two classes. Optimization was performed using the Adam optimizer
with a learning rate of 3x10™*. Each model was trained for a maximum of 50 epochs, but an early
stopping criterion with patience of 5 epochs was implemented, leading to training convergence at
approximately epoch 13. Performance was monitored across epochs using three metrics: accuracy, F1-
score, and loss. The training and validation accuracy curves are presented in Figure 4, illustrating the
convergence behavior of the models throughout the training process.

Accuracy per Epoch

e R s

LLLLLLL

As shown in Figure 4, the accuracy curves increased sharply within the first few epochs and
subsequently plateaued, reflecting convergence of the models. All three architectures achieved
validation accuracy above 95% after only a few epochs. ResNet-50 maintained consistently high values
across training and validation, while MobileNetV2 showed occasional spikes in validation accuracy,
reaching near-perfect levels at several points. EfficientNet-B0, although achieving competitive
accuracy, displayed more variability over the epochs.

After the completion of training, final performance values were obtained for each model on the
validation set. ResNet-50 achieved the highest results, with a training accuracy of 99.55%, validation
accuracy of 98.67%, training F1-score of 0.9955, and validation F1-score of 0.9867. MobileNetV2
followed closely, with training accuracy of 98.89%, validation accuracy of 98.00%, and validation F1-
score of 0.9800. The third model, EfficientNet-B0, achieved training accuracy of 97.03%, validation
accuracy of 96.67%, and validation Fl-score of 0.9667. Table 1 summarizes the comparative
performance of the three transfer learning models on the public dataset. In addition to classification
metrics (accuracy, precision, recall, and F1-score), the table also reports inference time and parameter
count to provide a comprehensive evaluation encompassing both predictive performance and
computational efficiency.

Table 1. Performance summary of transfer learning models on the public dataset

Model Accuracy  Precision Recall  F1-Score Inference Parameter
(%) (%) (%) (%) Time (ms) Count (M)
ResNet-50 98.67 98.70 98.65 98.67 42 25.6
MobileNetV2 98.00 98.05 97.95 98.00 18 3.4
EfficientNet 96.67 96.75 96.60 96.67 24 53

Following the evaluation on the public dataset, the models were subsequently assessed using a
privately collected dataset to further examine their robustness under more realistic and uncontrolled
conditions. The private dataset was collected through a classroom simulation involving students from
the Department of Information and Computer Technology, Politeknik Negeri Lhokseumawe. The initial
acquisition phase produced 156 images categorized as normal act and 390 images categorized as
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cheating act. The images were captured from two different viewpoints—front and side angles—to more
realistically reflect various perspectives that might occur in actual exam surveillance. The faces in the
sample images have been censored for privacy protection; the dataset utilized for model training consists
of uncensored imagery. Representative samples of these raw images are presented in Figure 5,
illustrating examples of both categories prior to any preprocessing. Each raw image frequently contained
multiple students, typically up to three individuals per frame.

_Fiéure 5. Sample Raw Images from the Private Dataset

To ensure that every sample corresponded to a single subject, YOLOvS was employed to detect
and crop the person class from each image. This step transformed each multi-person frame into separate
images, each containing only one student. Examples of cropped images are shown in Figure 6,
demonstrating the effectiveness of the detection and cropping process.

Figure 6. Sample Cropped Images After YOLOV8 Preprocessing

Following cropping, Albumentations was applied to increase dataset variability. Each cropped
image was transformed into several augmented variants through operations such as flipping, rotation,
brightness and contrast adjustments, noise injection, and blur. Representative samples of the augmented
images are presented in Figure 7, which illustrate how augmentation enriched the dataset while
maintaining the original class semantics.

Figure 7. Samle Auented Images Usmg Albumentations
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After applying YOLOVS cropping and Albumentations augmentation, the private dataset
expanded substantially compared to the raw acquisition. The final dataset contained 10,695 images in
total, distributed into training, validation, and testing subsets. The training set comprised 7,486 images
(2,205 normal act and 5,281 cheating act), the validation set contained 1,603 images (472 normal act
and 1,131 cheating act), and the test set included 1,606 images (473 normal act and 1,133 cheating act).
This distribution ensured that the model was trained on a sufficiently large and diverse set of examples,
while preserving separate data for unbiased validation and final performance evaluation.

Following the raw acquisition, cropping, and augmentation stages, the private dataset was
employed for training the ResNet-50 model, which had been selected based on its superior performance
on the public dataset. The dataset was divided into training, validation, and testing subsets, and training
was conducted for 10 epochs using the same hyperparameter settings described previously. Performance
was monitored across the training and validation sets to track convergence and detect potential
overfitting.

Across epochs, the training and validation accuracies demonstrated consistent improvement,
converging at high performance levels. Training accuracy improved from 73.47% in the first epoch to
99.01% in the tenth epoch, while validation accuracy increased from 87.09% to 98.57% over the same
period. These results confirmed the model’s capacity to generalize effectively on unseen validation data.
The complete learning trajectory is illustrated in Figure 8, which shows the evolution of accuracy and
loss across epochs for both training and validation subsets.

Training vs Validation Loss Training vs Validation Accuracy

—— Train Loss —— Train Ac —

c
0s Val Loss Val Acc =

Accuracy

\ 075

o 2 4 6 8 o 2 4 6 8
Epoch Epoch

Figure 8. Learning Curves of ResNet-50 on the Private Dataset Across 10 epochs

Evaluation on the independent test set further validated the model’s robustness, yielding a test
accuracy of 97.70%. The confusion matrix in Figure 9 provides a detailed breakdown of classification
performance, highlighting that the model achieved reliable discrimination between cheating and normal
behaviors with minimal misclassifications. In particular, the majority of errors occurred in borderline
cases where subtle gestures or partial occlusions made the distinction between cheating and normal
behavior less clear.

Confusion Matrix - Test Set

1000

cheating

True label

normal 18 455

cheating normal
Predicted label

Figure 9. Confusion Matrix on the Private Dataset Test Set
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Table 2 presents the performance summary of the evaluated model on the private dataset. The
reported metrics include accuracy, precision, recall, and F1-score, along with inference time and
parameter count to provide a comprehensive assessment of both classification effectiveness and
computational efficiency under real classroom examination conditions.

Table 2. Performance summary of ResNet-50 on the private dataset

Performance Metric Value
Accuracy (%) 97.70
Precision (%) 98.41

Recall (%) 98.32

F1-Score (%) 98.36
Inference Time (ms) 42

Parameter Count (M) 25.6

The finalized ResNet-50 model was deployed into a web-based application framework
constructed with Flask. The system was designed as a client—server architecture in which the application
was hosted on a central server, while the image acquisition process relied on cameras connected to client
machines in the examination room. To capture diverse perspectives of student behavior, three cameras
were employed: one positioned at the front and two mounted on the left and right sides. Each camera
was configured with a capture interval of two seconds and a resolution of 320%240 pixels at 10 frames
per second, balancing image quality and computational efficiency.

Captured frames were routed to the server, where preprocessing operations were performed prior
to inference. These operations included resizing each image to 224x224 pixels, converting the pixel
values into tensor format, and applying normalization using ImageNet mean and standard deviation.
Once preprocessed, the images were passed through the fine-tuned ResNet-50 model. The model
returned both a predicted label—normal act or cheating act—and an associated confidence score. A
decision threshold was applied: if the predicted label was cheating and the confidence exceeded 90%,
the system flagged the instance as a cheating attempt. The 90% confidence threshold was selected
heuristically based on preliminary experimental observations to achieve a practical trade-off between
detection sensitivity and false alarm rates. A relatively high threshold was intentionally chosen to reduce
the likelihood of false positive detections, which could otherwise lead to unnecessary interruptions
during examinations. Although the threshold was not derived from a formal optimization procedure such
as ROC analysis, it was considered appropriate for the operational context of this study, where
minimizing unjustified accusations was prioritized over maximizing sensitivity.

When such a condition was met, the system initiated two critical responses. First, the detection
was persisted into a local SQLite database, which stored the timestamp, predicted label, confidence
value, camera source, and path to the captured image. This ensured that all suspicious activities were
systematically archived for post-exam review. Second, an immediate alert was transmitted through an
integrated Telegram chatbot. The alert contained the captured image as visual evidence, the
classification result, the probability score, the exact capture time, and the source camera identification.
This mechanism allowed exam supervisors to receive real-time notifications on their mobile devices,
enabling timely intervention without continuous manual monitoring of the camera feeds.

The web interface of the application was developed to facilitate comprehensive monitoring and
management. Figure 10 illustrates the CRUD module that enabled administrators to add, update, or
remove Telegram chat IDs authorized to receive notifications. Figure 11 shows the real-time camera
feed interface, where video streams from the three cameras were displayed in parallel to provide
simultaneous situational awareness. Figure 12 presents the logging dashboard, which compiled all past
detections into a searchable and paginated format, thereby enabling supervisors to review historical
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cheating records efficiently. Finally, Figure 13 depicts an example of a Telegram chatbot notification,
showcasing how the system transmitted essential metadata and image evidence directly to the proctor’s
device.

B Telegram Notifications

o Chatio alus Aations

e v s e
& ‘24 it [ ] e |
G s =3 E3

Figure 10. CRUD Interface for Managing Telegram Chat IDs Authorized to Receive Notifications

& Live Camera Feeds

Camera 1 Camera 2 Camera 3

Figure 11. Real-Time Camera Feed Interface Showing Simultaneous Monitoring from 3 Cameras

Detection History

Time Confidence Label Camera Path

2025-09-06 10:25:57 84.16% normal Camera 2 data\cam2_20250906_102657_724504 Jpg
2025-09-06 10:25:55 75.79% normal Camera 2 data\cam2_20250906_102555_676538 jpg
2025-09-06 10:25:53 56.69% normal Camera 2 datalcam2_20250906_102553_645125.jpg
2025-09-06 10:25:51 82.81% cheating Camera 2 data\cam2_20250906_102551_597167 Jpg
2025-09-06 10:25:49 84.62% cheating Camera 2 data\cam2_20250906_102549_564681.jpg
2025-09-06 10:25:47 89.46% cheating Camera 2 datalcam2_20250906_102547_516758.jpg
2025-09-06 10:25:45 97.45% cheating Camera 2 data\cam2_20250906_102545_469082 Jpg

Figure 12. Logging Dashboard Displaying Stored Detection Results in the Database

< @ PETEKSI CONTEK - PENEL :

¥ Suspicious Activity Detected!
Camera: 1

Time: 2025-09-04 12:40:46
Confidence: 99.51%

Label: cheating

Figure 13. Example of a Telegram Chatbot Notification Containing Captured Evidence, Classification
Output, and Metadata.
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In practice, the system demonstrated efficient operation under CPU-only conditions, highlighting
its suitability for deployment in environments without dedicated GPUs. The use of multi-threading
ensured that all three cameras could operate concurrently without significant delays, while lightweight
video capture settings reduced computational overhead. Notifications were consistently delivered within
seconds of detection, confirming the responsiveness of the implementation. Nevertheless, a limitation
was observed in camera placement: since the cameras were positioned at ground level rather than
overhead, it was challenging to monitor large groups of examinees simultaneously. Despite this, the
system reliably detected suspicious behaviors for individuals within the camera field of view, thus
validating the feasibility of the proposed design.

4. DISCUSSIONS

This section interprets the experimental results in relation to prior research on Al-based behavioral
recognition and automated exam monitoring systems. The discussion examines how the comparative
model performance observed in this study aligns with existing findings on transfer learning and deep
convolutional architectures, while also highlighting the practical implications of deploying such systems
in real-world examination settings. In addition to analyzing model effectiveness and generalization
capability, this section reflects on implementation decisions, operational constraints, and system-level
trade-offs. By situating the findings within the broader landscape of intelligent proctoring research, the
discussion provides a comprehensive understanding of both the technical contributions and practical
relevance of the proposed approach.

The experimental findings demonstrate that transfer learning provides a highly effective strategy
for exam cheating detection under both controlled benchmark conditions and real classroom
environments. On the public dataset, all three pretrained architectures achieved validation accuracy
above 95%, indicating that the binary restructuring of cheating-related behaviors did not oversimplify
the task. Instead, consolidating multiple suspicious categories into a unified cheating class allowed the
models to learn generalized behavioral patterns rather than narrowly defined gestures. This supports the
suitability of binary classification for practical proctoring systems, where the primary objective is
anomaly detection rather than fine-grained behavioral categorization.

Among the evaluated architectures, ResNet-50 consistently delivered the most stable and highest
performance. Although MobileNetV2 achieved comparable validation accuracy, its occasional
validation spikes suggest greater sensitivity to training fluctuations. EfficientNet-B0O, while
computationally efficient, exhibited slightly lower and more variable performance. The superior results
of ResNet-50 may be attributed to its deeper residual structure, which facilitates gradient propagation
and supports more robust feature representation learning. Despite having a significantly larger parameter
count (25.6M) compared to MobileNetV2 (3.4M), the inference time remained within a practical range
(42 ms per image), confirming that higher representational capacity did not compromise deployability
in CPU-only settings.

The transition from the public dataset to the private dataset provides important insight into model
generalization. While the public dataset contained relatively constrained and curated samples, the
private dataset introduced greater variability in camera angles, subject positioning, and lighting
conditions. The final test accuracy of 97.70% on the private dataset demonstrates that the selected
architecture maintained strong discriminative capability even under more realistic conditions. The
confusion matrix further reveals a balanced error distribution, with only 37 misclassifications out of
1,606 test samples. The comparable precision (98.41%) and recall (98.32%) indicate that the model does
not favor either minimizing false positives or false negatives excessively, which is particularly important
in academic integrity monitoring systems.
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The augmentation and YOLOvS8-based cropping pipeline played a crucial role in this
performance. By converting multi-person frames into single-subject images and applying diverse
augmentation techniques, the dataset variability increased substantially without requiring additional data
collection sessions. This preprocessing strategy effectively simulated variations in posture, illumination,
and viewpoint, thereby improving robustness. The results suggest that careful data engineering can
significantly enhance model generalization, sometimes as effectively as architectural modification.

From a deployment perspective, the integration of the trained model into a Flask-based client—
server system demonstrates the operational feasibility of the approach. The ability to process frames
every two seconds from three simultaneous cameras without GPU acceleration highlights the efficiency
of the pipeline. The 90% confidence threshold, selected heuristically, reflects a deliberate prioritization
of minimizing false accusations over maximizing sensitivity. In high-stakes examination contexts, false
positives may have severe academic and psychological consequences; therefore, a conservative
threshold is operationally justified. The system’s rapid notification delivery via Telegram further
confirms its practical applicability for real-time supervision.

Nevertheless, several limitations merit consideration. First, although binary classification
simplifies deployment, it does not distinguish between different types of cheating behaviors. Second,
camera placement constraints limited coverage of large groups, potentially reducing effectiveness in
crowded examination halls. Third, the decision threshold was not optimized through formal ROC
analysis, which could further refine the balance between precision and recall. Finally, while the private
dataset expanded significantly through augmentation, it was collected within a single institutional
context, which may limit cross-institutional generalizability.

The performance achieved in this study substantially exceeds the results reported in [34], who
proposed a hybrid SURF-CNN model for exam cheating detection using a six-class classification
scheme on a dataset of 1,200 images. Their experimental results showed that the SURF-CNN approach
achieved a testing accuracy of 86.15%, outperforming a conventional CNN model that reached 83.15%
under the same data split configuration. In contrast, the proposed ResNet-50-based transfer learning
framework in the present study achieved a significantly higher test accuracy of 97.70% on a private
dataset and 98.67% validation accuracy on the public dataset. This performance gap may be attributed
to several factors. First, the use of deep residual architecture with pretrained ImageNet weights enables
more robust hierarchical feature extraction compared to handcrafted SURF descriptors combined with
shallow CNN layers. Second, the binary restructuring of cheating behaviors simplifies the decision
boundary compared to the six-class formulation used in the SURF-CNN study, which inherently
increases classification complexity. Third, large-scale data augmentation and subject-level cropping
using YOLOVS likely enhanced generalization capability beyond what was achievable in the earlier
hybrid model. These findings suggest that modern transfer learning approaches with deep residual
networks provide superior discriminative power and scalability compared to traditional feature-
engineering-based pipelines in exam cheating detection tasks.

Beyond its practical implications, this study contributes to the field of computer science by
demonstrating how transfer learning architectures can be effectively adapted for behavior-based
anomaly detection in constrained surveillance environments. The findings reinforce the importance of
deep residual networks in extracting high-level semantic features from limited and domain-specific
datasets. Furthermore, the integration of lightweight deployment strategies under CPU-only conditions
highlights the feasibility of real-time intelligent systems without reliance on high-performance
computing infrastructure. This contributes to ongoing research in efficient deep learning deployment,
edge-based Al systems, and applied computer vision for socially impactful applications.
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5. CONCLUSION

This study successfully demonstrated the development of a camera-based exam cheating
detection system leveraging transfer learning with three state-of-the-art CNN architectures. Through
comparative experiments on a public dataset, ResNet-50 consistently outperformed MobileNetV2 and
EfficientNet-B0, achieving superior accuracy and F1-scores. Subsequent fine-tuning on a newly
collected private dataset further validated its robustness, yielding a test accuracy of 97.7% while
maintaining stable convergence across training and validation phases. These results confirmed the
generalization capacity of ResNet-50, making it the most suitable model for real-world deployment in
exam monitoring scenarios.

The finalized model was integrated into a web-based system prototype built on Flask, which
utilized three client-side cameras to capture real-time exam activities. The system applied preprocessing,
inference, and decision-making with a confidence threshold, followed by instant notifications via
Telegram chatbot and structured logging into a local database. Experimental implementation confirmed
that the system operated efficiently even without GPU support, delivering notifications within seconds
of detection. While camera placement posed limitations in covering large groups simultaneously, the
overall performance validated the feasibility of the proposed framework. This research thus contributes
a scalable, low-cost, and practical approach to enhancing academic integrity through Al-driven
monitoring.

From a scientific perspective, this study contributes a practical framework for low-cost, real-time,
Al-based exam monitoring that is specifically adaptable to offline or resource-constrained educational
environments. Unlike many existing proctoring systems that rely on cloud infrastructure and high-end
hardware, the proposed architecture demonstrates that reliable cheating detection can be achieved using
transfer learning and CPU-based deployment. This provides an accessible solution for institutions in
developing regions where budget and infrastructure limitations restrict the adoption of commercial
proctoring platforms.

For future research, several directions can be explored to further enhance system performance
and scalability. First, incorporating multi-modal data such as audio analysis or pose estimation could
improve robustness against subtle cheating behaviors. Second, expanding the dataset to include more
diverse classroom layouts and lighting conditions would strengthen generalization capability. Third,
model optimization techniques such as pruning or quantization may reduce inference time and
computational cost. Finally, ethical considerations including privacy-preserving mechanisms and
explainable Al components should be integrated to ensure responsible deployment in educational
settings.
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