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Abstract

Instant verification of halal status for food ingredients remains a significant challenge for Muslim consumers,
particularly when facing complex compositions and foreign-language labels without internet access. This study aims
to develop an offline, real-time mobile application for halal ingredient classification by implementing lightweight
deep learning models on edge devices. The proposed system integrates Google ML Kit for text extraction and
evaluates five neural network architectures: FastText, 1D-CNN, LSTM, GRU, and Multi-CNN trained on a balanced,
bilingual (Indonesian—English) dataset comprising 123,449 ingredient samples. Experimental results demonstrate
that the 1D-CNN model was the optimal choice, achieving an average accuracy of 99.72%, an average inference time
0f 60.99 ms, and a compact model size of 719.2 KB. Although the GRU model achieved marginally higher accuracy,
the 1D-CNN provided a superior efficiency trade-off with a 2.6x faster training time and lower computational
complexity. The primary scientific contribution of this research lies in demonstrating that lightweight 1D-CNN
architectures can deliver high-precision, fully offline text-based classification on mobile edge devices, offering a
robust alternative to latency-constrained cloud-based verification systems.

Keywords : Convolutional Neural Network, Deep Learning, Halal-Haram Classification, Mobile Application,
Optical Character Recognition, TensorFlow Lite.
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1. INTRODUCTION

For Muslim consumers, ensuring the compliance of food, cosmetic, and medicinal products with
Halal principles is a fundamental aspect of daily life [1]. Instant verification of the halal status of product
ingredients poses a significant challenge, especially for products with complex compositions or foreign
language labels. This challenge becomes more difficult for Muslim tourists in countries where Halal
certification is absent or unclear [1]. The manual process of verifying each raw ingredient is time-
consuming and prone to error. Traditional methods for manually collecting and analyzing product
information are often labor-intensive [2].

In the modern era, Artificial Intelligence (Al) and traceability systems have become critical in
ensuring food safety and authenticity [3], [4]. Existing digital solutions, such as barcode scanners, often
only link to a centralized database. While useful, this approach has limitation, the system fails if a
product is not in the database [5], and it may not provide a detailed breakdown of the ingredients. Other
solutions may require a stable internet connection to query a remote server, thus limiting usability.

Several studies have developed mobile applications for halal ingredient identification. Existing
applications, such as 'Scan Halal' or 'Verify Halal', verify ingredients against a database, which has
limitations such as requiring users to manually report missing ingredients or errors [5]. A study in
Indonesia [6] implemented Optical Character Recognition (OCR) (AWS Textract) combined with
Named Entity Recognition (NER) using spaCy to classify ingredients into three categories: Halal,
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Haram, or Syubhat. There are also more complex approaches like 'HALALCheck' which uses object
detection (YOLOVS) [1], a technique also applied in other real-time Android applications, for instance,
to assist the visually impaired [7]. QR-code-based verification systems also exist, but they typically only
validate the certificate ID from LPPOM MUI, not analyze the ingredient list itself [7]. Other research
has also applied Al methods, such as Large Language Models (LLMs), for monitoring front-of-package
information [2] and extracting information from bilingual labels [8], [9].

Beyond mobile applications, advanced laboratory methods are widely used for non-halal
detection. DNA-based methods such as Multiplex PCR (m-PCR) and quantitative Real-Time PCR
(gPCR) are highly sensitive for detecting specific animal DNA (e.g., pork, chicken, rat, or wild boar)
[10], [11], [12]. Other approaches turn to machine learning on chemical composition, such as predicting
non-halal gelatin from amino acid composition [13], electronic noses (E-nose) [14] and other ML
approaches for meat authentication [15]. Although these methods are accurate, they have significant
limitations that make them impractical for real-time consumer verification. These methods generally
depend on "laboratory conditions, operation by professional personnel, and expensive equipment" [16],
[17]. Furthermore, the process, including DNA extraction and analysis, can be "time-consuming" and
"cumbersome due to their demanding operational requirements", with "higher operational costs" [18]
and "sample preparation complexity" [17].

Research Gap and Novelty: Despite the advancements in halal verification technologies,
significant gaps remain in current solutions. While deep learning has been widely adopted, many
approaches prioritize accuracy over efficiency. For instance, recent studies have employed heavy
convolutional architectures like VGG16 [19] or standard CNNs [20] for meat image classification.
Although accurate, these models require substantial computational resources and storage, making them
less suitable for instant, lightweight on-device processing. Furthermore, advanced verification methods
such as Electronic Noses (E-Nose) [21], FTIR spectroscopy [22], and Foodomics [23] offer high
precision for detecting non-halal contaminants. However, these methods are laboratory-dependent,
expensive, and impractical for general consumers who need real-time results while shopping.

Although existing mobile applications provide a foundation [1], [5], [6], a gap remains for a tool
that not only functions offline but is also built upon a rigorously evaluated and optimized deep learning
model capable of handling large-scale bilingual datasets. Unlike prior studies that focus primarily on
accuracy using resource-intensive models, this work emphasizes efficiency-oriented deep learning
design for real-time, offline halal ingredient verification on mobile devices.

To address this challenge, this research presents the development of a React Native-based mobile
application for Android and iOS devices, capable of performing real-time halal/haram ingredient
classification using deep learning. This system integrates Google ML Kit Text Recognition for text
extraction from product packaging. To accommodate various usage scenarios, the application provides
two input modes: direct scan and photo capture from the gallery.

The main contribution of this research is a comparative evaluation of five different deep learning
architectures: FastText, ID-CNN, LSTM, GRU, and Multi-CNN. The approach of comparing various
deep learning models (like CNN and LSTM) and even proposing hybrid models has proven important
in text classification tasks to find the optimal balance between accuracy and efficiency [16]. This study
explicitly optimizes a 1D-Convolutional Neural Network (1D-CNN), which has been highlighted in
recent surveys as offering superior efficiency for sequential data compared to recurrent models [24].
Furthermore, to ensure robust performance, this study incorporates advanced data augmentation
strategies, a technique proven to enhance machine learning generalization [25].

These models were evaluated using a large bilingual (Indonesian-English) dataset containing
123,449 product ingredient samples, with a balanced distribution (54.8% halal, 45.2% haram). This
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dataset was split into 86,408 training samples, 12,344 validation samples, and 24,688 testing samples
(70:10:20 split).

For implementation on mobile devices and to ensure offline functionality, the selected 1D-CNN
model was converted to the TensorFlow Lite format. The resulting application provides a practical
solution for independent halal product verification, equipped with features such as flash control, history
management, and multi-source input.

2. METHOD

This research is designed systematically to develop and evaluate a real-time halal/haram
ingredient classification system on mobile devices. The process encompasses six main stages: system
architecture design, dataset collection, text preprocessing, model evaluation and selection, model
architecture, and mobile implementation.

2.1. Research Stages

To ensure a structured implementation and rigorous evaluation, this research follows a systematic
workflow illustrated in Figure 1. The process commences with Data Collection from open repositories,
followed by Data Preprocessing, which involves cleaning, tokenization, and augmentation to prepare
the dataset. Subsequently, the Model Training phase is conducted, where five deep learning architectures
(FastText, 1ID-CNN, LSTM, GRU, and Multi-CNN) are trained and optimized. Upon completion,
Model Selection is performed to identify the best-performing architecture based on accuracy and
efficiency metrics. The chosen model then undergoes TFLite Conversion to transform it into a
lightweight format suitable for mobile deployment. The workflow concludes with Mobile Evaluation,
where the application is tested to measure real-time inference latency and resource consumption on the

target device.
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|
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Augmentation

|

Model Training and
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Figure 1. Research Methodology
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2.2. Dataset Collection

The quality of a deep learning model is highly dependent on its training data. For this study, a
large and diverse bilingual (Indonesian-English) dataset was specifically prepared to address the real-
world challenges of halal ingredient classification.

This process began with 39,787 "English Original" samples sourced from the public "Food
Ingredients Dataset with Halal Label" dataset on Kaggle [26]. To ensure the model can handle the
linguistic variations found in Indonesia (e.g., translations, mixed-terms, and different word orders), an
extensive data augmentation process was conducted. This strategy is essential as data augmentation has
been proven to significantly refine predictive performance and generalization in Convolutional Neural
Network architectures [27].

This augmentation strategy expanded the dataset from the 39,787 original samples to 123,449
total samples. The final composition of the augmented dataset is detailed in Table 1.

Table 1. Dataset Composition and Data Augmentation Strategy

Data Type Sg::ilf Percentage Description
English Original 39,787 32.2% Original samples (English) from the Kaggle
dataset [26].
Indonesian 39,787 32.2% Direct (1:1) translation of original samples into
Translation Indonesian.
Indonesian 19,907 16.1% Augmentation on Indonesian samples (e.g.,
Augmented synonym replacement).
Hybrid EN-ID 15,974 12.9% Code-mixed samples blending English and
Indonesian terms.
Indonesian 7,994 6.5% Augmentation by reordering words/ingredients in
Reordered Indonesian.
Total 123,449 100%

This final augmented dataset was then analyzed for its label distribution and divided into training,
validation, and testing sets. This division used a stratified split to ensure the Halal/Haram ratio was
preserved across each set, as shown in Table 2.

Table 2. Final Dataset Statistics and Split

Category Sample Count Percentage
Total Samples 123,449 100%
Label Distribution
Halal 67,645 54.8%
Haram 55,795 45.2%
Data Split

Training Set 86,414 70%
Validation Set 12,345 10%
Testing Set 24,690 20%

Vocabulary analysis shows 10,544 unique words, with the top 5,000 most frequent words selected
for tokenization.

2.3. Text Preprocessing and Vectorization

Ingredient composition text acquired from OCR inevitably contains noise and irregular
formatting. To transform the raw text into a machine-readable format suitable for the 1D-CNN model,
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we define a preprocessing pipeline ®. Let S,.4,, be the input string sequence generated by the OCR
engine. The preprocessing involves four distinct mathematical transformations:
a. Noise Removal and Normalization
First, the raw string is normalized by removing irrelevant patterns (such as "BPOM", "Netto",
dates, and non-alphanumeric characters) and converting all characters to lowercase. Let P, .
be the set of noise patterns defined by Regular Expressions. The cleaning function fgey, is
formulated in Equation (1)
Sctean = Lower(Sraw \ Proise)
Where Lower Lower(+) denotes the lowercase conversion function and the operator \ represents
the removal of all substrings matching the patterns in P,,,.; ..
b. Tokenization
The cleaned string S;;0qn 18 then segmented into a sequence of discrete tokens (words). Let 6 be
the set of delimiters (spaces, commas, semicolons). The tokenization function maps the string into
a sequence of tokens T', as shown in Equation (2):
T = {t1, t2, ..., tm} = Split(Sciean, 8)
c. Integer Mapping (Vectorization)
To be processed by the neural network, each token t; must be converted into a numerical index
based on a Vocabulary set V containing the K = 5,000 most frequent words. The mapping
function M(t) is described in Equation (3):
Index(t;) ift; €V
X = M) = { ( 11) othterwise (O0V)
d. Sequence Padding
Finally, the vector is standardized to a fixed length L = 256. We apply post-padding to produce
the final input vector X, formulated in Equation (4):
X = {xjforl <j<m
J 0 form < j <L

2.4. Model Evaluation and Selection

Ingredient composition text from OCR requires preprocessing to eliminate noise and standardize
format Five deep learning architectures were evaluated: FastText (bag-of-words embedding averaging),
1D-CNN (convolutional network for local n-gram patterns), LSTM (recurrent network for long-term
dependencies), GRU (simplified LSTM), and Multi-CNN (parallel convolutions). This comparative
evaluation is important because different architectures have different trade-offs. For example, recurrent
models like LSTM or GRU often excel at understanding sequential context but have a drawback of
being a "time-consuming process” to train [9], [28]. Conversely, CNN-based architectures are highly
effective and widely adopted for classification and feature extraction in various domains, from industrial
defect detection [29] to agricultural analysis [30].

All models were trained with identical configurations: Adam optimizer (LR 0.001), binary
crossentropy loss, 10 epochs, batch size 32. Models were evaluated on four metrics: accuracy on 24,688
test samples, inference time (ms), model size (KB), and training time (seconds).

2.5. 1D-CNN Architecture

The core of the proposed system is the 1D-Convolutional Neural Network (1D-CNN), selected
for its efficiency in extracting local n-gram patterns from short text sequences. Unlike Recurrent Neural
Networks (RNNs) which process data sequentially, 1D-CNN performs parallel computation, resulting
in significantly faster training and inference times.
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2.5.1. Mathematical Formulation

The input to the model is the vectorized sentence X (from Equation 4). A convolution operation
involves a filter w € R4, where h is the kernel size (window of words) and d is the embedding
dimension. For a given window of words X;.;,,_1, the feature map element c; is generated as shown in
Equation (5):

=fW - Xii4n-1+Db)

Where b is a bias term and f is the non-linear activation function. In this architecture, we utilize

the Rectified Linear Unit (ReLU) to mitigate the vanishing gradient problem, defined in
f(x) = max(0, x)

This filter is applied across the entire sequence to produce a feature map ¢ = [cy, €3, ..., Cp_ps1]-
To reduce dimensionality and capture the most robust features, a Global Average Pooling operation is
applied, which computes the mean value of each feature map, as described in Equation (7):

N
o1
Cc = Nz Ci
i=1

The output vector ¢ is then passed through a fully connected (Dense) layer. Finally, the output
layer utilizes a Sigmoid activation function to produce a probability score y € [0,1] for binary
classification (Halal vs. Haram). The model is trained by minimizing the Binary Cross-Entropy Loss
function, expressed in Equation (8):

_%Z[yj log(y,) + (1 - y;) log(1 - 7,)]

2.5.2. Model Configuration

The complete architecture is visualized in Figure 2. It consists of an Embedding layer (128
dimensions), a Conv1D layer with 128 filters and a kernel size of 5, followed by Global Average
Pooling. To prevent overfitting, a Dropout layer with a rate of 0.5 is applied before the final prediction.

CNN-1D Architecture for Text Classification

Oukput

‘Input| Convelutienal and Pooling Layers Fully Cannected Layers {Binary Class)
) @) O
{ O O
! O O
f O O S
; @) O O
. O O
-_ — o o
Input S ConwlD O O

Figure 2. 1D-CNN Architecture for Text Classification

The specific hyperparameters and layer configurations are detailed in Table 3. This model
contains approximately 1.3 million parameters. After quantization and conversion to TensorFlow Lite
format, the final model size is reduced to 719.2 KB, making it highly suitable for mobile deployment.
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Table 3. 1D-CNN Model Architecture Details

I(le\al}(f)e)r Layer Type Parameters / Configuration
1 Input Layer Accepts sequences with a length of 256 tokens.
2 Embedding Vocabulary Size (Vocab): 5,000, Embedding Dimension:
128.
3 ConvlD Filters: 128, Kernel Size: 5, Activation: ReLU.
4 GlobalAveragePooling1D Reduces spatial dimensions.
5 Dense Units: 64, Activation: ReLU.
6 Dropout Rate: 0.5 (for regularization).
7 Output Layer Units: 1, Activation: Sigmoid (for binary classification).

2.6. System Architecture and Workflow

The system architecture is designed specifically for Edge Intelligence (on-device inference) to
ensure low latency, user privacy, and full offline functionality. As illustrated in Figure 3, the workflow
operates sequentially, beginning with Image Acquisition where the user captures product ingredients via
a camera or gallery. This input is processed by the Google ML Kit Text Recognition API to extract raw
text, chosen for its robust offline performance. The extracted text then undergoes the Preprocessing &
Vectorization pipeline defined in Section 2.3 (Equations 1-4) to transform strings into a numerical
vector X. Subsequently, Model Inference is executed using the TensorFlow Lite (TFLite) Interpreter to
facilitate efficient real-time inference on mobile devices [31]. In this stage, the quantized 1D-CNN
model performs a forward pass to calculate the probability score. Finally, the system applies Decision
Logic based on a confidence threshold (T = 0.6). The prediction confidence C is derived from the
model output; if C > 1, the classification result (Halal or Haram) is displayed. Conversely, if the
confidence falls below this limit (C < 0.6), the system triggers a "Manual Verification" warning to

ensure consumer safety.

Image Capture
(Direct Scan / Gallery)

l

Text Extraction
(Google ML Kit)

l

‘ Text Preprocessing l

(Cleaning &
Standardization)

|

Model Inference
(TensorFlow Lite 1D-CNN)

Confidence
> 60% 7

- N

\
—— /ﬁ
Display Classification f,f / Show Warning

/ (Halal / Haram) /," /' (Manual Verification)

Figure 3. System Workflow
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2.7. Mobile Implementation and Testing

The system is developed as a cross-platform mobile application utilizing React Native for both
Android and i0S environments. The implementation strategy integrates the 1D-CNN model converted
to TensorFlow Lite with quantization for efficient deployment, alongside Google ML Kit API for robust
real-time text extraction. To enhance user experience, the application features flash control, history
management, multi-source input, and confidence visualization, all presented within a minimalist user
interface designed for immediate feedback. This integration of TensorFlow Lite and Firebase ML Kit
has been established as an effective architectural stack for developing semantic text classification mobile
applications [32].

The testing framework encompasses both quantitative and qualitative evaluations. Performance
metrics, including Accuracy, Precision, Recall, F1-Score, and Confusion Matrix, were calculated on the
test dataset to validate classification capability. Furthermore, system efficiency was assessed through
latency measurements on a mid-range Android device (8GB RAM) to verify real-time inference speed,
complemented by qualitative validation using real-world product packaging samples to ensure practical
reliability.

3. RESULT

This section presents the empirical findings derived from the experiments, including statistical
metrics, training stability graphs, and the actual mobile application interface. It focuses on presenting
factual data without subjective interpretation.

3.1. Experimental Setup

All experiments were conducted on a MacBook Pro 2020 equipped with an Intel Core i5 processor
and 8GB of RAM, running macOS. The deep learning models were implemented using TensorFlow
2.15.0 and the Keras API within a Python 3.11 environment. The training process utilized CPU-based
computation due to the absence of a dedicated GPU on the system. The dataset was stratified into 86,414
training samples (70%), 12,345 validation samples (10%), and 24,690 testing samples (20%), totaling
123,449 samples as visualized in Section 2.2. Each model was trained for 10 epochs with a batch size
of 32, using the Adam optimizer (learning rate 0.001) and binary crossentropy loss function. For mobile
deployment evaluation, inference time measurements were performed on a Samsung Galaxy A32 5G
smartphone (MediaTek Dimensity 720 processor, 8GB RAM) running Android to simulate real-world
usage conditions.

3.2. Comparative Model Performance

Table 4 presents comprehensive evaluation results of all five architectures across four key
performance metrics: accuracy, model size, inference time, and training time.

Table 4. Comparative Performance of Deep Learning Models
Model Accuracy Error Rate Size (KB) Inference (ms) Training Time (s)

FastText 99.45% 0.55% 636.0 0.04 163.6
CNN-1D 99.72% 0.28% 719.2 60.99 961.0
LSTM 99.74% 0.26% 690.3 9.67 2,567.8
GRU 99.81% 0.19% 679.5 9.47 2,473.2
Multi-CNN  99.72% 0.28% 742.5 67.61 1,768.0

Based on the quantitative data, GRU achieved the highest accuracy of 99.81% with the lowest
error rate of 0.19%. LSTM followed closely with 99.74% accuracy. The proposed CNN-1D model
achieved an accuracy of 99.72%, which matches the performance of the complex Multi-CNN
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architecture and is statistically comparable to LSTM (with only a 0.02% difference). However, a
significant advantage of the proposed CNN-1D model lies in its computational efficiency. The training
time for CNN-1D was recorded at 961.0s, which is approximately 2.6 times faster than LSTM (2,567.8s)
and 2.5 times faster than GRU (2,473.2s). Furthermore, the CNN-1D model size (719.2 KB) remains
highly compact compared to the Multi-CNN (742.5 KB). This demonstrates that the CNN-1D model
offers an optimal balance between high precision and training efficiency, making it highly suitable for
resource-constrained development environments.

3.3. Training Stability and Confusion Matrix

To assess the reliability of the proposed 1D-CNN model, the training and validation performance
were monitored over 10 epochs. Figure 4 illustrates the progression of accuracy and loss during the
training phase. The graphs demonstrate a strong convergence, where the validation accuracy closely
tracks the training accuracy without significant divergence. Similarly, the loss curves show a sharp and
consistent decline, stabilizing near zero by the final epoch. The absence of a widening gap between the
training and validation curves confirms that the model has generalized well to the bilingual dataset.

Training and Validation Accuracy Training and Validation Loss

e N 0.08 —— Training Less

- Validation Loss

1.000

0.995 0074
0.990
®
5 0.985
0.980 0034

0975
Training Accuracy L
Validation Accuracy

0.970

2 4 6 8 0 2 4 6 8 10
Epochs Epochs

Figure 4. Training and Validation Stability Curves

Furthermore, Figure 5 presents the confusion matrix evaluated on the independent testing set. Out
of the 24,690 total testing samples, the model achieved a remarkably low misclassification rate.
Specifically, only 70 errors were recorded in total (0.28% of the test data). Notably, the model produced
only 22 false negatives (Haram items classified as Halal), which represents a critical safety feature for
the application.

Confusion Matrix (CNN-1D)

True Label
Non-Haram (Halal)

Haram
!

'
Non-Haram (Halal) Haram
Predicted Label

Figure 5. Confusion Matrix on Bilingual Test Data

3.4. Mobile Interface and Result Displays

The practical implementation of the proposed system is demonstrated through the "Halal Go"
mobile application. This section presents the real-world user interface (UI) and the classification outputs
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generated by the 1D-CNN model. The operational workflows and auxiliary features are illustrated in
Figure 6, Figure 7, and Figure 8. The process begins on the main screen, where users select from three
input modes: Live Scan, Take Photo, or Gallery selection. After capturing the ingredient label and
utilizing the integrated cropping tool to refine the OCR input area, the application performs inference.
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Figure 6. Example of Application Flow Displaying Classification Results Haram

Figure 6 illustrates the user interface workflow of the "Halal Go" application when processing a
product. This flow consists of four main stages:

1. Main Screen (far left): The user is presented with three input mode options: "Scan Langsung"
(Live Scan), "Ambil Foto" (Take Photo), or "Pilih dari Galeri" (Choose from Gallery).
2. Scanning Process (second from left): After selecting the camera mode, the user points the camera

at the product's ingredient label. The application provides guidance ("Position text within the
frame") to ensure optimal text capture for OCR.

3. Image Cropping (second from right): Once the image is captured, the user can crop the image to
focus only on the relevant text area, thereby improving extraction accuracy.
4. Result Screen (far right): The application displays the classification results. In this example, the

product is identified as 'HARAM' with an 100% confidence level. This screen also shows the text
detected by OCR and a specific warning message ("This product contains non-halal ingredients").

Confidence: 100.0%

iAi Halal Go

Scan produk untuk cek status halal

SUSU UHT tidak cocok untuk
012

SUSU UHT surmber kalsium
gelas (500 ml) setiop
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S al
KOC ELUM DIBUKA
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i Ambil Foto
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Figure 7. Example of Applicatic;h Flow Displaying Cléssiﬁcation Results Halal
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Figure 7 shows the user interface flow for a 'Halal' classification scenario. Similar to the previous
flow, the process begins on the main screen (left) where the user selects an input method.

After the user points the camera at the product's ingredient label (in this instance, a milk product)
and the system processes it (middle), the application displays the result.

The result screen (right) clearly indicates a 'HALAL' status, accompanied by a green checkmark
icon. The system also provides a very high 100% confidence level, signifying the model's certainty in
its prediction. Below the status, the application includes the 'Teks Terdeteksi' (Detected Text)
transcription from the product label that was used as the basis for this classification.

Riwayat Scan fpus Semus - pengaturan
!
od
1 Nama Aplikasi
Teks Terdeteksi: !
J Hapus Cache
O Bah d d hd
] v
s
I [ e Il -

Figure 8. Verification Result, Scan History, and Settings Interface

Figure 8 demonstrates the system's uncertainty handling and auxiliary features.

1. (Left) The "PERLU VERIFIKASI" (Needs Verification) screen is triggered when the system
encounters unknown ingredients or when the classification confidence falls below the set
threshold. This mechanism ensures users are alerted to ambiguous results rather than receiving a
false classification.

2. (Middle) The "Riwayat Scan" (Scan History) feature implements the history management
requirement, allowing users to review past scanning logs, including classification status,
timestamps, and confidence scores.

3. (Right) The "Pengaturan" (Settings) screen displays application version information and data
management options.

4. DISCUSSIONS

This section interprets the findings, explains the rationale behind the model selection, analyzes
errors, and compares the solution with existing methods.

4.1. Model Selection Rationale

The 1D-CNN was selected as the final model based on a comprehensive multi-criteria decision
analysis. Although the GRU model achieved a marginally higher accuracy (+0.09%), this difference
translates to a negligible reduction in misclassification errors within the 24,690 test samples—a
distinction not statistically significant for practical mobile applications. The selection rationale was
driven by five key factors, primarily the model's competitive accuracy of 99.72%, which represents a
significant error rate reduction compared to the FastText baseline (0.28% vs 0.55%). In terms of
efficiency, the CNN-1D model demonstrated superior performance, being approximately 2.6 times
faster than GRU (961.0s vs 2,473.2s), thereby enabling rapid model iteration and retraining.
Furthermore, the recorded inference time of 60.99ms comfortably meets the <100ms threshold required
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for a seamless real-time mobile user experience. Architectural suitability also played a pivotal role;
convolutional layers are optimal for extracting local n-gram patterns in short product descriptions,
whereas recurrent architectures are computationally heavier and designed for long-term dependencies
which are less critical for this specific task. Finally, adhering to the Parsimony Principle (Occam's
Razor), the simpler CNN-1D architecture is preferred over complex RNNs when performance is nearly
identical, as it ensures easier maintenance, debugging, and deployment. Consequently, the marginal
0.09% accuracy gain offered by GRU does not justify the significant increase in training time and
architectural complexity.

4.2. Performance Analysis and Implications

The model achieved an accuracy of 99.72% on 24,690 test samples, demonstrating robust
generalization capability. A detailed error analysis of the 70 misclassified instances (representing a
0.28% error rate) identifies three primary failure categories: ambiguous ingredient names lacking
specific origin (e.g., "gelatin" without source context), artifacts from OCR errors during extraction, and
rare ingredients that were underrepresented in the training corpus. To mitigate these edge cases, the
system effectively employs a confidence threshold mechanism, which proactively flags such uncertain
predictions for manual verification, ensuring user safety.

The 60.99ms inference time on mid-range Android hardware validates real-time capability,
including text preprocessing, tokenization, and model inference, providing near-instantaneous feedback
during product scanning. The compact 719.2 KB model size enables efficient on-device deployment
without significant storage overhead, and offline operation eliminates internet dependency.

This offline, model-based approach addresses a critical limitation of existing database-driven
solutions. Many current systems, such as those based on QR codes [33] or other OCR applications [5],
rely on scanning a product and checking it against a central database [33]. Such systems fail if the
product is not in the database or if there is no internet connection. Our 1D-CNN model operates entirely
on-device, which is a key goal of "Edge Intelligence" for resource-limited environments [34], [35].

Furthermore, this system provides instantaneous verification (60.99ms) compared to laboratory-
based methods. While laboratory methods like qPCR, m-PCR, and chromatographic analysis offer high
accuracy for detecting non-halal DNA or compounds [11], [12], [13], [14], [17], [18], they are unsuitable
for consumer use. These methods are "time-consuming”, "cumbersome", and require "expensive
equipment" and "operation by professional personnel" in a dedicated laboratory, often taking hours or
days.

4.3. Limitations and Future Work

Several limitations warrant consideration. First, system performance depends on OCR quality;
poor lighting conditions or curved packaging surfaces may reduce text extraction accuracy. Second,
binary classification (Halal/Haram) does not account for "Syubhat" (doubtful) ingredients requiring
expert interpretation. Third, the model is trained on Indonesian-English bilingual data and may not
generalize to other languages without retraining.

Future research directions include:

1. expanding the dataset to include more rare ingredients and edge cases

2. implementing multi-class classification to handle Syubhat category

3. integrating active learning to continuously improve the model from user feedback,

4, exploring lightweight transformer architectures (e.g., DistilBERT) [36] for potential accuracy
improvements while maintaining mobile efficiency

5. enhancing OCR robustness through image preprocessing techniques

6. extending language support beyond Indonesian-English

7. conducting large-scale user studies to evaluate real-world usability and acceptance.
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5.  CONCLUSIONS

This research successfully developed a real-time, offline halal ingredient verification system for
mobile devices, operating on the philosophy of "Edge Intelligence" where processing occurs locally to
ensure privacy and speed. Through a comprehensive evaluation of five deep learning architectures on a
dataset of 123,449 bilingual samples, the study concludes that the 1D-Convolutional Neural Network
(1D-CNN) offers the optimal balance between performance and computational efficiency. While the
GRU model achieved a marginally higher accuracy (+0.09%), the 1D-CNN was selected as the superior
solution based on the Parsimony Principle, it delivered a robust 99.72% accuracy and 60.99 ms inference
time while being 2.6 times faster to train than recurrent architectures. This finding validates that for
short-text classification on mobile hardware, lightweight convolutional architectures provide a more
practical deployment strategy than computationally intensive RNNs, without statistically significant
compromises in precision.

The scientific contribution of this work lies in demonstrating the feasibility of high-precision,
serverless ingredient verification on mid-range mobile devices. Unlike existing solutions that rely on
static database lookups or cloud-based APIs, which are vulnerable to latency and connectivity issues,
this system introduces an end-to-end pipeline combining Google ML Kit OCR with a compact 719.2
KB deep learning model. This approach effectively addresses the "blind spot" of database-driven apps
by analyzing the semantic text of ingredients directly, thereby enabling the detection of non-halal
components even in products not indexed in central registries. Furthermore, the study provides a
rigorous benchmark for bilingual (Indonesian-English) food term classification, establishing a baseline
for future developments in automated halal assurance systems.

To overcome current limitations and advance the field, future research should focus on four
concrete directions. First, the binary classification system should be expanded into a multi-class
framework to identify "Syubhat" (doubtful) ingredients, providing more nuanced guidance for
consumers. Second, active learning mechanisms should be integrated, allowing the model to learn from
user-flagged corrections to continuously reduce the 0.28% error rate. Third, future iterations should
explore lightweight Transformer architectures (e.g., DistilBERT or MobileBERT) to enhance semantic
understanding of complex chemical compounds while maintaining mobile inference speed. Finally, the
system's robustness must be improved by incorporating advanced image preprocessing techniques to
handle geometric distortions on curved product packaging and expanding the linguistic corpus to support
multi-language detection beyond Indonesian and English.
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