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Abstract 

Data-driven prognostics and health management (PHM) for turbofan engines requires a Health Index (HI) that is 

learnable from multivariate telemetry and credible as a basis for maintenance decisions. This study presents a deep 

learning-based HI modelling framework on the N-CMAPSS benchmark that converts operating conditions and sensor 

streams into a bounded HI and, subsequently, into decision-oriented outputs for predictive maintenance. A baseline 

convolutional model is benchmarked against a residual dilated CNN to capture multi-scale degradation signatures 

from fixed-length temporal windows. To preserve evaluative integrity, health-zone thresholds are calibrated on 

validation predictions and then fixed, producing a three-zone taxonomy (critical, warning, healthy) for rapid field 

triage, alongside a continuous risk score that induces a rank-ordered maintenance priority list from most critical to 

most healthy. The selected model achieves HI regression performance of RMSE = 0.1266, MAE = 0.0720, and R² = 

0.7241, while the calibrated zone mapping attains accuracy = 0.8688 and macro-F1 = 0.6124. The main contribution 

is a leakage-aware, decision-coupled pipeline that delivers both interpretable health zoning and risk-ranked 

prioritization, strengthening the operational linkage between predictive modelling and maintenance triage within 

PHM-oriented Informatics. 
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1. INTRODUCTION 

Prognostics and Health Management (PHM) has become a critical informatics capability for 

reliability-centric operation in safety-critical assets, where unplanned downtime and late fault detection 

can propagate operational disruption and economic consequences [1]. In contemporary maintenance 

practice, the emphasis is progressively moving from schedule-driven routines to condition-based and 

risk-informed interventions [2]. This transition presupposes continuous health assessment under 

heterogeneous operating regimes, yet modern turbofan platforms generate high-dimensional 

multivariate time series in which sensor dynamics and operational variables are strongly coupled. While 

such telemetry enables early extraction of degradation signatures; the main challenge is that degradation 

patterns are often subtle, nonstationary, and confounded by regime variability, thereby elevating the 

methodological burden for robust, decision-grade modeling [3]. 

A widely used abstraction to bridge raw measurements to actionable maintenance decisions is the 

Health Index (HI). HI is designed to compress complex multivariate behavior into an interpretable scalar 

intended to track health progression from nominal to degraded states, supporting anomaly surveillance, 

degradation tracking, and maintenance prioritization [4]. However, in many practical settings, HI is 

rarely observed directly in practical deployments. It must be derived from available proxies such as 

efficiency parameters, performance indicators, or degradation-relevant latent representations, and the 

derivation must remain resilient to noise, outliers, and distributional shifts included by operating regimes 
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[5]. Consequently, two coupled problems emerge: (i) constructing a defensible HI from available 

physical or proxy targets, and (ii) learning a reliable mapping from multivariate temporal windows to 

HI estimates that generalize across units and conditions [6]. 

Recent advances in deep learning for PHM have demonstrated strong capability in modelling 

multivariate temporal data, particularly when degradation information is distributed across sensors and 

accumulates over extended horizons. Convolutional architectures are especially suitable for time-series 

PHM because they can learn hierarchical temporal motifs while remaining computationally compact, 

and can be engineered to increase receptive fields without excessive recurrence [7]. For realistic 

validation, public datasets are often used as testbeds, but the relevance of a dataset depends on whether 

it reflects variable operating conditions and realistic degradation dynamics. The N-CMAPSS family 

addresses these requirements by providing run-to-failure trajectories for aircraft engine simulation under 

more realistic flight conditions, enabling studies that explicitly consider operating regime variation and 

degradation progression [8]. 

Despite this progress, several limitations remain common in the current literature. First, many 

studies frequently prioritize direct prediction of remaining useful life or classification of discrete health 

states, while the intermediate HI layer is treated inconsistently, under-justified, or omitted, which 

weakens interpretability and complicates decision coupling [5]. Second, evaluation practices sometimes 

conflate model development with model assessment, for instance by calibrating decision thresholds on 

test data or by reporting accuracy under class imbalance, which can obscure behavior on minority health 

states that are operationally important. Third, decision-oriented outputs such as health zoning and risk 

rank prioritization derived from predicted health trajectories are frequently treated as an afterthought 

rather than as an explicit layer that connects predictive outputs to maintenance actions [9]. 

This paper addresses these gaps by proposing an HI-oriented PHM framework on N-CMAPSS 

DS03-012 that unifies robust HI construction, leakage-resistant temporal learning, and decision-

calibrated maintenance outputs within a single auditable pathway. The study differs from many prior 

approaches by (i) explicitly constructing HI from a degradation-relevant physical proxy with robust tail 

handling, (ii) enforcing unit-wise separation with training-only normalization to preserve out-of-unit 

generalization integrity, (iii) calibrating health-zone thresholds exclusively on validation outputs to 

preclude decision leakage, and (iv) operationalizing predictions into interpretable zoning and risk-

ranked prioritization suitable for predictive maintenance triage. Accordingly, the objective of this work 

is to develop and validate a deep learning-based HI estimator that maps multivariate turbofan telemetry 

to a bounded health scale and converts it into decision-grade health zones and risk rankings under strict 

data separation. 

2. METHOD 

This section describes the proposed end-to-end workflow used to transform multivariate turbofan 

engine trajectories into a Health Index (HI) estimator and decision-oriented outputs. The overall process 

follows a single coherent sequence comprising: data acquisition and validation, preprocessing, HI 

construction, model preparation, deep modelling, evaluation, and a decision layer for health zoning and 

risk prioritization. Figure 1 summarizes the research flow adopted in this study. 

2.1. Turbofan Engine and Dataset 

A turbofan engine is a complex thermo-mechanical system whose health progressively degrades 

under interacting loads, operating regimes, and component-level efficiency losses. In PHM studies, 

degradation is typically assessed through measurable signals (sensor streams) and operational 

conditions, while health progression is inferred through physically meaningful performance indicators 

or constructed health measures. In this work, HI construction is grounded on a high-pressure turbine 
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(HPT) efficiency-related proxy, which provides a degradation-relevant signal compatible with 

supervised learning and subsequent decision mapping. 

 

 
Figure 1. Research Flow 

 

 
Figure 2. Turbofan Engine Module Schematic 

 

The experiments are conducted using N-CMAPSS DS03-012, provided in HDF5 format, which 

provides multivariate run-to-degradation trajectories under variable operating conditions. The dataset is 

organized into aligned arrays for metadata, operating conditions, sensor measurements, and physical 

performance targets. Each observation is indexed by unit and cycle, enabling trajectory-level grouping, 

leakage-safe splitting, and deterministic windowing. 

 

Table 1. Dataset DS03-012 Structure 

HDF5 Key Content Group 
Shape (Dev / Test 

/ Var) 
Description 

A_dev, A_test, 

A_var 

Metadata / 

Index (A) 

(5.571.277, 4) / 

(4.251.560, 4) / 

(4) 

Provides unit and cycle for trajectory 

grouping, unit-wise split, window 

metadata, and reproducible parsing. 

W_dev, W_test, 

W_var 

Operating 

conditions 

(W) 

(5.571.277. 4) / 

(4.251.560. 4) / 

(4) 

Operating/regime variables used as 

model inputs (A1-A4). 

X_s_dev, 

X_s_test, X_s_var 

Sensors (X_s) (5.571.277. 14) / 

(4.251.560. 14) / 

(14) 

Measured sensor streams used as model 

inputs (S1-S14). 

T_dev, T_test, 

T_var 

Physical 

targets (T) 

(5.571.277. 10) / 

(4.251.560. 10) / 

(10) 

Used to extract 𝑦𝑝ℎ𝑦𝑠 =

𝐻𝑃𝑇_𝑒𝑓𝑓_𝑚𝑜𝑑 (via T_var) for HI 

construction; not used as inputs. 

https://jutif.if.unsoed.ac.id/
https://doi.org/10.52436/1.jutif.2026.7.4.5636


Jurnal Teknik Informatika (JUTIF)  Vol. 7, No. 4, August 2026, Page. 3689-3709 
P-ISSN: 2723-3863  https://jutif.if.unsoed.ac.id                                       

E-ISSN: 2723-3871  DOI: https://doi.org/10.52436/1.jutif.2026.7.4.5636 

 

 

3692 

2.2. Pre-processing and Data Preparation 

To ensure that the subsequent HI construction and deep learning stages are executed on 

structurally consistent and representative data, this study applies a compact preprocessing pipeline 

consisting of four coordinated steps: (i) HDF5 structure and variable auditing, (ii) unit cataloging with 

contiguity verification, (iii) stratified materialization via unit-aware sampling, and (iv) cleaning with 

outlier handling. Collectively, these steps are designed to reduce implementation hazards such as 

misaligned variables, non-contiguous unit trajectories, or invalid numeric values, while preserving the 

operational variability required for realistic PHM modeling. 

 

Table 2. Pre-processing Pipeline 

Pre-processing Step Description 

HDF5 audit Verifies that operating conditions, sensor signals, targets, and metadata 

are correctly identified before any transformation. 

Unit catalog & 

contiguity verification 

Establishes unit-level trajectory boundaries and validates temporal 

continuity, which is critical for leakage-safe splitting and valid 

windowing over cycles. 

Unit-aware sampling & 

materialization 

Materializes a fixed-size dataset (40.000 rows) to maintain representation 

across units while keeping training computationally tractable. 

Cleaning & outlier 

handling 

Removes invalid values (NA/±inf) and applies quantile clipping to limit 

extreme outliers, stabilizing scaling, model optimization, and downstream 

threshold-based decisions. 

2.3. Health Index Construction 

This study operationalizes engine health through a bounded Health Index (HI) derived from the 

physical proxy target 𝑦𝑝ℎ𝑦𝑠 = 𝐻𝑃𝑇_𝑒𝑓𝑓_𝑚𝑜𝑑. The objective is to obtain a unit-consistent scalar scale 

that is numerically well-conditioned for regression learning and immediately compatible with 

downstream discretization into health zones and risk scores. The construction adopts robust truncation 

to temper distributional extremes, followed by normalization to enforce comparability across trajectories 

and operating regimes. The proxy target is first truncated by empirical quantiles to attenuate tail 

sensitivity: 

𝑦 =  clip(𝑦phys, 𝒬0.01(𝑦phys), 𝒬0.99(𝑦phys))  (1) 

The clipping operator constrains the proxy target within empirically defined quantile bounds, 

preserving sample density while limiting the influence of extreme tails. The bounded proxy is then 

mapped to [0, 1] to establish a standardized target range: 

HI = 𝑦 − min(𝑦)

max(𝑦)− min(𝑦) + 𝜀
  (2) 

HI is not inverted in this study; therefore, larger HI values represent healthier operating 

conditions. This construction yields a unified target scale for both regression learning and subsequent 

decision mapping. 

2.4. Model Preparation 

The experimental design is structured to evaluate generalization across engines rather than within-

trajectory interpolation. Accordingly, data partitioning is executed at the unit level, assigning each 

engine trajectory exclusively to one split. This protocol precludes cross-split contamination from 

overlapping temporal segments and maintains a faithful “unseen unit” test condition. 
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Feature standardization is applied using training-only statistics, then propagated unchanged to 

validation and test sets. This mirrors deployment practice, where normalization parameters are learned 

once and reused for incoming units, and it prevents inadvertent leakage of test distributional information 

into preprocessing. 

Temporal learning is formulated using fixed-length sliding windows extracted from each unit 

trajectory. Let 𝓍𝑡  ∈  ℝd denote the multivariate feature vector at cycle 𝑡, with d = 19. A window of 

length 𝐿 is defined as: 

Χ𝑡 =  [𝓍𝑡−𝐿+1, 𝓍𝑡−𝐿+2, …, 𝓍𝑡]  ∈  ℝ𝐿×d,     𝑦𝑡 =  HI(𝑡)  (3) 

This end-aligned labeling operationalizes the task as estimating the contemporaneous health state 

from the most recent temporal context, while the stride parameter controls overlap to balance sample 

density and redundancy. 

 

 
Figure 3. Sliding Time Window 

 

Figure 3 depicts the windowing mechanism over multivariate sequences. Each time window 

aggregates synchronized sensor and operating-condition streams over the cycle axis and assigns a label 

at the window endpoint, yielding a training set compatible with convolutional temporal modeling. 

2.5. Deep Learning Model 

A one-dimensional convolutional backbone is adopted to estimate HI from fixed-length 

multivariate windows. This design treats each window as a temporally ordered matrix of operating 

conditions and sensor streams, enabling the model to learn degradation-relevant temporal motifs under 

variable regimes while preserving a compact, deployable inference form. Two architectures are 

considered: CNN v1 as a baseline comparator and CNN v2 as the developed model augmented for multi-

scale temporal modelling. 

 

Table 3. Architectural Roles of CNN 

Model Role Core Design 

CNN 

v1 

Baseline 

comparator 

Standard Conv1D feature extractor + temporal pooling + regression 

head 

CNN 

v2 

Developed 

model 

Conv1D backbone augmented for multi-scale temporal modelling 

added with dilated conv1D + residual block 

 

Dilated temporal convolution is introduced in CNN v2 to enlarge the effective receptive field 

without inflating kernel size or forcing excessive depth. By spacing kernel taps over time, dilation 

enables longer-horizon integration that is pertinent to gradual efficiency degradation within the fixed-

window representation. Figure 4 depicts this mechanism, where dilation increases the temporal span 

covered per layer while maintaining computational tractability. 
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Figure 4. Illustration of Dilated Conv1D 

 

Residual learning is incorporated to stabilize optimization in deeper temporal feature extraction 

by preserving an identity pathway and learning a residual correction 𝐹(𝓍) that is added back to the input, 

yielding the canonical form 𝑦 = 𝐹(𝓍) +  𝓍. This structure promotes stable gradient propagation and 

facilitates incremental refinement of learned representations when multiple convolutional 

transformations are stacked. Figure 5 summarizes the residual block principle adopted in CNN v2. 

 

 
Figure 5. Structure of Residual Block 

2.6. Evaluation and Decision Layer 

Evaluation is designed to preserve a strict development-test separation. All model-development 

operations, including candidate selection, hyperparameter choices, and the calibration of decision 

thresholds, are performed using the development split (train and validation) only. The test split is 

reserved exclusively for final reporting to avoid optimistic bias and to ensure that decision-oriented 

claims are grounded in unseen units. 

2.6.1. HI Regression Evaluation 

Let 𝑦𝑖  ∈  [0, 1] denote the ground-truth Health Index (HI) and 𝑦̂𝑖 the model prediction for the 𝑖-

th window, with 𝑁 evaluation windows. Regression performance is quantified using RMSE, MAE, and 

the coefficient of determination 𝑅2: 

RSME = √
1

𝑁
∑ (𝑦𝑖 − 𝑦̂𝑖)2𝑁

𝑖=1   (4) 

MAE = 
1

𝑁
∑ | 𝑦𝑖 −  𝑦̂𝑖  |𝑁

𝑖=1   (5) 

𝑅2 = 1 −  
∑ (𝑦𝑖− 𝑦̂𝑖)2𝑁

𝑖 = 1

∑ (𝑦𝑖− 𝑦̂)2𝑁
𝑖 = 1

,   𝑦̂ =  
1

𝑁
∑ 𝑦𝑖

𝑁
𝑖 = 1  (6) 

These metrics are computed on window-level predictions because the learning objective is 

formulated as HI regression over fixed-length windows. 

2.6.2. Health-Zone Calibration and Classification Evaluation 

To convert continuous HI predictions into operationally interpretable states, two thresholds 

(𝑡1, 𝑡2) with 𝑡1 <  𝑡2 are calibrated only on validation predictions, then fixed and applied unchanged 

during evaluation. The predicted zone 𝓏(𝑦̂) is defined as: 
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𝓏(𝑦̂) =  {

0,                  𝑦̂  <  𝑡1 (critical)

1,    𝑡1  ≤  𝑦̂ <  𝑡2 (warning)

2                , 𝑦̂  ≥  𝑡2 (healthy)
  (7) 

Zone performance is summarized using overall accuracy, balanced accuracy, macro-averaged F1, 

and the confusion matrix. With 1[∙] as the indicator function and 𝓏̂𝑖 , 𝓏𝑖  ∈  {0, 1, 2}: 

Accuracy =  
1

𝑁
∑ 1[𝑧̂𝑖 =  𝑧𝑖]𝑁

𝑖 = 1   (8) 

Balanced accuracy is computed as the mean recall over classes: 

BalancedAcc = 
1

𝐾
∑

TP𝑘

TP𝑘+ FN𝑘
,    𝐾 = 3𝐾

𝑘=1  (9) 

Macro-F1 is the unweighted mean of per-class F1: 

𝐹1𝑘 =  
2 Precision𝑘 Recall𝑘

Precision𝑘+ Recall𝑘
,     MacroF1 = 

1

𝐾
∑ 𝐹1𝑘

𝐾
𝑘=1  (10) 

The confusion matrix 𝐶 ∈  ℕ𝐾 × 𝐾 is defined by 𝐶𝑎𝑏 = #{𝒾 ∶  𝑧𝑖 = 𝑎, 𝑧̂𝑖 = 𝑏}, making minority-

state errors explicitly visible under class imbalance. 

2.6.3. Decision Layer: Risk Scoring and Prioritization 

For maintenance triage, predictions are mapped to a continuous risk score that is consistent with 

HI semantics. The predicted HI is first bounded to avoid invalid values: 

𝑦̂𝑐 =  min{1, max{0, 𝑦̂}} (11) 

Risk is then defined as the complement of health: 

𝑟 = 1 −  𝑦̂𝑐 (12) 

This produces 𝑟 ∈  [0, 1], where larger values indicate higher urgency. Risk can be 

operationalised at two granularities. Row- or cycle-level prioritization ranks instances by descending r. 

Unit-level prioritization aggregates risks over windows belonging to the same engine unit u, for example 

via worst-case and typical exposure: 

𝑟max(𝑢) = max𝑟𝑖
𝑖 ∈ 𝑢

,      𝑟mean(𝑢) =  
1

|𝑢|
∑ 𝑟𝑖𝑖 ∈ 𝑢  (13) 

The resulting ordering supports maintenance scheduling by highlighting units with the highest 

estimated degradation exposure, while remaining consistent with the leakage-controlled evaluation 

protocol. 

3. RESULT 

3.1. Experimental Setup Summary 

This section reports the empirical outputs used to validate dataset integrity, establish a reliable 

40.000 row working set, and condition the inputs numerically prior to HI construction and decision 

mapping. 
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3.1.1. Structure Audit and Variable Mapping 

Table 1 verifies that DS03-012 adheres to the canonical N-CMAPSS HDF5 organization, where 

each content group is provided in three aligned forms: Dev, Test, and Var. Model inputs were defined 

exclusively from W (operating conditions mapped to A1-A4) and X_s provides the measured sensor 

channels mapped to S1-S14. The physical target group T was used only to extract the degradation-

relevant proxy 𝑦phys =  HPT_eff_mod for HI construction. This separation preserves a strict input-target 

boundary and prevents leakage of target-side physical variables into the feature set. 

3.1.2. Unit Catalog and Contiguity Verification 

Trajectory integrity is established in Table 4, which reports nine valid units in the development 

split with strictly contiguous segments (𝑛segments = 1 for all units) and cycle ranges spanning 60-93. 

This contiguity is decisive for leakage-safe window extraction because it ensures that the (unit, cycle) 

index defines an unbroken temporal axis within each engine. The distribution of trajectory lengths is 

markedly heterogeneous, visualized in Figure 6, and motivates unit-aware materialization to avoid 

distorted representation under naïve row-random sampling. 

 

Table 4. Unit Catalog and Contiguity Check 

ds_name split unit n_rows cycle_min cycle_max row_start row_end n_segments 

DS03_012 dev 8 1075006 1 71 4132089 5207095 1 

DS03_012 dev 6 946509 1 63 2485720 3432229 1 

DS03_012 dev 7 699860 1 80 3432229 4132089 1 

DS03_012 dev 2 647164 1 73 308489 955653 1 

DS03_012 dev 3 589837 1 67 955653 1545490 1 

DS03_012 dev 4 539087 1 60 1545490 2084577 1 

DS03_012 dev 5 401143 1 93 2084577 2485720 1 

DS03_012 dev 9 364182 1 84 5207095 5571277 1 

DS03_012 dev 1 308489 1 72 0 308489 1 

 

 
Figure 6. Histogram of Unit Length Distribution 

3.1.3. Stratified Materialization 

The unit-aware sampling outcome is summarized in Table 5, confirming that the working set 

meets the intended size (40,000 rows) while preserving coverage across all nine units. A schema-

consistent preview of the materialized table is provided in Figure 7, demonstrating that the exported 

dataset contains the required trajectory metadata, the physical proxy target, operating conditions, and 

sensor variables in a single consolidated format suitable for downstream HI construction and 

windowing. 
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Table 5. Sampling Summary 

scenario row_total rows_ds03 units_ds03 

DS03_012 40000 40000 9 

 

 
Figure 7. Preview of DS03_012_raw.csv 

3.1.4. Cleaning and Outlier Clipping 

Data screening confirmed zero missingness across the operating-condition variables, sensor 

channels, and the physical proxy within the 40,000-row working set. Outlier mitigation was then applied 

via feature-wise quantile clipping at the 0.5th and 99.5th percentiles to suppress extreme tails while 

preserving the central operating regime that carries the dominant learning signal. The resulting bounds 

and clipping counts are reported in Table 6. The distribution of clipping across variables indicates that 

tail behavior is channel-dependent rather than uniform, which is expected under heterogeneous 

operating regimes. This step is methodologically consequential because it curtails the leverage of rare 

extremes during standardization, stabilizes optimization in the subsequent temporal model, and yields a 

more dependable numerical substrate for threshold-based health zoning and risk ranking. 

 

Table 6. Quantile Clipping Report 

col q_low q_high n_clipped 

A2 0.257607 0.728091 400 

A4 448.777281 522.715532 400 

S11 5.538267 16.061954 400 

S1 524.079984 622.242527 400 

S2 1167.247671 1490.294142 400 

S3 1350.802229 1905.526834 400 

S5 7.836287 19.422824 400 

S4 989.829657 1299.361695 400 

S6 5.807608 14.453871 400 

S7 7.955621 19.718603 400 

3.2. Health Index Construction 

Health Index (HI) was constructed from the degradation-relevant physical proxy 𝑦phys =

 HPT_eff_mod to obtain target that is immediately usable for zoning and risk scoring. To prevent 

extreme proxy values from distorting the scale, the proxy was first truncated by empirical quantiles and 

then mapped to [0, 1] without inversion, preserving the interpretable convention that higher HI indicates 

healthier operation. This stabilisation is evidenced in Figure 8, which reports the clipping bounds and 

the resulting HI summary statistics. 

 

 
Figure 8. Health Index Statistics 
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After construction, HI was appended directly to the materialized table alongside operating 

conditions and sensor channels while retaining (𝑢𝑛𝑖𝑡, 𝑐𝑦𝑐𝑙𝑒) identifiers. This row-level alignment is 

essential because it preserves temporal coherence for unit-wise splitting and window extraction, 

ensuring that supervision remains synchronised with the input streams. The integrated schema used 

downstream is illustrated in Figure 9. 

 

 
Figure 9. Preview Health Index (HI) 

 

The effect of the transformation is further clarified by comparing the proxy distribution to the 

resulting HI distribution. The paired histograms in Figure 10 show that truncation acts as a scale-control 

mechanism rather than a semantic alteration: it limits tail leverage in 𝑡𝑎𝑟𝑔𝑒𝑡_𝑝ℎ𝑦𝑠 and yields an HI that 

spans the intended [0, 1] range with non-trivial variability. This variability is crucial for learning a 

continuous HI estimator and for later discretization into health zones. 

 

 
Figure 10. Histograms of target_phys and HI Distribution 

3.3. Exploratory Association Analysis 

Pearson correlations were computed between HI and each candidate variable (A1-A4, S1-S14) to 

provide a compact, descriptive check that the constructed HI is not degenerate under heterogeneous 

operating regimes. Table 7 summarizes the top-ranked associations, spanning both operating conditions 

and sensor channels, which indicates that HI-relevant variation is distributed rather than dominated by 

a single measurement family. 

 

Table 7. Top-10 Pearson Correlation 

Rank Feature corr (HI, feature) 

1 A4 0.069306 

2 S4 -0.069281 

3 A1 -0.065986 

4 S6 0.063867 

5 S7 0.060398 

6 S5 0.060398 

7 S3 -0.060178 

8 S11 0.059516 

9 S8 0.052601 

10 A2 -0.052560 
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The absolute magnitudes in Table 7 are modest, which is consistent with regime-confounded 

degradation dynamics where health signatures are subtle and partially masked by operating variability. 

To move beyond a purely linear statistic, Figure 11 visualizes the two most associated variables using 

hexbin densities, clarifying how HI varies across the highest-density regions of the joint distribution 

rather than being driven by sparse extremes. 

 

 
Figure 11. Hexbin Density Plots: HI vs A4 and S4 

 

Finally, Figure 12 inspects representative unit trajectories by plotting HI over cycle alongside 

highly associated variables. This trajectory-level view verifies that the observed associations remain 

temporally coherent within units, thereby supporting the use of multivariate temporal windows for 

subsequent convolutional modelling rather than pointwise inference. 

 

 
Figure 12. Unit-Level Trajectory Inspection 

3.4. Model Preparation 

Model preparation enforces leakage resistance at the unit level while producing a learning-ready 

tensor representation for convolutional temporal modelling. The workflow is intentionally restricted to 

unit-wise partitioning, training-only standardization, and fixed-length window extraction so that the 

learning task reflects cross-unit generalization rather than within-unit interpolation, which is the relevant 

regime for prospective maintenance deployment. 

3.4.1. Unit-wise Split 

DS03-012 contains nine valid units and is partitioned into train/validation/test = 3/3/3 at the unit 

level. This protocol prevents trajectory fragments from the same engine appearing in multiple splits, 

thereby removing a common source of optimistic bias in time-series learning. The resulting split 

composition in Table 8 shows near-equal row allocations across splits, indicating that the unseen-unit 

constraint is preserved without collapsing any subset into a data-scarce regime that would distort 

validation or test behavior. 

 

Table 8. Unit Allocation and Split Composition 

ds_name n_units_total train_units val_units test_units train_rows val_rows test_rows 

DS03_012 9 3 3 3 13.334 13.333 13.333 
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3.4.2. Train-only Scaling 

Training-only standardization produced near-zero feature means and near-unit variances on the 

training split, and the same fitted parameters were reused unchanged for validation and test. This practice 

is methodologically decisive because it prevents distributional peeking and preserves the deployment 

ordering in which normalization statistics are learned once and then applied prospectively. Table 9 

confirms stable conditioning on the training features, with effectively zero mean and near-unit variance, 

indicating that subsequent optimization is not dominated by raw scale differences across channels and 

that the numerical basis for threshold-based decisions remains well behaved. 

 

Table 9. Scaling Verification on Training Split 

Statistic train_mean train_std 

Mean 0.000000 1.000038 

Std. deviation 0.000000 0.000000 

Minimum -0.000000 1.000038 

Maximum 0.000000 1.000038 

3.4.3. Fixed-length Windowing 

Standardized trajectories were segmented using a sliding-window scheme with window length L 

= 50 and stride s = 5. Each window label was defined as the Health Index at the terminal timestep (HI 

at cycle_end), aligning supervision with contemporaneous health assessment rather than retrospective 

aggregation. Table 10 reports comparable window counts across splits and a consistent tensor shape, 

confirming that the unit-wise split yields a balanced learning substrate at the window level. The window-

level HI distribution in Figure 13 provides further context for later decision interpretation by revealing 

the concentration of samples in higher-health regions, which is expected to influence three-zone 

discretization under class imbalance. 

 

Table 10. Windowing Summary 

split n_windows window_shape 

train 2639 (50, 18) 

val 2638 (50, 18) 

test 2638 (50, 18) 

 

 
Figure 13. Window-level HI Distribution 

3.5. Deep Model: CNN v1 and CNN v2 

Training was executed on the windowed split with HI regression as the optimization target. A 

baseline CNN v1 was retained to anchor the comparison, while the proposed CNN v2 was instantiated 

as three candidates to probe a constrained architectural design space. This candidate strategy avoids an 

opaque hyperparameter sweep and instead isolates capacity and receptive-field trade-offs that are 
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materially relevant for multivariate degradation traces. The validation comparison in Table 11 shows 

that CNN v2 cand3 achieves the strongest regression fidelity among candidates while maintaining a 

compact parameterization, and it delivers a substantial improvement over the baseline across RMSE, 

MAE, and R². This pattern indicates that the multi-scale temporal capacity of CNN v2 is not merely 

decorative, but functionally aligned with the structure of degradation information distributed across 

channels and time. 

 

Table 11. Validation Comparison 

model_tag 
model_famil

y 
params 

best_epoch_by_valrm

se 

val_rms

e 
val_mae val_r2 

CNN_v2_cand

3 (BEST) 

CNN_v2 221.95

3 

10 0.04336

4 

0.03340

6 

0.88211

3 

CNN_v2_cand

1 

CNN_v2 288.00

1 

27 0.04728

9 

0.03679

1 

0.85980

6 

CNN_v2_cand

2 

CNN_v2 166.91

3 

6 0.05574

5 

0.04474

5 

0.80518

6 

CNN_v1 

(baseline) 

CNN_v1 38.849 46 0.07610

1 

0.06358

8 

0.63693

3 

 

Convergence behavior across configurations is summarized in Figure 14, which supports the 

selection rationale by showing that cand3 reaches a favorable error regime earlier while sustaining the 

best validation profile. This is consistent with a receptive-field design that is sufficiently expansive to 

capture gradual degradation signatures within a fixed window, yet not so aggressive that it diffuses 

learning across overly sparse temporal sampling. 

 

 
Figure 14. Aggregated Learning Curves 

 

Zone discretization was treated as a post-regression calibration step rather than a learned 

classifier. Two thresholds (t1, t2) were tuned strictly on validation outputs to avoid leakage, producing 

a three-zone taxonomy (critical, warning, healthy). Table 12 reports the validation-derived threshold 

solutions across optimization criteria; the accuracy-tuned operating point is retained as the primary 

configuration for downstream evaluation because it represents a single, pre-committed decision policy, 

while alternative modes remain interpretable sensitivity references rather than competing test-time 

choices. 
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Table 12. Validation-derived Thresholds 

scenario final_model_tag mode t1 t2 source 

DS03_only CNN_v2_cand3 acc 0.637571 0.691787 validation_threshold_search 

DS03_only CNN_v2_cand3 mf1 0.653720 0.803465 validation_threshold_search 

DS03_only CNN_v2_cand3 bacc 0.653720 0.803465 validation_threshold_search 

3.6. Evaluation and Decision Layer 

This section reports the evaluation outputs of the selected model, CNN v2 cand3, under 

validation-tuned thresholds t1 = 0.637571 and t2 = 0.695274. The results are presented in two 

complementary strata: window-level evaluation establishes predictive fidelity under unseen-unit 

separation, while row-level outputs provide complete cycle-wise health zoning and risk-ranked 

prioritization suitable for maintenance triage. 

Table 13 summarizes regression performance across train, validation, test, and all_windows. The 

train and validation results reflect a well-fitted estimator under the development regime, while the test 

results quantify generalization to unseen units, which is the intended operational condition. The retained 

test R² indicates that the model preserves explanatory signal across engines, and the absolute error levels 

remain compatible with subsequent discretization, where decision boundaries are defined on a bounded 

[0,1] scale. The all_windows aggregation then contextualizes typical error magnitudes over the entire 

window population that feeds the decision layer. 

 

Table 13. Window-level Regression Performance 

scenario final_model scope rmse mae r2 t1 t2 

DS03_01

2 

CNN_v2_cand

3 

train 0.06033

8 

0.04766

5 

0.92804

7 

0.63757

1 

0.69527

4 

DS03_01

2 

CNN_v2_cand

3 

val 0.04382

7 

0.03363

1 

0.87958

5 

0.63757

1 

0.69527

4 

DS03_01

2 

CNN_v2_cand

3 

test 0.12655

5 

0.07195

0 

0.72413

4 

0.63757

1 

0.69527

4 

DS03_01

2 

CNN_v2_cand

3 

all_window

s 

0.08480

6 

0.05108

2 

0.83336

5 

0.63757

1 

0.69527

4 

 

The regression relationship between HI_true and HI_pred is visualized in Figure 15, which 

contrasts targets against raw predictions. The scatter structure complements Table 13 by indicating that 

predictions track the expected monotone trend without collapsing into a narrow band, which is important 

because any saturation would directly impair threshold-based zoning and compress risk differentiation. 

 

 
Figure 15. Scatter Plot TEST: HI true vs Predicted 
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Health-zone classification is evaluated using the same thresholds tuned on validation outputs. 

Table 14 reports class-wise precision, recall, and F1-score without collapsing evidence into a single 

scalar, thereby preserving visibility of minority-state behavior. The results show that healthy windows 

are recovered with very high fidelity, while warning remains the most ambiguous state. This is 

structurally expected because warning occupies a narrow intermediate interval between critical and 

healthy, so small regression perturbations around the thresholds can flip assignments. Figure 16 clarifies 

the dominant error pathways through confusion matrices in absolute counts and row-normalized form, 

enabling an explicit reading of which misclassifications dominate under the chosen operating point. 

 

Table 14. Classification Report 

label precision recall f1-score support 

critical 1.000000 0.632565 0.774934 694 

warning 0.113821 0.133333 0.122807 105 

healthy 0.885838 1.000000 0.939464 1839 

accuracy 0.868840   2638 

macro avg 0.666553 0.588633 0.612401 2638 

weighted avg 0.885143 0.868840 0.863674 2638 

 

 
Figure 16. Confusion Matrix TEST 

 

For decision-oriented deployment at cycle resolution, HI predictions were propagated to the full 

40,000-row materialization, yielding a complete row-wise table containing HI_true, HI_pred, discrete 

zone labels, and continuous risk scores r = 1 − HI_pred. Table 15 summarizes the distribution of true 

and predicted zones over the 40k rows and provides a dataset-wide view of operational coverage under 

the adopted thresholds. The modest shift toward a larger predicted healthy proportion is consistent with 

the window-level evidence, where healthy recall is maximal and borderline cases near the upper 

threshold can be absorbed into the healthy zone, which in turn is conservative with respect to false 

alarms while still preserving a critical-zone signal for urgent screening. 

 

Table 15. 40k Row-level Zone Distribution 

zone_id zone_label count_true count_pred pct_true pct_pred 

0 critical 7871 6575 0.196775 0.164375 

1 warning 2030 1646 0.050750 0.041150 

2 healthy 30099 31779 0.752475 0.794475 

 

Figure 17 presents an excerpt of the exported row-level artefact, demonstrating that the decision 

variables are produced at full coverage and remain auditable at the level at which maintenance actions 

are enacted. This matters because the practical value of zoning and risk scoring lies in traceability from 

predicted HI to discrete state and prioritization score, not merely in aggregate performance summaries. 
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Figure 17. Health-zone Prediction Result 

 

Risk prioritization is then expressed as a row-level ranking over the same 40k rows, ordered by 

descending risk score and paired with an explicit action policy. Table 16 illustrates the monotone 

alignment between model output and operational intent: low HI_pred values map to critical zoning and 

high-risk scores that trigger urgent maintenance actions, whereas high HI_pred values cluster at the 

bottom of the ranking with stable-condition actions. This ranking mechanism is operationally 

complementary to zoning, since zoning supports rapid field screening while risk ranking supports fine-

grained triage when resources require ordering of inspection and intervention. 

 

Table 16. Risk Rank Prediction 

no ds_name HI_pred 
zone_pred

_label 
risk_score risk_rank recommended_action 

1 DS03_012 0.060447287 critical 0.9395527 1 Maintenance ASAP (≤24 

hours); immediate 

inspection and corrective 

action. 

2 DS03_012 0.060447287 critical 0.9395527 2 Maintenance ASAP (≤24 

hours); immediate 

inspection and corrective 

action. 

3 DS03_012 0.060447287 critical 0.9395527 3 Maintenance ASAP (≤24 

hours); immediate 

inspection and corrective 

action. 

4 DS03_012 0.060447287 critical 0.9395527 4 Maintenance ASAP (≤24 

hours); immediate 

inspection and corrective 

action. 

5 DS03_012 0.060447287 critical 0.9395527 5 Maintenance ASAP (≤24 

hours); immediate 

inspection and corrective 

action. 

…       

66

01 

DS03_012 0.64716786 warning 0.3528321

4 

6600 High-priority 

maintenance scheduling 

(≤7 days); intensified 

monitoring. 

66

02 

DS03_012 0.64716786 warning 0.3528321

4 

6601 High-priority 

maintenance scheduling 

(≤7 days); intensified 

monitoring. 
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66

03 

DS03_012 0.64716786 warning 0.3528321

4 

6602 High-priority 

maintenance scheduling 

(≤7 days); intensified 

monitoring. 

66

04 

DS03_012 0.64716786 warning 0.3528321

4 

6603 High-priority 

maintenance scheduling 

(≤7 days); intensified 

monitoring. 

66

05 

DS03_012 0.64716786 warning 0.3528321

4 

6604 High-priority 

maintenance scheduling 

(≤7 days); intensified 

monitoring. 

…       

39

99

5 

DS03_012 0.99030906 healthy 0.0096909

4 

39994 Stable condition; 

continuous monitoring 

under routine operations. 

39

99

6 

DS03_012 0.99030906 healthy 0.0096909

4 

39995 Stable condition; 

continuous monitoring 

under routine operations. 

39

99

7 

DS03_012 0.99030906 healthy 0.0096909

4 

39996 Stable condition; 

continuous monitoring 

under routine operations. 

39

99

8 

DS03_012 0.99030906 healthy 0.0096909

4 

39997 Stable condition; 

continuous monitoring 

under routine operations. 

39

99

9 

DS03_012 0.99030906 healthy 0.0096909

4 

39998 Stable condition; 

continuous monitoring 

under routine operations. 

40

00

0 

DS03_012 0.99030906 healthy 0.0096909

4 

39999 Stable condition; 

continuous monitoring 

under routine operations. 

 

For manuscript-level consolidation, Figure 18 summarizes the primary test evidence by pairing 

HI regression metrics with the health-zone performance computed under the fixed, validation-tuned 

thresholds. This consolidation sharpens the narrative linkage between predictive fidelity and decision 

usability without displacing the more granular evidence presented in Tables 14-17 and Figures 15-17. 

 

 
Figure 18. Main Evaluation 

4. DISCUSSIONS 

This study advances an HI-oriented PHM framework that treats methodological discipline as a 

prerequisite for decision relevance. The contribution is not merely the use of deep learning, but the 

insistence that HI construction, leakage control, calibration, and decision mapping must be designed as 

a single coherent system. In practical PHM settings, where operating regimes are heterogeneous and 

degradation signatures are easily confounded, this kind of methodological hygiene is what renders 

model outputs defensible for maintenance triage rather than technically impressive but operationally 

fragile. 

The constructed Health Index serves as the structural hinge between multivariate telemetry and 

actionable maintenance interpretation. By truncating extreme proxy values and mapping the proxy into 

a bounded [0,1] interval without inversion, the framework preserves monotone health semantics in 
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which higher HI denotes healthier operation. This design choice matters analytically because it 

constrains the decision space into an interpretable geometry: zoning thresholds become explicit policy 

cut points on a consistent scale, and the risk score inherits a direct complement relationship to health 

rather than an arbitrary transformation that must be post-justified. 

From a modelling perspective, the empirical advantage of CNN v2 over CNN v1 is consistent 

with the broader literature that motivates convolutional sequence models for PHM and RUL-style tasks. 

Prior works frequently report gains by expanding temporal receptive fields through temporal 

convolutional networks, dilation, attention, or hybrid designs, but many of these studies emphasize 

direct RUL prediction or end-to-end classification. In contrast, the present study positions multi-scale 

temporal learning as a means to estimate a continuous HI that is explicitly designed for downstream 

discretization and ranking. The residual and dilated components in CNN v2 are therefore not presented 

as architectural novelty in isolation, but as mechanisms that better accommodate gradual, distributed 

degradation signatures within fixed windows, which aligns with the observed performance gap between 

the baseline and the developed model. 

A key methodological distinction relative to many prior pipelines lies in the strict separation 

between continuous estimation and discrete decision boundaries. Zoning is treated as a calibrated 

decision layer tuned on validation outputs and carried forward unchanged to final assessment. This 

stance is important because zoning is effectively an operational policy applied to regression outputs, and 

test-time calibration would compromise decision credibility even when headline accuracy appears 

improved. The resulting three-zone mapping supports field-oriented decision-making precisely because 

it couples numerical prediction to an explicit, leakage-resistant policy, rather than reporting 

classification outcomes that are inadvertently optimized on the evaluation set. 

The decision layer further strengthens the Informatics contribution by transforming model outputs 

into auditable, machine-actionable artefacts. Health zoning offers a low-cognitive-load interface for 

rapid screening, while risk ranking provides a continuous ordering mechanism for prioritized inspection 

and maintenance scheduling. This translation from learned representations to structured decision objects 

is central to applied Informatics, where the value of an algorithm is measured not only by predictive 

metrics, but by how reliably it can be integrated into operational workflows that require traceability, 

reproducibility, and clear semantics. 

Comparatively, the proposed framework aligns with HI-centric perspectives in PHM while 

addressing recurring weaknesses in evaluation practice and decision coupling. Many studies either omit 

HI altogether, treat it as a loosely defined intermediate label, or report performance without a disciplined 

calibration protocol that mirrors deployment. Here, HI is constructed from a physically grounded proxy, 

learned under unseen-unit separation, and mapped into decisions through a validation-anchored policy 

that is preserved at test time. This end-to-end coherence is the central differentiator: the pipeline is 

designed so that the modelling objective, the evaluation protocol, and the decision outputs remain 

logically consistent. 

A measured interpretation is warranted regarding scope. The experiments are confined to an N-

CMAPSS subset and a single physically grounded proxy for HI construction, which together provide 

methodological clarity but also delimit immediate external generalization to other fleets, sensor suites, 

or proxy definitions. In addition, the intermediate warning regime remains intrinsically harder to 

separate because it occupies a narrow transition band where small regression deviations can trigger 

boundary crossings, reinforcing the importance of calibration discipline for decision-grade zoning. 

5. CONCLUSION 

This paper presented an end-to-end PHM framework on N-CMAPSS that converts multivariate 

sensor and operating-condition streams to decision-ready maintenance outputs through a rigorously 
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constructed Health Index. A compact preprocessing stage establishes structural correctness, unit 

integrity, and numerical stability. The Health Index, derived from a degradation-relevant physical proxy 

and bounded on a consistent scale, enabled leakage-resistant temporal modeling via unit-wise splitting, 

training-only standardization, and fixed-length windowing. Within this disciplined setup, a multi-scale 

convolutional model is selected through a constrained candidate design, and the translation from 

continuous HI estimates to discrete health zones is calibrated exclusively on validation predictions to 

preserve evaluative credibility. Crucially, the framework does not terminate at predictive metrics; it 

operationalizes the learned HI into full-coverage health-zone labelling and risk-ranked prioritization, 

thereby supporting rapid field screening and maintenance triage. From an Informatics perspective, the 

study contributes a reproducible, calibration-aware pipeline that strengthens the linkage between data-

driven modelling and actionable decision logic, clarifying how methodological hygiene directly governs 

the trustworthiness of downstream recommendations. Future work should extend validation across 

additional N-CMAPSS subsets and alternative HI proxies, and investigate more robust boundary 

modelling for transitional regimes to further enhance decision stability under distributional variation. 
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