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Abstract 

This paper develops and evaluates an early-warning credit risk classifier using a three-class formulation that 

distinguishes performing loans (L), delinquent accounts (DP), and non-performing loans (NPL). Early-warning 

modeling is challenging because deterioration events are relatively infrequent, yielding class imbalance and 

asymmetric error costs where missed NPL cases are particularly consequential. The study aims to build and compare 

operationally feasible models that improve NPL identification while maintaining reliable performance across all 

classes. Experiments use 2,253 loan records with 20 early-warning predictors and compare Random Forest and 

XGBoost under four imbalance-handling strategies: a no-resampling baseline, class/sample weighting, SMOTENC, 

and Borderline-SMOTE. Performance is estimated via stratified 5-fold cross-validation, with out-of-fold predictions 

aggregated for consistent fold-robust evaluation and probability-based diagnostics. Evaluation emphasizes 

imbalance-aware criteria, including macro F1, balanced accuracy, NPL precision/recall/F1, and ranking metrics for 

NPL versus non-NPL (PR-AUC and ROC-AUC), complemented by agreement statistics (Cohen’s kappa and 

Matthews correlation coefficient). Results show that class-sensitive metrics reveal clearer differences among 

strategies than global measures, with XGBoost combined with SMOTENC achieving the strongest NPL-oriented 

performance (recall 0.7389; F1 0.8035; PR-AUC 0.8780; ROC-AUC 0.9434). The contribution is a controlled out-

of-fold benchmark of imbalance strategies for mixed-type tabular credit staging, providing a reproducible evaluation 

protocol for financial informatics and imbalanced multiclass learning. 
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1. INTRODUCTION 

Credit risk monitoring and early-warning systems (EWS) are central to lenders’ ability to preserve 

portfolio quality, anticipate provisioning needs, and manage operational exposure under tightening 

supervisory expectations. Deterioration in borrower credit quality affects not only account-level losses 

but also portfolio-level performance, loan-loss provisioning (LLP) adequacy, and institutional 

resilience. Empirical banking studies consistently associate the accumulation of non-performing loans 

(NPLs) with weakened bank performance and emphasize the importance of robust credit screening and 

ongoing monitoring to mitigate portfolio deterioration [1], [2], [3]. In this context, EWS outputs—such 

as probability-of-default indicators and risk staging—support both operational interventions and 

supervisory decision-making related to capital buffers and prudential policy [4], [5]. 

Recent supervisory practice strengthens the link between early-warning analytics and 

provisioning discipline under IFRS 9–style expected credit loss (ECL) frameworks, which require 

forward-looking, point-in-time estimates and defensible staging based on changes in credit risk that 

directly affect loan-loss provisioning (LLP) and portfolio reporting [6], [7]. In Indonesia, this is 

reinforced by BI/OJK’s broader emphasis on prudent asset-quality monitoring and timely risk 
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escalation, making auditable, operational ML governance—clear data lineage, validation, and 

controls—especially important because judgement, scenario integration, and model risk can materially 

influence reported allowances [8], [9]. Consequently, a staging-oriented monitoring taxonomy that 

separates performing (L), delinquent/early deterioration (DP), and non-performing (NPL) accounts 

aligns naturally with watchlist allocation, escalation triggers, and provisioning review, and it motivates 

evaluation that prioritizes sensitivity to adverse states and reliable probability ranking over overall 

accuracy in resource-constrained monitoring workflows [10]. 

A persistent challenge in credit early-warning arises from the rarity of severe delinquency and 

default outcomes relative to performing loans. This imbalance is compounded by asymmetric error 

costs: missed detections of true deterioration (false negatives for high-risk states) are typically more 

consequential than false alarms, given their implications for delayed remediation, understated 

provisioning, and potentially adverse supervisory outcomes [11], [12], [13]. Evidence across high-stakes 

risk prediction domains shows that strong aggregate metrics such as accuracy or AUC can coexist with 

weak rare-event performance, motivating imbalance-aware evaluation that emphasizes class-conditional 

behavior rather than global correctness [11], [12]. Similar conclusions appear in credit-focused 

comparisons, where both model choice and imbalance treatment materially influence the detection of 

provisioning-relevant outcomes [13], [14], [15]. 

Operational deployment requires models that are interpretable, auditable, and compatible with 

tabular data pipelines derived from borrower- and loan-level attributes. In many institutions, monitoring 

inputs are dominated by structured variables—product descriptors, borrower characteristics, contractual 

terms, exposure measures, and repayment indicators—making tabular learning methods a pragmatic 

foundation for early-warning analytics. Interpretable or explainable model families are particularly 

important because risk outputs must remain defensible to credit officers, governance committees, and 

supervisors [16], [17]. Prior credit-risk evidence suggests that tree-ensemble methods can offer a 

practical balance between predictive strength and explainability, especially when paired with systematic 

feature-importance and local explanation tools [13], [14]. 

Under this operational perspective, early warning is naturally framed as a three-class staging task 

aligned with portfolio monitoring workflows: L (current/performing), DP (delinquent/early 

deterioration), and NPL (non-performing). This staging formulation supports differentiated actions—

routine monitoring for performing accounts, heightened attention and engagement for early 

deterioration, and escalation or remediation for non-performing exposures—while remaining consistent 

with common credit risk taxonomies used in practice [1], [18]. Because the economic and regulatory 

consequences of missed NPLs can be substantial, model development and evaluation should emphasize 

sensitivity to adverse states (especially NPL recall) while maintaining operationally acceptable false-

alarm rates, typically controlled through precision and decision-threshold selection [19], [20]. 

Prior work motivates multiclass early-warning but leaves several practical gaps: 

• Credit-risk modelling often remains binary, limiting direct use for operational staging. [21], [22] 

• Under imbalance, accuracy/AUC can hide adverse-class weakness, so class-aware evaluation is 

needed. [22], [23] 

• Resampling is widely used, but controlled comparisons across weighting, mixed-type SMOTENC, 

and boundary-focused methods are still limited for multiclass tabular staging. [24], [25], [26], [27] 

Despite extensive research on credit risk prediction, these limitations leave uncertainty about which 

modelling and evaluation choices most reliably improve adverse-class detection in a deployable staging 

setting. This study addresses that gap by defining a controlled benchmarking protocol for multiclass 

credit risk staging: preprocessing is standardized and executed fold-wise, imbalance handling is applied 

strictly within training folds, and out-of-fold (OOF) predictions are aggregated to compute both class-
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balanced metrics and NPL-centric ranking measures, strengthening reproducibility and supporting more 

defensible selection of imbalance strategies for operational early-warning pipelines. 

Empirically, the study is grounded in an Indonesian rural-bank (BPR) monitoring setting where 

early warning is typically implemented using structured, loan-level portfolio extracts and periodic 

review cycles under limited analyst capacity. Deployability therefore requires stable probability scores 

that integrate with existing workflows, such as batch scoring of portfolio snapshots and consumption by 

dashboards or a lightweight internal scoring service (e.g., an internal API) that triggers tiered review 

and escalation rules. Accordingly, Random Forest and XGBoost are evaluated under four imbalance 

strategies—baseline (no resampling), cost-sensitive weighting, mixed-type SMOTENC, and boundary-

focused Borderline-SMOTE—using stratified 5-fold cross-validation with OOF aggregation to provide 

leakage-resistant estimates for both overall multiclass performance and NPL-focused early-warning 

behavior. 

2. METHOD 

2.1. Problem definition and study goal 

This study develops and compares early-warning classification models for credit status under a 

three-class scheme: L, DP, and NPL. The operational aim is early warning, meaning that the model 

should prioritize identifying accounts that are likely to become or remain NPL while maintaining 

reasonable discrimination across all classes to avoid degrading the utility of “monitoring” (DP) versus 

“performing” (L) separation. Because real credit portfolios tend to contain far more L accounts than DP 

and NPL, the dataset is naturally imbalanced; therefore, the experimental design explicitly evaluates 

imbalance-handling strategies and quantifies their impact using NPL-focused metrics as primary 

indicators. Figure 1 provides an overview of the research methodology used to operationalize this early-

warning objective, from data acquisition to OOF evaluation and reproducibility stage. 

 

 
Figure 1. Research Methodology Flowchart 

 

2.2. Data acquisition,  cleaning, and label construction 

The dataset used in this study combines primary and secondary sources obtained from BPR Artha 

Perwira Purbalingga and consists of loan-level credit records that were anonymized prior to analysis to 
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protect customer confidentiality. The secondary data were provided directly by the bank’s credit 

operations unit extracted in 2025 from the operational system and contain 2,253 loan records. The table 

includes quantitative borrower/loan attributes required for monitoring-oriented modelling—such as 

credit limit (PLAFON), loan tenor (JKW), income (PENGHASILAN), outstanding balance 

(BAKIDEBET), arrears fields (e.g., TOTAL TUNGGAKAN, TUNGGAKAN POKOK/BUNGA and 

day counters), and contractual descriptors (e.g., SISTEM BUNGA, SUKU BUNGA, PERIODE ANGS). 

Records are treated as part of the monitored portfolio at the extraction snapshot, where BAKIDEBET 

represents the outstanding exposure at that time. The primary component of acquisition consisted of 

staff interviews, complemented by observation and documentation, to confirm variable definitions and 

the operational interpretation of collectibility categories used in portfolio monitoring. 

A deterministic ingest-and-clean workflow is applied to transform the Excel file into a structured 

tabular dataset used in experiments. First, column names are standardized (whitespace stripping), a 

required-column check is enforced to ensure schema completeness, and direct identifiers/PII fields (e.g., 

customer name, national ID, address-related fields) are dropped if present. Fully empty rows are 

removed, and selected categorical fields (e.g., KODE PRODUK, SEX, PENDIDIKAN, PEKERJAAN, 

PERIODE ANGS, SISTEM BUNGA, KOLEK) are normalized by trimming and collapsing whitespace 

to ensure consistent category representation. For reproducibility and auditability, the pipeline saves a 

cleaned table as parquet file and records an accompanying schema as json file that includes the input 

file path, an MD5 hash of the raw Excel, row/column counts, column dtypes, and label distribution, 

together with a completion checkpoint. The raw table also contains contractual date fields (TGL 

REALISASI and TGL JTHTEMPO) describing account lifecycle context; in the provided data, 

realization dates span 2009-12-11 to 2025-03-27, while maturity dates extend to 2035-09-15. 

Label construction is performed deterministically on the cleaned credit-record table by mapping 

the original collectibility label KOLEK into a three-class target Y3 ∈ {L, DP, NPL}. Specifically, L → 

L, DP → DP, and severe/late categories {KL, D, M} → NPL, reflecting the operational consolidation 

where severe collectibility states share similar consequences for escalation, provisioning, and collections 

handling. Rows with unmapped/invalid KOLEK values are removed as a strict data-quality rule (in the 

present dataset, this rule does not remove any records), and the resulting class distribution is recorded 

for subsequent stratification, weighting, and resampling configuration. In addition, a monitoring-

oriented feature engineering stage produces parquet file  with a documented feature schema, including 

robust numeric parsing, date parsing where available, and deterministic derived features (e.g., time 

components, ratio features, arrears flags, and log1p transforms), while preserving the cleaned table and 

label mapping as the single source of truth for downstream modelling. 

2.3. Feature set for early-warning monitoring 

Features are restricted to variables that are available at monitoring time and are consistent with 

an early-warning use case. The early-warning feature table includes both numeric and categorical 

attributes. Categorical attributes capture relatively stable descriptors such as product and location (e.g., 

product code and administrative-region fields), while numeric attributes capture credit structure and 

other monitoring-suitable quantities (e.g., tenor and contractual rate variables).  A key design constraint 

for early warning is leakage avoidance: variables that directly encode current collection status or arrears 

outcomes are excluded from the early-warning feature set (e.g., arrears amounts, arrears-days fields, and 

delinquency-derived indicators). This restriction ensures that the task remains predictive rather than 

reconstructive and that performance reflects signals available before delinquency is fully realized. To 

further improve stability and prevent sparsity, high-cardinality categorical fields are handled via fold-

wise, unknown-safe encoding. Unseen categories in validation folds are handled gracefully (instead of 

being discarded), and rare categories are not manually filtered using information from the full dataset. 
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This approach preserves a strictly out-of-sample evaluation protocol and avoids inadvertently using 

global frequency information. 

2.4. Preprocessing and representation 

All preprocessing is executed within each cross-validation fold to prevent information leakage 

from validation data. Numeric features are imputed using the median, 𝑥
~

𝑗 = median(𝑥⋅𝑗)which is robust 

to skewness and outliers common in financial variables. Categorical features are imputed using the most 

frequent category, 𝑥
~

𝑗 = mode(𝑥⋅𝑗)which provides a simple and reproducible default for missingness in 

discrete fields. Two feature representations are used depending on the imbalance strategy. For baseline 

and weight, categorical variables are transformed using one-hot encoding with unknown-category 

handling. For a categorical feature with levels {𝑣1, … , 𝑣𝑚}, one-hot encoding maps each observation to 

a binary vector 𝐳 ∈ {0, 1}𝑚 where 𝑧𝑘 = 𝕀[𝑥 = 𝑣𝑘]. Unknown categories encountered in validation folds 

are mapped safely (ignored by the encoder) so that the pipeline remains valid under cross-validation. 

For SMOTENC, categorical variables are encoded into a discrete integer representation  so that 

categorical feature indices can be passed into SMOTENC. This is necessary because SMOTENC 

performs continuous interpolation on numeric variables while applying a category-consistent rule for 

categorical variables. For Borderline-SMOTE, oversampling is applied on the training fold after 

converting the feature matrix into a fully numeric representation (including encoded categorical 

variables), ensuring the resampling algorithm operates in a valid numeric feature space. Across all 

scenarios, the same fold-wise imputation policy and the same general preprocessing conventions are 

applied for Random Forest and XGBoost so that observed performance differences can be attributed 

primarily to the classifier choice and imbalance strategy rather than uncontrolled representational 

variation. 

2.5. Model families and justification 

Two supervised learning models are evaluated: Random Forest (RF) and Extreme Gradient 

Boosting (XGBoost). Random Forest is included because it is a strong and stable baseline for tabular 

classification, is relatively insensitive to feature scaling, and typically performs well under noisy real-

world credit attributes. RF produces class probabilities by aggregating predictions across an ensemble 

of decision trees. Let 𝑇 be the number of trees and ℎ𝑡(𝑥) ∈ {𝐿, 𝐷𝑃, 𝑁𝑃𝐿} the class predicted by tree 𝑡. 

The estimated probability for class 𝑐 is 𝑝
^

(𝑦 = 𝑐 ∣ 𝑥) =
1

𝑇
∑ 𝕀[ℎ𝑡(𝑥) = 𝑐]

𝑇

𝑡=1
 and the final prediction is 

𝑦
^

= arg𝑚𝑎𝑥 𝑐𝑝
^

(𝑦 = 𝑐 ∣ 𝑥). This vote-averaging property reduces variance and supports stable early-

warning predictions in mixed-type feature settings. 

XGBoost is included because gradient-boosted trees are consistently strong on structured tabular 

data and can capture nonlinear interactions and sharp decision boundaries that may separate DP and 

NPL. In the multi-class setting, XGBoost builds additive score functions per class: 𝐹𝑐(𝑥) =

∑ 𝑓𝑘,𝑐(𝑥)
𝐾

𝑘=1
 where each 𝑓𝑘,𝑐 is a decision-tree contribution for class 𝑐. Probabilities are computed via 

softmax: 𝑝
^

(𝑦 = 𝑐 ∣ 𝑥) =
exp(𝐹𝑐(𝑥))

∑ exp(𝐹𝑐′(𝑥))
 

𝑐′

. Training minimizes a regularized objective of the form ℒ =

∑ ℓ(𝑦𝑖, 𝑝
^

(𝑥𝑖))
𝑛

𝑖=1
+ ∑ 𝛺(𝑓𝑘)

𝐾

𝑘=1
 where ℓ is the multi-class log-loss and Ω penalizes tree complexity 

(e.g., depth and leaf weights). This probabilistic framing supports probability-based evaluation 

(ROC/PR curves), calibration diagnostics, and threshold analysis that are central to early-warning 

decision support. 
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2.6. Imbalance handling strategies and justification 

Because the class distribution is imbalanced, four strategies are tested for each model to evaluate 

the trade-off between minority detection and false alarms. First, baseline (no resampling) establishes the 

reference performance under the empirical class distribution. This condition is required to identify 

whether resampling or weighting improves early-warning utility or instead introduces variance and 

harms generalization. Second, class/sample weighting increases the learning emphasis on minority 

classes without changing the sample distribution. Let 𝑛𝑐 be the number of training samples in class 𝑐,  

|𝒞| = 3 the number of classes, and 𝑛 = ∑ 𝑛𝑐𝑐 . A commonly used balanced weight is 𝑤𝑐 =
𝑛

|𝒞|⋅𝑛𝑐
. Each 

training instance 𝑖 receives sample weight 𝑤𝑖 = 𝑤𝑦𝑖
, producing a weighted empirical risk ℒ𝑤 =

∑ 𝑤𝑖 ⋅ ℓ(𝑦𝑖 , 𝑝
^

(𝑥𝑖))
𝑛

𝑖=1
. In the implementation used for this study, weighting is applied via 

'class_weight' for Random Forest and via 'per-row sample_weight' for XGBoost. This strategy is 

justified because it preserves the observed feature distribution while explicitly penalizing NPL-related 

errors more strongly. 

Third, SMOTENC addresses imbalance when predictors include both numeric and categorical 

variables. For a minority sample  and one of its  nearest minority neighbors 𝑥new,num = 𝑥𝑖,num +

𝜆(𝑥nn,num − 𝑥𝑖,num), 𝜆 ∼ Uniform(0,1), SMOTE-style interpolation generates a synthetic numeric 

vector Categorical attributes are assigned using a discrete neighborhood-consistent rule (e.g., selecting 

the most frequent category among the sampled neighborhood for each categorical feature). This method 

is justified because it expands minority coverage in numeric space while avoiding invalid fractional 

categories. Fourth, Borderline-SMOTE  concentrates augmentation near decision boundaries where DP 

and NPL confusions are most likely. Borderline-SMOTE identifies minority points in “danger” 

regions—typically those whose local neighborhood contains a high proportion of non-minority points—

then applies SMOTE-style interpolation primarily to that subset using the same interpolation rule. This 

choice is justified for early-warning settings because it strengthens discrimination in overlap regions 

rather than oversampling only easy minority points. All resampling operations are applied only to the 

training split within each fold, which is necessary to prevent leakage and to keep evaluation strictly out 

of sample. 

2.7. Cross-validation protocol and out-of-fold evaluation 

Model performance is estimated using Stratified 5-fold cross-validation, ensuring that the 

L/DP/NPL proportions are approximately preserved across folds. Stratification reduces variance in 

minority representation and improves the reliability of NPL-focused evaluation. Figure 2 summarizes 

the executed fold-wise experimental pipeline, including training-only preprocessing/resampling, out-of-

fold aggregation, and metric computation. 

 

 
Figure 2. Experimental Pipeline for Stratified 5-fold OOF-CV 
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For each fold, preprocessing is fitted on the training split, the imbalance strategy is applied to the 

training split, the model is trained, and predictions are produced for the held-out validation split. Class 

labels are obtained using the default multi-class decision rule. Predictions from all validation splits are 

then concatenated into out-of-fold (OOF) predictions, yielding exactly one out-of-sample prediction per 

record. OOF predictions are used to compute dataset-level metrics without optimistic bias and to support 

probability-based diagnostics that require full-sample scores. In particular, OOF probabilities enable 

consistent computation of ROC-AUC and PR-AUC for NPL vs non-NPL, as well as multi-class one-vs-

rest AUC variants, calibration analysis, and threshold trade-off curves that map intervention thresholds 

to precision–recall operating points. A time-based (out-of-time) validation split is not applied because 

the available dataset does not provide a longitudinal structure suitable for temporal backtesting in this 

study. Consequently, stratified cross-validation is used as a reproducible estimate of generalization 

under the observed class distribution and feature availability. 

2.8. Evaluation metrics and justification 

Performance is assessed using complementary metrics aligned with early-warning priorities. To 

measure overall discrimination across classes under imbalance, macro F1 and balanced accuracy are 

reported. Macro F1 treats each class equally, F1macro =
1

|𝒞|
∑ F1𝑐

 
𝑐∈𝒞  and penalizes poor minority 

performance even when the majority class dominates. Balanced accuracy averages class recalls, BA =
1

|𝒞|
∑ Recall𝑐

 
𝑐∈𝒞  making it more informative than raw accuracy under skewed class distributions. To 

emphasize the early-warning objective, NPL-focused metrics are included: recall (NPL), precision 

(NPL), and F1 (NPL). These metrics reflect the operational trade-off between missing high-risk accounts 

and generating false alarms. Recall (NPL) measures sensitivity to NPL cases, precision (NPL) reflects 

the burden of interventions, and F1 (NPL) summarizes the recall–precision balance. 

For probability quality and ranking utility, binary ranking metrics are computed by treating NPL 

as the positive class and {𝐿, 𝐷𝑃} as the negative class, using the score 𝑠(𝑥) = 𝑝
^

(𝑦 = NPL ∣ 𝑥). PR-AUC 

(NPL vs non-NPL) is reported because it is especially informative under imbalance, while ROC-AUC 

(NPL vs non-NPL) provides a complementary threshold-independent separability view. Additionally, 

multi-class ROC-AUC (one-vs-rest) in macro and weighted forms is computed from the full probability 

vector 𝑝
^

(𝑦 = c ∣ 𝑥) to characterize global ranking behavior across all three classes. Finally, Cohen’s 

kappa and Matthews correlation coefficient (MCC) are reported as chance-corrected and correlation-

based measures that remain informative under imbalance. These statistics complement F1-based metrics 

by accounting for agreement beyond chance and for the full confusion matrix structure. 

2.9. Model selection criterion 

The best early-warning configuration is selected by prioritizing NPL recall and NPL PR-AUC as 

primary criteria, reflecting the objective of minimizing missed high-risk accounts while maintaining 

useful probability ranking for triage. Macro F1 and balanced accuracy are used as secondary checks to 

ensure that improvements in NPL detection do not collapse performance on L or DP. Where 

performance is comparable, stability across folds (mean ± standard deviation) is considered to favor 

configurations with more consistent generalization. 

2.10. Implementation and reproducibility 

All experiments are executed under a fixed random seed to ensure run-to-run consistency. 

Stratified 5-fold cross-validation is implemented using StratifiedKFold(n_splits=5, shuffle=True, 

random_state=42), and the same seed (SEED=42) is also passed to the learning algorithms and 

oversampling modules used in the executed scenarios. For each fold, the full pipeline (fold-wise 
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preprocessing, optional resampling, and the classifier) is fitted only on the training split and then applied 

to the corresponding validation split to generate strictly out-of-sample predictions. To support 

auditability and exact metric recomputation, fold-level artifacts are saved. Each fold directory saves the 

fitted pipeline as joblib file, fold validation predictions as parquet file (including y_true, y_pred, and 

class probabilities proba_L, proba_DP, proba_NPL aligned to the fixed label order L/DP/NPL), and fold 

metrics as json file (including the confusion matrix and class counts for train/validation). A lightweight 

completion marker is written per fold, and any fold-level failure is captured so that errors are traceable 

without interrupting other folds. OOF predictions are aggregated across folds to produce one prediction 

per record and saved as parquet file. Summary statistics (mean and standard deviation across folds, along 

with the number of completed folds) are exported as  csv file. These saved OOF scores provide a 

consistent basis for all reported metrics and probability-based diagnostics, including ROC/PR curves, 

calibration plots, and threshold trade-off analyses, without retraining the models. 

3. RESULT 

3.1. Dataset and Evaluation Protocol 

The early-warning dataset contained 2,253 loan records represented by 20 predictors and a three-

class outcome (L, DP, NPL). The class distribution was moderately imbalanced, with 1,331 observations 

labeled as L, 543 labeled as DP, and 379 labeled as NPL. All results reported in this section were 

obtained using stratified 5-fold cross-validation. In each fold, preprocessing and model training were 

performed only on the fold-specific training split, and predictions were generated only for the 

corresponding held-out validation split. Out-of-fold (OOF) predictions were concatenated across folds 

to form a single prediction set covering all samples. This aggregated OOF set was used consistently to 

compute the summary metrics and to generate all plots. Accordingly, each record contributes exactly 

one prediction to the reported metrics, and these predictions are produced under strictly out-of-sample 

conditions within the cross-validation protocol. Two model families were evaluated: Random Forest 

and XGBoost. For each model, four imbalance-handling strategies were compared, matching the 

executed run artifacts: (i) a baseline configuration without resampling, (ii) a weighting configuration 

(class weighting for Random Forest and sample weighting for XGBoost), (iii) SMOTENC 

oversampling, and (iv) Borderline-SMOTE oversampling. 

3.2. Overall Multi-class Performance 

 

Table 1. Overall Multi-class Metrics 

Classifier 
Augmentat

ion 
Accuracy 

Balanced 

Accuracy 
Macro F1 

Weighted 

F1 

ROC 

AUC 

Macro 

ROC 

AUC 

Weighted 

Cohen 

Kappa 
MCC 

Random Forest Baseline 0.7008 0.5877 0.6036 0.6581 0.8187 0.8079 0.3927 0.4304 

Random Forest Weight 0.7088 0.5986 0.6161 0.6678 0.821 0.8106 0.4102 0.4484 

Random Forest SMOTENC 0.7053 0.6133 0.6309 0.6789 0.8162 0.8054 0.4253 0.4436 

Random Forest 
Borderline 

SMOTE 
0.7155 0.622 0.6432 0.6898 0.8175 0.8067 0.4432 0.4632 

XGBoost Baseline 0.7053 0.6401 0.6595 0.696 0.8316 0.8188 0.4496 0.4546 

XGBoost Weight 0.6902 0.6499 0.6655 0.6931 0.8299 0.8171 0.4444 0.4454 

XGBoost SMOTENC 0.6991 0.6382 0.6552 0.6901 0.8332 0.8201 0.4405 0.4448 

XGBoost 
Borderline 

SMOTE 
0.6995 0.6376 0.6559 0.6916 0.8346 0.8218 0.4418 0.446 

 

Overall multi-class performance across L, DP, and NPL is summarized in Table 1, computed from 

the aggregated OOF predictions. 
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Table 1 reports overall correctness and class-balanced performance across the three classes (L, 

DP, NPL). Accuracy spans a narrow range from 0.6902 to 0.7155, with the highest accuracy achieved 

by Random Forest with Borderline-SMOTE (0.7155). In contrast, class-balanced aggregates show 

clearer separation: balanced accuracy ranges from 0.5877 to 0.6499, peaking under XGBoost with 

weighting (0.6499), while macro F1 ranges from 0.6036 to 0.6655, also highest for XGBoost with 

weighting (0.6655). Weighted F1 ranges from 0.6581 to 0.6960, with the best value obtained by the 

XGBoost baseline configuration (0.6960). Probability-ranking behavior across all classes is summarized 

by one-vs-rest ROC-AUC in macro and weighted forms, which range from 0.8162 to 0.8346 (macro) 

and from 0.8054 to 0.8218 (weighted), with the strongest values observed for XGBoost with Borderline-

SMOTE (0.8346 macro; 0.8218 weighted). Chance-corrected and correlation-based agreement statistics 

further contextualize performance under imbalance: Cohen’s kappa ranges from 0.3927 to 0.4496 

(highest for the XGBoost baseline at 0.4496), and MCC ranges from 0.4304 to 0.4632 (highest for 

Random Forest with Borderline-SMOTE at 0.4632). 

3.3. NPL-focused Early-warning Performance 

NPL-focused early-warning performance is summarized in Table 2, computed in a one-vs-rest 

view (NPL vs. non-NPL) using the predicted NPL probability from OOF outputs. 

 

Table 2. NPL Focused Early Warning Metrics 

Classifier Augmentation F1 (NPL) 
Precision 

(NPL) 

Recall 

(NPL) 

PR AUC 

(NPL) 

ROC AUC 

(NPL) 

Random Forest Baseline 0.7896 0.9504 0.6782 0.859 0.9268 

Random Forest Weight 0.7989 0.9506 0.6914 0.8575 0.927 

Random Forest SMOTENC 0.7812 0.8842 0.702 0.853 0.9252 

Random Forest Borderline SMOTE 0.7867 0.9021 0.6993 0.8476 0.9232 

XGBoost Baseline 0.7953 0.8881 0.7231 0.8718 0.9393 

XGBoost Weight 0.7976 0.8869 0.7284 0.8713 0.9385 

XGBoost SMOTENC 0.8035 0.8837 0.7389 0.878 0.9434 

XGBoost Borderline SMOTE 0.7921 0.8804 0.7231 0.8735 0.9429 

 

Table 2 isolates early-warning performance for the highest-risk class using a one-vs-rest view 

(NPL vs. non-NPL) and the predicted NPL probability. NPL recall ranges from 0.6782 to 0.7389, with 

the highest recall achieved by XGBoost with SMOTENC (0.7389). NPL precision is consistently high 

(0.8804 to 0.9506), with the maximum value obtained by Random Forest with weighting (0.9506). NPL 

F1 ranges from 0.7812 to 0.8035, with the best value achieved by XGBoost with SMOTENC (0.8035). 

Ranking-oriented metrics show comparable but discriminative differences across strategies: PR-AUC 

for NPL ranges from 0.8476 to 0.8780 and ROC-AUC for NPL ranges from 0.9232 to 0.9434, with the 

strongest PR-AUC (0.8780) and ROC-AUC (0.9434) both attained by XGBoost with SMOTENC. 

3.4. Cross-Scenario Comparison of Overall Metrics 

Figures 3–6 visualize the overall multi-class metrics reported in Table 1. Figure 3 shows that 

accuracy varies within a narrow range (0.6902–0.7155), with the highest accuracy achieved by Random 

Forest with Borderline-SMOTE (0.7155). Figure 4 shows that weighted F1 exhibits a similar but not 

identical ordering, peaking for the XGBoost baseline configuration (0.6960), reflecting the influence of 

class frequency weighting. 

 

https://jutif.if.unsoed.ac.id/


Jurnal Teknik Informatika (JUTIF)  Vol. 7, No. 4, August 2026, Page. 3146-3164 
P-ISSN: 2723-3863  https://jutif.if.unsoed.ac.id                                       

E-ISSN: 2723-3871  DOI: https://doi.org/10.52436/1.jutif.2026.7.4.5611 

 

 

3155 

 
Figure 3. Comparison of Accuracy Plot 

 

 
Figure 4. Comparison of Weighted F1 Plot 

 

Figure 5 indicates that balanced accuracy provides clearer separation than raw accuracy, with the 

strongest value under XGBoost with weighting (0.6499). Figure 6 shows a consistent pattern for macro 

F1, again peaking under XGBoost with weighting (0.6655), which reflects improved class-balanced 

performance. 

 

 
Figure 5. Comparison of Balanced Accuracy Plot 

 

 
Figure 6. Comparison of Macro F1 Plot 
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3.5. Cross-Scenario Comparison of NPL-focused Metrics 

Figures 7–10 visualize the NPL-focused metrics reported in Table 2. Figure 7 shows that NPL 

recall is maximized by XGBoost with SMOTENC (0.7389), followed by XGBoost with weighting 

(0.7284) and the XGBoost baseline/Borderline-SMOTE configurations (0.7231). Figure 8 shows that 

NPL F1 follows a similar pattern, with XGBoost with SMOTENC achieving the best value (0.8035), 

while other configurations remain close but lower. 

 

 
Figure 7. Comparison of Recall on NPL Class 

 

 
Figure 8. Comparison of F1 on NPL Class 

 

Ranking performance for NPL is summarized in Figures 9–10 using PR-AUC and ROC-AUC 

computed from the predicted NPL probability. Figure 9 shows that PR-AUC for NPL is highest under 

XGBoost with SMOTENC (0.8780), while Figure 10 shows that ROC-AUC for NPL is also highest 

under XGBoost with SMOTENC (0.9434), followed closely by XGBoost with Borderline-SMOTE 

(0.9429). PR-AUC is included because it is sensitive to class imbalance and summarizes precision–

recall behavior across thresholds, while ROC-AUC provides a complementary threshold-independent 

separability view for the NPL probability score. 

 

 
Figure 9. Comparison of PR-AUC on NPL Class 
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Figure 10. Comparison of ROC-AUC on NPL Class 

 

3.6. Diagnostics for the Selected Configuration 

Based on the NPL-focused detection and ranking metrics in Table 2, XGBoost with SMOTENC 

was selected for detailed diagnostics using the aggregated out-of-fold (OOF) predictions. Table 3 reports 

the aggregated OOF confusion matrix for the three-class task (L/DP/NPL), and the same information is 

visualized as a heatmap in Figure 11. The matrix indicates that most correct classifications occur on the 

diagonal (L→L = 1,109; DP→DP = 186; NPL→NPL = 280), while the dominant errors are confusion 

between neighboring risk stages, particularly DP misclassified as L (340 cases) and L misclassified as 

DP (202 cases); NPL errors are primarily routed to DP (NPL→DP = 57) rather than directly to L 

(NPL→L = 42). 

 

Table 3. Confusion Matrix (OOF) for XGBoost with SMOTENC 

True \ Pred L DP NPL 

L 1109 202 20 

DP 340 186 17 

NPL 42 57 280 

 

 
Figure 11. Confusion Matrix of XGBoost with SMOTENC 

 

Beyond hard-class outcomes, probability diagnostics are computed from the OOF NPL score 

under a one-vs-rest view (NPL vs non-NPL). Figure 12 shows the precision–recall (PR) curve for NPL 

detection with AP/PR-AUC = 0.8772, summarizing the precision–recall trade-off across thresholds 

under class imbalance. Figure 13 shows the ROC curve for the same NPL score with AUC = 0.9426, 

indicating strong separability between NPL and non-NPL in a threshold-independent manner. 
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Figure 12. PR Curve of XGBoost with SMOTENC 

 

 
Figure 13. ROC Curve of XGBoost with SMOTENC 

 

To assess probability reliability for deployment-oriented use, Figure 14 presents the calibration 

curve for the NPL probability computed from OOF predictions. Deviations from the diagonal indicate 

that predicted probabilities can be over- or under-confident in some ranges, so calibration is reported as 

an additional diagnostic alongside discrimination metrics. Finally, Figure 15 reports the threshold trade-

off by sweeping the decision threshold; as the threshold increases, precision increases while recall 

decreases, and the F1 curve highlights the range of operating points that maintain a strong balance 

between missed NPL cases and false alarms for early-warning triage. 

 

 
Figure 14. Calibration Curve of XGBoost with SMOTENC 
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Figure 15. Threshold Trade-off of XGBoost with SMOTENC 

 

4. DISCUSSIONS 

4.1. Overview of Key Findings 

This study examined early-warning credit status classification using a three-class scheme (L, DP, 

NPL) and compared tree-based learners under multiple imbalance-handling strategies. The findings 

reinforce that early-warning settings should be judged primarily by minority-risk utility—particularly 

the ability to identify and rank potential NPL cases—rather than by overall correctness alone, because 

adverse outcomes are typically less frequent and the costs of missed deterioration are asymmetric. In 

line with this objective, the most meaningful performance separation across configurations emerged in 

NPL-oriented metrics and probability-ranking measures, which are directly relevant when risk 

operations prioritize accounts by score for review and intervention. Across model families, gradient-

boosted trees generally delivered stronger class-balanced behavior than bagging-based trees when 

assessed with macro-level measures and NPL-sensitive metrics, consistent with evidence that boosted 

decision-tree ensembles are highly competitive for structured, tabular credit prediction tasks. Among 

the imbalance strategies, mixed-type oversampling designed for categorical–numeric tabular data 

provided the most favorable NPL-focused performance in this dataset, suggesting that the choice of 

imbalance treatment can be as consequential as the choice of classifier when the feature space contains 

substantial categorical structure, 

4.2. Mixed-Type Oversampling and Early-Warning Performance 

A core methodological challenge in early-warning credit datasets is mixed feature types. 

Categorical descriptors such as product segment, geographic fields, education, occupation, and contract 

structure can carry substantial predictive signal, yet they often induce high-dimensional and sparse 

representations when encoded for modeling, particularly when categories are numerous or long-tailed. 

In this setting, oversampling methods that assume a purely continuous feature space may generate 

unrealistic synthetic observations or amplify noise if they do not explicitly account for categorical 

variables. SMOTENC addresses this mixed-type constraint by limiting interpolation to numeric 

attributes while assigning categorical attributes using neighborhood-consistent rules, thereby reducing 

the risk of creating implausible category combinations. The observed advantage of this approach is 

consistent with benchmarking work showing that oversampling effectiveness is strongly modulated by 

dataset structure—class overlap, sparsity, and mixed-type predictors—and that methods designed for 

mixed feature types can improve minority coverage without the same degree of categorical distortion. 

Borderline-SMOTE remained competitive, which aligns with its design intent to strengthen decision 

regions where minority and majority classes overlap and misclassification is more likely. However, the 
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most consistent gains in NPL recall and NPL probability ranking were associated with the strategy that 

explicitly respects categorical structure in addition to expanding minority representation. 

4.3. Interpreting Performance for Early Warning in Credit 

Early warning is operationally closer to screening and prioritization than to static label 

assignment. In credit monitoring, the key failure mode is typically missing high-risk accounts that 

should have been escalated for closer review, provisioning attention, or early remediation; consequently, 

sensitivity for the adverse class is often prioritized in evaluation and model selection [11], [14]. The 

results indicate that the selected configuration improves NPL detection while also strengthening 

probability-ranking quality for NPL versus non-NPL, a property that is particularly useful when 

workflows triage cases by score (PR-AUC) rather than relying on a single hard threshold [11], [12]. 

False alarms nevertheless impose operational costs, including review load and potential customer 

friction. For that reason, precision for NPL predictions remains a necessary complement to recall, and 

the recall–precision balance should be tuned to institutional capacity and risk appetite through decision-

threshold selection on the predicted NPL probability [14], [28]. The threshold trade-off and calibration 

diagnostics are therefore not ancillary outputs; they help translate model discrimination into deployable 

decision rules that control workload while maintaining sensitivity to emerging deterioration [11]. 

4.4. Implications for Credit Monitoring Operations 

For credit operations, an early-warning classifier can support continuous monitoring by 

identifying accounts that warrant proactive review and by ranking them by estimated NPL risk. This is 

aligned with the practical role of early-warning systems in supporting portfolio quality management, 

provisioning readiness, and supervisory expectations for risk surveillance [1], [19], [20]. Stronger NPL-

oriented PR-AUC and ROC-AUC indicate improved separability in probability space, which is valuable 

for watchlist construction and for allocating limited monitoring resources to the most urgent cases first 

[11], [14]. A ranking-capable early-warning score can be operationalized as tiered escalation (e.g., high-

risk watchlist, moderate-risk monitoring, low-risk routine), enabling differentiated actions such as 

earlier outreach, verification of borrower conditions, restructuring discussions, or collateral review. 

When used responsibly, this may reduce loss severity by prompting earlier, less intrusive interventions 

before delinquency deepens [14]. In addition, score trajectories over time can provide a practical signal 

of risk drift for previously healthy accounts, which supports ongoing monitoring rather than one-off 

classification. 

Because the early-warning feature set includes product and contract descriptors, model outputs 

can also inform analytics-led risk oversight at the segment and product level, provided governance and 

interpretability requirements are met [13]. Aggregating predicted NPL probabilities across product 

types, repayment structures, or regions may reveal concentrations of elevated risk, motivating targeted 

policy adjustments such as tighter underwriting criteria, revised tenor limits, or strengthened 

documentation requirements. Such use should remain decision-supportive and should be complemented 

by sensitivity checks to distinguish genuine risk concentration from sparsity effects in long-tailed 

categories [24]. Early-warning models intersect with collections through “pre-collections” design: risk 

escalation can occur before severe delinquency, enabling earlier engagement and potentially mitigating 

downstream recovery costs. In practice, deployability depends on an operational workflow that defines 

score refresh cadence, tiered thresholds aligned to review capacity, and monitoring dashboards for 

performance stability and drift [29], [30]. Such integration is important because early-warning outputs 

often feed recurring governance cycles (e.g., monthly portfolio reviews) and must remain stable enough 

for consistent decision-making. 
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While this study does not claim monetary savings, the OOF probability outputs enable a 

transparent cost-sensitive triage simulation that institutions can parameterize with their own operational 

realities. A simple approach is to define a cost matrix over outcomes (e.g., higher cost for missing an 

NPL than for a false alarm) and evaluate expected cost across candidate thresholds on p(\mathrm{NPL}) 

using the OOF predictions. This framework turns model selection and threshold choice into an explicit 

trade-off between (i) expected missed-deterioration risk and (ii) expected review workload, without 

requiring any externally assumed currency values; the bank can plug in internally validated cost ratios 

and capacity constraints to choose an operating point consistent with risk appetite and staffing. 

Banking deployments require clear governance, auditability, and periodic validation. Feature 

choices must be documented and justified, especially when demographic or geographic descriptors are 

present, because these variables can raise fairness and compliance concerns even when used as coarse 

proxies for economic context [13]. The emphasis on imbalance-aware metrics and probability-based 

diagnostics is compatible with model risk management expectations in high-stakes settings, where 

decision support must be transparent and defensible [12]. Explainability tooling (e.g., permutation 

importance or SHAP) can further support accountability by linking risk scores to actionable drivers, 

although such analyses should be treated as complementary to, rather than substitutes for, sound 

validation [13]. 

4.5. Implications for applied ML / Informatics 

From an applied ML and informatics perspective, the study illustrates a practical, reproducible 

framework for imbalance-aware learning on mixed-type tabular data that is directly transferable beyond 

credit risk. First, the pipeline enforces fold-safe processing—imputation/encoding fitted on training 

folds only, and oversampling applied only within training folds—reducing leakage risk that can 

otherwise inflate minority-class performance. Second, adopting out-of-fold (OOF) aggregation as the 

single basis for reporting metrics and plots yields a consistent evaluation surface where every record 

contributes exactly one out-of-sample prediction, which is particularly important when diagnostics such 

as PR/ROC curves, calibration curves, and threshold trade-offs are used for decision support rather than 

only for headline scores. Third, the explicit separation of scenarios (baseline, weighting, SMOTENC, 

Borderline-SMOTE) provides an audit-friendly way to compare interventions on the learning process, 

while keeping the model family fixed, which aligns with good experimental hygiene in applied ML. The 

artifact-oriented implementation (saved per-fold pipelines, per-fold predictions, OOF tables, and metric 

summaries) also maps naturally to MLOps practices such as experiment tracking, data versioning, and 

model governance. In high-stakes domains, these artifacts support traceability, post-hoc analysis, and 

periodic revalidation. More broadly, reporting discrimination together with calibration and threshold 

behavior promotes a decision-centric evaluation mindset in informatics: models are not only compared 

by separability, but also by how reliably their scores can be converted into operational actions under 

constraints. 

4.6. Limitations 

Several limitations constrain interpretation and generalization. First, the dataset is modest in size 

and reflects a single context, so performance may vary across institutions, underwriting standards, and 

macroeconomic regimes. Second, stratified cross-validation estimates average generalization under an 

exchangeability assumption, whereas real credit monitoring is inherently temporal; time-based 

validation (e.g., training on earlier periods and testing on later periods) would better reflect deployment 

conditions when timestamps are available. Third, early-warning feature availability and timing should 

be verified carefully. Even when overt identifiers are excluded, some monitoring variables can be 

proximate to outcomes, and the operational meaning of “early” depends on when each attribute becomes 
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observable in the workflow. Fourth, oversampling methods can increase overfitting risk—especially in 

the presence of rare categorical levels—so rare-category handling and stability checks are necessary 

safeguards when resampling is used in mixed-type data. 

4.7. Future Research 

Several extensions would strengthen both scientific and operational value. A first priority is 

temporal evaluation and robustness analysis, including time-split testing, drift monitoring, and stress-

aware validation under changing economic conditions. Such analyses connect early-warning modeling 

to supervisory and macroprudential use cases where risk signals inform provisioning and capital 

planning under adverse scenarios. Second, probability calibration deserves deeper attention because 

early-warning systems frequently rely on thresholded probabilities for triage decisions; calibration 

methods can be assessed to improve decision consistency across thresholds and over time. Third, 

interpretability and governance analyses should be expanded using established explanation approaches 

for tree ensembles to verify that learned risk drivers align with domain expectations and to support 

auditability. Finally, future work can incorporate explicit cost-sensitive optimization and capacity-aware 

thresholding to align model selection with institutional loss functions and operational constraints, rather 

than relying exclusively on generic statistical objectives. Additional extensions include exploring 

alternative data sources where permissible and evaluating hierarchical approaches for geographic 

granularity, while maintaining rigorous validation to preserve early-warning reliability. 

5. CONCLUSION 

This study developed and compared early-warning multi-class credit risk models that categorize 

accounts into L, DP, and NPL using a consistent Stratified 5-fold cross-validation protocol with out-of-

fold (OOF) aggregation. The experimental design emphasized practical early-warning requirements, 

where minority-risk sensitivity and probability ranking are more consequential than marginal gains in 

overall accuracy. Accordingly, evaluation prioritized class-balanced and NPL-focused metrics (macro 

F1, balanced accuracy, NPL recall and F1, PR-AUC and ROC-AUC for NPL vs. non-NPL). Across all 

scenarios, NPL-centered metrics exposed meaningful differences in early-warning behavior. Among the 

tested model families, the gradient-boosted approach consistently provided stronger class-balanced 

performance than the bagging-based alternative, reflecting its ability to capture non-linear interactions 

and complex decision boundaries present in mixed numerical and categorical banking data. 

The best-performing configuration combined gradient boosting with SMOTENC-based 

resampling, achieving the strongest performance on the key early-warning objectives, including the 

highest NPL recall, NPL F1, and the most favorable PR-AUC and ROC-AUC for distinguishing NPL 

from non-NPL. These results indicate that the selected model not only reduces missed high-risk cases 

but also produces more informative probability scores for risk ranking, which is central to operational 

triage and prioritization in portfolio monitoring. Finally, the visual diagnostics produced from OOF 

predictions support the same conclusion: the chosen configuration offers a superior balance between 

identifying NPL cases and maintaining usable probability outputs for decision-making. 

From an applied Informatics/Computer Science perspective, the study contributes a practical 

blueprint for imbalance-aware learning on mixed-type tabular data that emphasizes leakage-resistant 

evaluation via fold-safe preprocessing and OOF-based reporting, and complements headline metrics 

with probability diagnostics (calibration and threshold trade-offs) to bridge model evaluation and 

deployable decision rules. Future work should (i) extend validation to temporal splits and external 

datasets to better reflect real monitoring conditions, (ii) improve and verify probability calibration 

(including calibrated models and stability checks across time), and (iii) incorporate stronger 
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explainability and governance analyses (e.g., SHAP/feature attribution consistency and segment-level 

error analysis) to support auditability and safe operational adoption. 
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