Jurnal Teknik Informatika (JUTIF) Vol. 7, No. 4, August 2026, Page. 3625-3640
P-ISSN: 2723-3863 https://jutif.if.unsoed.ac.id
E-ISSN: 2723-3871 DOI: https://doi.org/10.52436/1.jutif.2026.7.4.5562

Retrieval-Augmented Generation and DeepSeek-R1 Large Language
Models for Implementing Financial Report Chatbot for Companies Listed
on the Indonesia Stock Exchange

Ivana Lucia Kharisma®!, Haldies Gerhardien Pasya?, Alun Sujjada’

.23 [nformatics Engineering Study Program, Nusa Putra University, Indonesia

Email: 'ivana.lucia@nusaputra.ac.id
Received : Dec 10, 2025; Revised : Jan 28, 2026; Accepted : Feb 9, 2026; Published : Aug 17, 2026

Abstract

The Indonesia Stock Exchange (IDX) requires all listed companies to publish financial statements regularly to ensure
transparency for investors and stakeholders. However, the increasing volume, complexity, and technical language of
these reports create significant barriers for timely analysis, particularly for retail investors, regulators, and academic
researchers. This limitation highlights the urgent need for intelligent systems capable of automating the extraction
and interpretation of key financial information. This study aims to design and evaluate a Retrieval Augmented
Generation (RAG) model to process financial reports, specifically the audited 2024 financial statements of Bank
BCA and Bank Mandiri, in order to develop more efficient Al-based tools for managing complex financial
documents. The research adopts a quantitative experimental approach using income statements from PT Bank Central
Asia Tbk and PT Bank Mandiri (Persero) Tbk for the years 2023-2024. The methodology involves multimodal text
extraction with Gemini Flash 2.0, preprocessing and cleaning using Regular Expressions (Regex), document
chunking, and embedding generation with the multilingual-e5-small model. A Qdrant vector database is used for
storage and retrieval, while DeepSeek-R1 serves as the transformer-based LLM for generating responses. Model
performance was evaluated using BERTScore and ROUGE, supported by expert assessment. The system produced
strong results, with BERTScore averages of 0.8074 (precision), 0.8253 (recall), and 0.8156 (F1-score). ROUGE
evaluation yielded average scores of ROUGE-1: 0.5986 and ROUGE-2: 0.4531. Expert evaluation confirmed high
parsing accuracy (94.6%) and the system’s ability to generate accurate, contextually relevant, and multilingual
responses. Beyond its practical application, this study contributes to the advancement of scientific knowledge by
providing an integrated framework for multimodal financial document processing using RAG-based LLMs. Overall,
the study successfully developed a RAG-based LLM chatbot capable of effectively extracting, processing, and
answering queries related to financial reports, demonstrating strong semantic alignment and supporting the
development of more accessible Al-driven financial analysis tools.
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1. INTRODUCTION

The stock exchange is an official institution that regulates and provides a marketplace for trading
securities in the capital market. Since the colonial era, even during Dutch rule, the stock exchange has
played a vital role in mobilizing funds from the public, known as investors, through the activities of its
members [1] . In the context the Indonesia Stock Exchange (IDX) requires all listed companies to
regularly publish financial statements as a form of transparency towards investors and other
stakeholders.

Financial statements consist of data that provide a summary of financial situation, serving as
indicators of the company’s performance [2]According to the Financial Accounting Standards (PSAK),
financial statements are composed of five main reports: the Income Statement, which shows the
company’s profitability over a period; the Balance Sheet (Statement of Financial Position), which
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records assets, liabilities, and equity at a specific date; the Cash Flow Statement, which details cash
inflows and outflows reflecting the company’s liquidity; the Statement of Changes in Equity, which
explains changes in owners’ equity during the reporting period; and the Notes to Financial Statements,
which provide additional explanations, accounting policies, and important details related to figures in
the main reports [3]Together, these reports offer a comprehensive picture of the financial health,
operational performance, and sustainability prospects of the company.

Financial statements' main purpose is to provide information about the state of the business , serve
as accountability of the management to shareholders, and act as a foundation for making decisions and
strategic planning [2], [4], [5]. However, due to the complexity of the data involved, many companies
face challenges in presenting this information in an easily understandable manner [6], [7], [8]. Extracting
key insights often requires considerable time and effort. A rule-based symbolic learning model trained
by the Greedy Search algorithm and a comparable model trained by the Tabu Search algorithm has
shown to be quite successful in obtaining financial data from NASDAQ-listed businesses[9] .Rule-based
information extraction methods have been proposed, demonstrating an accuracy of 86.07% [10], but
they still face limitations, especially regarding flexibility with varying report structures.

Other studies have explored information mining from financial texts and developed advanced
information extraction models blending Natural Language Processing (NLP) and machine learning
techniques [11], [12], [13]. These techniques allow for the very accurate and efficient automatic
extraction of important financial data, trends, and insights from unstructured textual content [10].
Techniques such as named entity recognition [12], syntactic parsing, and sentiment analysis have proven
effective in analyzing, understanding, and extracting meaning from financial reports [14]. Through
natural language processing, sentiment analysis, and other text-mining technologies, the paper quantifies
the subjective expression in financial reports and introduces intermediaries [15].
Automated Financial Sentiment Analysis (FSA) has been shown to be an effective tool for financial
forecasting and commercial decision-making [16], [17]. The developed extraction models can accurately
classify and extract vital financial data such as revenue, expenses, net income, and earnings per share
(EPS), with average precision, recall, and F1 scores of 92%, 88%, and 90%, respectively[10]. Despite
this progress, challenges remain in terms of model interpretability and compliance with regulations and
data privacy requirements. Eventhooug using rule-based, NLP, and machine learning approaches have
demonstrated high accuracy in extracting and analyzing financial information, these methods remain
limited in adaptability to diverse report structures, lack interactive document-level understanding, and
often require substantial manual intervention.

With the development of large language models (LLMs) [18]and artificial intelligence (Al) [19],
there is an opportunity to overcome the limitations of rule-based methods . Al-powered chatbots, which
enable users to interact via text, images, and voice while providing fast and automated responses, are
becoming increasingly relevant [20]In particular, chatbots enhanced with Retrieval Augmented
Generation (RAG) and LLMs can improve performance by combining external information retrieval
and large-scale text generation [21], [22].

RAG integrates two types of memory: internal knowledge stored within the model and external
information retrieved from sources such as PDF documents. The retriever fetches relevant textual
documents based on input queries, and the generator produces outputs based on both the input and
retrieved documents [23]Large Language Models, built on transformer architectures with billions of
parameters, excel in context understanding, reasoning, and generating coherent responses [24]. By
combining RAG with LLMs, systems can deliver more accurate, context-aware, and data-driven
answers [25].

The purpose of this project is to create and assess a Retrieval Augmented Generation (RAG)
model for processing financial reports, specifically the audited financial statements of Bank BCA and

3626


https://jutif.if.unsoed.ac.id/
https://doi.org/10.52436/1.jutif.2026.7.4.5562

Jurnal Teknik Informatika (JUTIF) Vol. 7, No. 4, August 2026, Page. 3625-3640
P-ISSN: 2723-3863 https://jutif.if.unsoed.ac.id
E-ISSN: 2723-3871 DOI: https://doi.org/10.52436/1.jutif.2026.7.4.5562

Bank Mandiri for 2024, sourced from the IDX website. The methodology includes preprocessing steps
such as text extraction from PDFs, cleaning unwanted symbols and formatting, and splitting documents
into smaller searchable chunks. User queries are matched with report content, and answers are generated
using DeepSeck-R1, a transformer-based LLM optimized for Indonesian and English language
understanding and document-based question answering. The model’s performance is evaluated using
BERTScore and Rouge metrics to assess answer accuracy, relevance, and contextual appropriateness.

This research is expected to contribute to developing more efficient and effective Al-based tools
for handling complex financial documents, improving accessibility, and providing accurate financial
insights.

2. METHOD

This study employs a quantitative method with an experimental approach aimed at designing,
developing, and evaluating the performance of a chatbot based on Retrieval Augmented Generation
(RAG). Each stage is carried out systematically, starting from problem identification, data collection,
RAG system design, model evaluation, to the implementation (deployment) phase. This method is
chosen because it can provide objective and measurable results based on numerical data and
standardized metric-based evaluations. The stages of the process can be seen in the following Figure 1.
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Figure 1. Stage of research process

2.1. Data Collection

The Indonesia Stock Exchange's (IDX) official website was used to acquire data for this study,
accessible at https://www.idx.co.id. The data source used consists of financial statements of publicly
listed companies that have been officially published on the website. The data collected is limited to the
income statements of two major banking companies in Indonesia, namely PT Bank Central Asia Tbk
(BBCA) and PT Bank Mandiri (Persero) Tbk (BMRI), obtained in the form of annual reports for the
years 2023 and 2024 or quarterly reports in PDF format. From these financial reports, only the income
statement section was used as the object of analysis, while other sections such as the balance sheet, cash
flow statement, and notes to the financial statements were excluded as they are not relevant to the
research objectives. For documentation and further analysis purposes, the income statement sections
from each bank were compiled into documents totaling five (5) pages, described in Figure 2 sample
from PT Bank Mandiri data.
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PT BANK MANDIRI (PERSERD) Tok.
DAM ENTITAS ANAKNYALAND ITS SUBSIDIARIES

A

Figure 2. Sample data of the Income Statement of PT Bank Mandiri (Persero) Tbk for the years 2023
and 2024

2.2. System Design

This section describes the design stages of the Retrieval Augmented Generation (RAG)-based
chatbot system, which was developed to answer questions related to financial reports in a more relevant
and contextual manner, described in Figure 3.
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Figure 3. Retrieval-Augmented Generation (RAG) system designed

This diagram illustrates a Retrieval-Augmented Generation (RAG) system that responds to user
inquiries user queries based on financial reports. A person initiates the process by uploading a financial
report (PDF). This document is then processed by a multimodal Large Language Model (LLM) to extract
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Question-Answer (Q&A) pairs, which are further refined using Regex parsing into smaller, manageable
chunks for context. These Q&A snippets, along with the entire document and incoming user questions,
are recorded in a vector database after being transformed by an embedding model into numerical
representations (embeddings) and stored in a vector database. When a user asks a question via the chat
web app interface, its embedding is used to retrieve relevant Q&A pairs from the database. Finally, an
LLM model uses these relevant retrieved answers to formulate a coherent response to the user's question,
with an evaluation step ensuring the quality of the generated answers.

2.2.1. Pre Processing

Processing financial reports in PDF format requires extraction methods capable of handling text,
tables, graphics, and complex layouts that conventional techniques struggle with. Multimodal LLMs
address these challenges by interpreting information across multiple modalities simultaneously,
producing more accurate and comprehensive extractions than text-only models[26]. They effectively
recognize document structures, visual contexts, and intricate relationships that traditional methods often
miss [27]. This study uses the Gemini Flash 2.0 model due to its advanced ability to interpret multimodal
content and extract key information from both textual and visual data. The extracted content is then
structured into question—answer (Q&A) pairs to support the Retrieval-Augmented Generation (RAG)
process, following practices used in datasets such as FinQA, where experts created Q&A pairs to
represent analytical reasoning on financial reports [28]To finalize the dataset, Regular Expressions
(Regex) are applied to identify and separate Q&A pairs using specific patterns, producing a systematic
and well-structured dataset for subsequent stages.

2.2.2. Embedding and Vector Database

Each text chunk is then converted into an embedding vector, which transforms the text into a
high-dimensional numerical representation that can be further processed by the system, especially
during the semantic search phase in the Retrieval-Augmented Generation (RAG) architecture [29]. The
vectors generated from the embeddings are stored in a vector database, such as Qdrant, which enables
vector search based on semantic similarity. This vector database is optimized for fast and efficient
retrieval, ensuring that relevant information can be easily found based on contextual or semantic
similarity.

2.2.3. Query Context and LLM

This stage functions as the central component of the RAG architecture, integrating document
retrieval with the generative abilities of an LLM to produce contextual answers. The process starts by
converting the user’s question into a high-dimensional vector using the multilingual-e5-small
embedding model to ensure semantic alignment with document embeddings [30]. This vector is used to
perform a semantic similarity search—typically with cosine similarity—in the vector database,
retrieving the most relevant document chunks. These chunks are then arranged into a coherent context
and incorporated into the LLM prompt to guide its understanding. Using Llamalndex with DeepSeek-
R1, the LLM generates accurate, context-aware answers in Indonesian based on the extracted financial
report information. All text chunks are transformed into embedding vectors and stored in a vector
database such as Qdrant, which supports efficient semantic similarity search and fast retrieval of relevant
information [31].

2.2.4. Evaluation

The evaluation phase measures the quality and relevance of answers produced by the RAG-based
chatbot using standardized quantitative metrics for objective assessment, specifically BERTScore and
ROUGE [32], [33]. The process begins by converting both candidate and reference sentences into
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semantically meaningful numerical representations using pre-trained Transformer models such as
BERT, RoBERTa, or XLNet. These models generate contextual embedding vectors for each token,
allowing the system to distinguish different meanings of the same word depending on its usage (e.g.,
“bank” as a financial institution or a riverbank). After all tokens are transformed into embeddings, the
similarity between token pairs is calculated [34] The cosine similarity between a reference token
embedding e(xi) and a candidate token embedding e(x") is computed as:

e(xi)-e(x))

51m(xl,x1) = W“e(x])” (1)
Description:
o Xi : token i in the reference sentence
o X/ : the t-th token in the candidate sentence
. e (xi) : Bert contextual embedding vector for reference token
. e (x)) : Bert contextual embedding vector for candidate tokens
o || e (xi) || : norm (length) of the reference token embedding vector
o |le (x)|| : candidate token embedding vector norm
. Sim (xi, x): semantic similarity value between two tokens

BERT Score evaluates semantic similarity through cosine similarity between token vectors of
candidate and reference sentences, producing a matrix that reflects the semantic closeness of each token
pair [34]

Reperry = (1+ [x]) =Z(x,ex)max(,e,.ex)(x? %) @
i

Posim = A +ID =)  maxwen(d%) ©)

(xjex
F(Bert) =2 P(BERT) -R(BERT) (4)
P(gErT) + R(BERT)
Description :

o X : Token embeddings from the reference.
o x : Token embeddings from the generated) .
o xi : The i-th token embedding in the reference sentence.
o X7 : The j-th token embedding in the candidate sentence.
o x| : Number of tokens in the reference.
o [x"| : Number of tokens in the candidate
o xiTx! : Dot product between normalized embeddings of tokens xi and x*]
o max(-) : Maximum similarity score selected among all possible token pairs.

Recall-Oriented Understudy for Gisting Evaluation is known as ROUGE. It contains methods to
automatically assess the quality of a summary by comparing it to other (ideal) human-written
summaries. The metrics describe the n-grams, word sequences, and word pairs, between references
given and generated results [35], [36]. In this study, the model was assessed using ROUGE metrics,
including ROUGE-1, ROUGE-2. The ROUGE N-gram formulation measures unigram and bigram
overlaps between the generated and reference texts, which correspond to ROUGE-1 and ROUGE-2,
respectively, as presented in the following equation:
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2xPRouge_,x RRouge_,

ROUGE — 1p, = (5)

PRouge_4+ RRouge_4

2xPRouge_,x RRouge_
ROUGE — 2y = 98-z £z ()
2xPRouge_,+ RRouge_,

Description :
o PRouge.; : ROUGE-1 precision, proportion of unigrams (single words)
. RRouge.: : ROUGE-1 recall, proportion of unigrams in the reference text
o PRouge., : ROUGE-2 precision, proportion of bigram (two consecutive words)
o RRouge.> : ROUGE-1 recall, proportion of bigrams in the reference text

2.3. Answer Validity by Expert Evaluation

At this stage, an assessment of the chatbot is conducted to determine the extent to which the
system can provide accurate, clear, and easily understandable information in assisting the interpretation
of financial statements. The evaluation focuses on the quality of the chatbot's answers to questions based
on publicly listed companies' financial reports. The testing involves an accounting lecturer as an expert
reviewer, who evaluates the accuracy, relevance, and clarity of the chatbot’s responses. The evaluation
is carried out manually by comparing the chatbot’s answers with pre-prepared reference answers.
Through this approach, insights are gained into the chatbot’s capability to deliver correct answers and
effectively support the understanding of financial statements.

2.4. Deployment

After the testing phase is completed and the system is confirmed to function as required, the
deployment process is carried out to ensure that the Retrieval-Augmented Generation (RAG)-based
chatbot can be accessed by users over the internet. This deployment includes several key components:
the frontend, backend, vector service (Qdrant), and hosting environment (Cloud Run). The steps and
requirements for each component are as follows.

2.4.1. Frontend

The user interface is built using modern web technologies, including React as the main JavaScript
library for creating interactive interfaces, Vite as the build tool to accelerate development, and Tailwind
CSS to speed up interface styling using a utility-first approach.

2.4.2. Backend

The backend is developed using FastAPI, a lightweight and high-performance Python web
framework [37], [38]. It handles user requests, manages communication with the Al model, and retrieves
documents from the vector store. Qdrant is used as the vector store for storing and managing vector
representations of documents used in the retrieval process.

2.4.3. Google Cloud

Google Cloud is used to ensure availability and scalability [39]. The FastAPI backend is
containerized using Docker and deployed via Google Cloud Run, which supports auto-scaling and
container management without the need for manual server infrastructure configuration.

2.4.4. Vercel

Vercel is a platform optimized for React and Vite-based applications [40]. It provides an
automated CI/CD pipeline and supports preview deployments, making the testing process more
efficient.
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3. RESULT

For the research it uses the 2024 financial reports of PT Bank Central Asia Tbk (BCA) and PT
Bank Mandiri (Persero) Tbk, focusing on the income statement section. These data serve as the primary
source for extracting key financial information to support the development of a Retrieval-Augmented
Generation (RAG)-based system.

3.1. PDF Document Preprocessing

The pre-processing stage is carried out to prepare relevant text data from the PDF document
before it is used in a Retrieval-Augmented Generation (RAG)-based chatbot system. This process aims
to transform raw documents into a structured dataset in a question-and-answer (Q&A) format, which
can be further processed during the embedding and indexing stages. The main steps involved are as
follows:

3.1.1. Text Extraction

Text extracted from a PDF document using Gemini Flash 2.0, an Al model capable of
automatically converting document content into digital form [41]. The extraction results retain the
question-and-answer (Q&A) structure well, producing raw text that is accurate and informative as a
basis for further processing, sample given in Figure 4:

Figure 4. Sample Extraction Result

3.1.2. Parsing and Cleaning

The extracted text is then processed using Regular Expressions (Regex) to separate the question
(Q) and answer (A) sections [42]. The regex pattern used successfully identifies Q&A blocks
systematically, achieving a parsing accuracy of 94.6%, resulting in a structured dataset ready to be used
in the embedding and retrieval stages, as described in Table 1 :

Table 1. Example Results of Q&A Text Parsing Using Regex

Dataset Cleaning Dataset
Q: Berapa pendapatan bunga PT Bank Central Berapa pendapatan bunga PT Bank Central Asia
Asia Tbk dan syariah pada tahun 20247 Tbk dan syariah pada tahun 20247,

A: Pendapatan bunga PT Bank Central Asia Tbk Pendapatan bunga PT Bank Central Asia Tbk
dan syariah pada tahun 2024 adalah 93.991.349 dan syariah pada tahun 2024 adalah 93.991.349
juta Rupiah. juta Rupiah.

3.2 Creating Embedding and Vector Database

At this stage, the chunked text is transformed into high-dimensional vector representations using
an embedding model [43]. This study utilizes the multilingual-e5-small model from Hugging Face,
which is compatible with the Llamalndex framework due to its ability to understand multilingual
context, including Indonesian. Each text chunk is converted into a numerical vector that captures its
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semantic meaning and is then stored in the Qdrant vector database [44]. This vector store enables
similarity-based searches between vectors, thereby supporting efficient context retrieval during the
chatbot system’s retrieval process. This stage serves as a crucial foundation in the Retrieval-Augmented
Generation (RAG) pipeline, as the quality of the vector representations directly impacts the accuracy of
matching answers to user queries, given example in Figure 5:

chunk_id, 1, text,

5 i "Q: Berapa pendapatan bunga PT Bank Central Asia Tbk dan entitas
anak pada tahun 2024?

A: Pendapatan bunga PT Bank Central Asia Tbk dan entitas anak pada tahun
2024 adalah 93.991.349.",

Figure 5. Result of the Embedding Model

3.3. Query Context and Large Language Model (LLM) Integration

This stage is the core of the Retrieval-Augmented Generation (RAG) architecture, where the
system combines document retrieval capabilities with the generative intelligence of a Large Language
Model (LLM) to produce accurate and relevant answers. User queries are first transformed into high-
dimensional vector representations using the multilingual-e5-small model, which is the same embedding
model used during the document indexing process. By aligning the semantic space between the query
and documents, the system ensures more precise and effective context matching. The query vector is
matched against the collection of document vectors stored in the Qdrant vector database using semantic
similarity metrics such as cosine similarity [45]. The system then selects the top 5 most relevant text
snippets based on similarity scores as supporting context to answer the query. The retrieved context
along with the user’s query is then passed to the deepseek-rl LLM model via integration with the
Llamalndex framework. The deepseek-r1 model processes this information to generate comprehensive,
clear, and relevant answers in Indonesian. By using deepseek-rl1, the generated answers are not only
based on generative capabilities but also grounded in the specific contextual data from the selected
financial report documents, resulting in more accurate and user-tailored responses. In addition to the
LLM-based RAG approach, this study also implements a rule-based baseline system to enable a fair and
controlled performance comparison. The rule-based method utilizes the same set of predefined
evaluation questions used in the LLM testing phase. The outputs of this rule-based system serve as a
baseline reference for evaluating the effectiveness of the LLM-based approach using quantitative
metrics such as ROUGE and BERTScore.

3.4. Evaluation Using BertScore and RougeMetrics

To assess the quality and relevance of the answers generated by the Retrieval-Augmented
Generation (RAG) system, this study employs two commonly used automatic evaluation metrics:
BERTScore and ROUGE. Following the previously described evaluation setup, a rule-based baseline is
included by directly adopting the reference answers as outputs, thereby representing the upper-bound
performance in the evaluation. BERTScore measures semantic similarity by computing contextual
embeddings at the token level using a pre-trained BERT model, providing Precision, Recall, and F1
scores that capture paraphrasing and semantic equivalence beyond exact token matches. Meanwhile,
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ROUGE evaluates lexical overlap between the generated text and the reference text using ROUGE-1
(unigrams) and ROUGE-2 (bigrams), which assess fluency and textual similarity. Based on the
evaluation of eight financial report-based questions, the average BERTScore results showed a Precision
of 0.8074, Recall of 0.8253, and F1-score of 0.8156. Evaluation using the ROUGE metric yielded an
average ROUGE-1 score of 0.5986, ROUGE-2 of 0.4531. The results are showed in the following Table
2.

Table 2. Result Manual Evaluation of RAG-Based Chatbot Responses

No Question LLM Response Expert Review status
1 Berapakah laba bersih per Laba bersih per saham dasar 445 rupiah valid
saham dasar dan dilusian  dan dilusian yang dapat
yang dapat diatribusikan  diatribusikan kepada pemilik
kepada pemilik entitas entitas induk PT Bank Central
induk PT Bank Central Asia Tbk pada tahun 2024
Asia Tbk pada tahun adalah 445.
20247
2 Berapakah laba bersih per Laba bersih per saham dasar 589.93 Rupiah valid
saham dasar dan dilusian ~ dan dilusian yang dapat pada 2023 dan
yang dapat diatribusikan  diatribusikan kepada pemilik 597.67 Rupiah
kepada pemilik entitas entitas induk PT Bank Mandiri pada 2024.
induk PT Bank Mandiri (Persero) Tbk. pada tahun
pada tahun 2023 dan 2023 adalah **589.93
20247 Rupiah** dan pada tahun 2024
adalah **597.67 Rupiah**,
3 Berapakah laba bersih per Laba bersih per saham dasar 589.93 Rupiah valid
saham dasar dan dilusian  dan dilusian yang dapat
yang dapat diatribusikan  diatribusikan kepada pemilik
kepada pemilik entitas entitas induk PT Bank Mandiri
induk PT Bank Mandiri pada tahun 2023 adalah 589.93
pada tahun 2023? Rupiah.
4  Berapakah kenaikan eps ~ Kenaikan EPS Bank BCA dari 12.66% valid
bank bca tahun 2023 dan  tahun 2023 ke 2024 adalah 50.
20247
Pada tahun 2023, EPS adalah
395, dan pada tahun 2024, EPS
meningkat menjadi 445.
Perhitungannya adalah 445
(2024) - 395 (2023) = 50.
5 What are the basic and The basic and diluted earnings  Pada tahun 2023 valid
diluted earnings per share per share (EPS) attributable to adalah 395
attributable to owners of  the owners of PT Bank Central rupiah,
the parent entity PT Bank  Asia Tbk are as follows: sedangkan pada
Central Asia Tbk in 2023 tahun 2024
and 2024? - #%2023:** 395 adalah 445
- ¥%2024:%* 445 rupiah.

Both figures represent the EPS
for both basic and diluted
shares, as the provided data
does not differentiate between
the two.

Table 2 presents the results of a manual evaluation of five out of eight questions related to the
financial reports of Indonesian banks posed to the Retrieval-Augmented Generation (RAG) system. All
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responses were rated as valid by experts, indicating the system’s accuracy and relevance in generating
information. The answers to questions regarding the EPS of Bank BCA and Bank Mandiri aligned
numerically with reference data. Even for multilingual queries, the system responded accurately. These
results reinforce the findings from the automatic evaluation (BERTScore and ROUGE), which
demonstrated strong semantic and lexical performance.

From the results of using the baseline using the same questions as the RAG and LLM tests, it is
shown in the comparison graph of the Bert score and Rouge values obtained using the rule baseline and
using RAG and LLM which are described in Figure 6 below:

Comparison of BERTScore and ROUGE Metrics
Rule-based Baseline vs RAG-based LLM

B Fule-based Baseline

12 10
- RAG (LLM)
o.spe nsis
04531
E."l, o
o o Gdﬁt*w

Figure 6. Comparison of BertScore and Rogue Metrics

08

Score

From the Figure 6, it can concluded that BERTScore indicates that the RAG-based LLM exhibits
high semantic alignment with reference answers, whereas the upper-bound performance is represented
by the rule-based baseline. Variations in ROUGE scores indicate that the LLM generates lexically
diverse but semantically accurate responses.

A time based simulation was held to describe efficiency comparison between using conventional
workflow for identifying specific financial indicators from annual reports typically requires manual
document navigation and cross-referencing, which may take approximately 10—15 minutes per query.
Using the proposed system, the same task can be completed within an estimated 2—4 minutes by directly
retrieving and summarizing relevant report sections, resulting in an approximate 70% reduction in
analysis time [46] .

3.5. Deployment

Deployment includes the distribution of the frontend as the user interface and the backend which
manages document retrieval, embedding processing, and calling the Large Language Model (LLM).
With proper deployment, the RAG system can provide fast and relevant answers based on the indexed
documents. On the frontend side, the application was built using the React framework combined with
Vite as the build tool to speed up the development process. After development was completed, the
frontend was deployed using the Vercel service, which supports direct integration with the GitHub
repository. The following image , Figure 7 shows that the application was successfully deployed and is
accessible via the internet. In Figure 8 we can see results of one example chat question and the response
of it. The backend was successfully developed using FastAPI and proved capable of responding to
requests quickly and stably. The use of Qdrant as a vector database enables efficient storage and retrieval
of vector data. After local testing, the backend API demonstrated good performance and ran without
errors. The backend was then successfully deployed to Google Cloud Run, making it publicly accessible
with auto-scaling support that responds dynamically to traffic loads. These results indicate that the
backend is ready for production use without the need for manual server management.
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Figure 7. Home page

= Chatfine

erape persen kenaikan Eamings Per Share bark bea dar tahun 2024 dan
tanun 20237

D
Untuk menghitung persentase kenaikan Earnings Per Share (EPS)
Bank BCA dari tahun 2023 ke tahun 2024, kita dapat menggunakan
data EPS yang tersedi:
EPS tahun 2023: 355
EPS tahun 2024: 445

Persentase kerakan dapat dihitung dengar

M) 100 = (&) x 100 =

ikan Earnings Per Share (EPS) Bank BCA dari tahun 2023
024 adalah sekitar 12.66%. Ini menunjukkan peningketan
g dapat diatribusikan per saham kepada pemilik

beraga persen kenaikan Earnings Per Share bank mandir dari
tahun 2024 dan tahun 20237

Figure 8. Chatbot page

4. DISCUSSIONS

The findings of this study align with several studies emphasizing the effectiveness of RAG in
knowledge-based NLP tasks. Research that [23]demonstrated that RAG can improve accuracy in
knowledge-intensive tasks due to its ability to accurately incorporate external information. Subsequent
studies [24], [25]confirmed that LLM with external memory has more stable and secure reasoning
capabilities than purely generative LLM.

Previous research on information extraction in financial reports [10] and [28] used classical and
rule-based NLP models that were limited to specific formats. Their accuracy was quite high but they
were unable to handle layout variations, mixed language, or non-structural queries. The system
developed in this study demonstrates increased flexibility due to its use of multimodal extraction
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(Gemini Flash 2.0) and semantic retrieval. This positions this study as a new generation of approaches
that are more adaptive to complex documents. Compared to studies of RAG specifically for education
and domain knowledge [32], [33] the system in this study operates in a domain with a high risk of
information errors, namely audited financial reports. Therefore, the success of maintaining accuracy up
to >94% in parsing and response indicates that this RAG-LMM approach is more mature for real-world
applications. As a comparison to the related findings on the use of RAG using the LLM model in the
analysis of financial report documents is the proposed a hierarchical retrieval framework with evidence
curation that improves performance on large financial document corpora [47] . Prior work [48] analyzed
RAG pipeline components and their impact on answer quality in financial domains. It can be concluded
that RAG systems are increasingly capable of handling domain-specific, high-stakes financial content,
enabling practical benefits such as enhancing transparency in IDX disclosures. However, some
limitations need to be acknowledged that arise due to ambiguous or out-of-domain queries and also
complexity in financial statements that can cause chat responses to be biased and hallucinatory.

5. CONCLUSION

This study successfully implemented a chatbot system based on a Large Language Model (LLM)
using the Retrieval-Augmented Generation (RAG) approach to assist in the analysis of financial
statements of companies listed on the Indonesia Stock Exchange (IDX). The system is capable of
extracting information from financial reports in PDF format, performing text preprocessing, converting
the data into vector representations, and storing them in a vector database (Qdrant) to support the
retrieval of relevant information in response to user queries. The system was evaluated using two widely
adopted automatic evaluation metrics: ROUGE and BERTScore. The BERTScore evaluation yielded
promising results, with an average precision of 0.8074, recall of 0.8253, and F1-score of 0.8156,
indicating strong semantic alignment between the generated responses and the reference answers.
Additionally, the ROUGE evaluation results showed an average ROUGE-1 score of 0.5986 and
ROUGE-2 of 0.4531, reflecting a good level of lexical overlap and textual similarity. Furthermore,
manual evaluation by domain experts on selected questions confirmed that the system was able to
provide accurate and contextually relevant responses, including in multilingual settings. These results
demonstrate that the proposed RAG-based LLM system is effective for financial information retrieval
and question answering in the context of corporate financial disclosures and contributes to the
advancement of knowledge in multimodal information extraction. For future research, addressing more
complex financial PDF layouts, training with other dataset financial reports from other companies,
improving retrieval efficiency, and optimizing embedding strategies for large-scale financial datasets
are recommended.
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