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Abstract

The enforcement of digital sovereignty mandates, specifically Indonesia's Government Regulation No. 71 of 2019,
necessitates the adoption of private cloud infrastructures that facilitate strict data localization; however, traditional
bare-metal deployments may exhibit less flexibility, while typical containerized solutions may not fully address the
database integrity required for institutional scalel. This study proposes a secure, containerized self-hosted cloud
architecture integrating Nextcloud, PostgreSQL, and Docker, secured via a Zero Trust Network Access (ZTNA)
tunnel to achieve a "Closed-Default" security posture. To evaluate this architecture, the system was validated against
a traditional bare-metal LAPP (Linux, Apache, PostgreSQL, PHP) stack using a novel Resource Efficiency Index
(REI) designed to quantify the computational overhead of compliance alongside network throughput analysis over
50 iterations. Empirical results indicate that while the containerized architecture incurs a tangible virtualization
overhead, resulting in a lower Resource Efficiency Index (69.44 vs. 83.51), it maintains statistical performance parity
in network throughput (p > 0.05). Furthermore, the proposed architecture achieves superior CPU optimization (0.97%
vs. 1.15%) and structurally reduces external attack surfaces. These findings provide a compliant, reproducible
blueprint for Indonesian institutions, demonstrating that.
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1. INTRODUCTION

In the last decade, digital data has become central to both personal and institutional operations,
resulting in significant reliance on third-party cloud storage platforms. While these platforms offer
convenience and scalability, they also introduce critical concerns, including data privacy, vendor lock-
in, security vulnerabilities, and long-term operational costs[1], [2]. These issues are particularly salient
in Indonesia, where regulatory frameworks increasingly emphasize digital sovereignty and strict data
localization[3]. The government’s push for digital sovereignty is a direct response to the need to protect
citizen data, enhance national cybersecurity, and ensure that the economic value of data benefits the
nation.

Government regulations, specifically Government Regulation No. 71 of 2019 (GR 71), establish
a legal framework for data management, requiring public sector data to be stored and processed
domestically[4]. However, implementing these cross-border data transfer restrictions requires
significant technical and administrative policy capacity from state institutions to ensure true digital
sovereignty is maintained[5]. Scholars like Baldoni and Di Luna argue that this sovereignty must also
be economically sustainable, ensuring continuous access to technological capabilities[6]. This policy
underscores the view that controlling indigenous data infrastructure is crucial for national security and
economic independence[3]. For public institutions, such as government agencies and universities, this
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creates an urgent need for practical, secure, and manageable data storage solutions that align with these
localization mandates.

To address these needs, institutions are increasingly turning to self-hosted alternatives that allow
organizations to control, manage, and store data within their own infrastructure. Among the most
popular of these platforms is Nextcloud, an open-source cloud storage solution that enables file
synchronization, sharing, and collaborative tools within a self-managed environment[7]. Recent
comparative benchmarks between Nextcloud and Owncloud confirm Nextcloud's higher performance
metrics in both upload/download throughput and feature richness for infrastructure-as-a-service (IaaS)
deployments, making it a preferred choice for private cloud storage[8]. Furthermore, security
assessments highlight Nextcloud's robust user management and file encryption capabilities as superior
to other open-source alternatives for local data sovereignty[9].

While the benefits of self-hosting are well-recognized, the implementation process remains a
technical barrier. Prior studies have shown how Docker can streamline deployment[10], [11], and
Thokala emphasizes that containerization is critical for ensuring reproducible builds and scalable
deployments in these environments[12]. Yet the majority of these implementations rely on MySQL or
MariaDB as the default database backend. These configurations, while functional, may not fully
leverage modern enterprise-grade technologies that prioritize data integrity and system maintainability.
As noted by Salunke and Ouda[13], while MySQL is sufficient for general web hosting, PostgreSQL
offers robust transactional integrity and ACID compliance critical for institutional file storage.

Furthermore, the shift from hypervisor-based virtualization to containerization has fundamentally
altered the infrastructure landscape. Benchmarks confirm that while Docker introduces a minor
overhead compared to native execution, it significantly outperforms traditional Virtual Machines (VMs)
in resource-constrained environments by utilizing the host kernel's namespaces rather than emulating
hardware[14], [15]. However, nuances exist; Aqasizade et al. warn that containers running on top of
virtual machines may incur specific performance penalties[16], and Sobieraj and Kotynski note that
operating system choice significantly impacts Docker performance consistency[17]. Additionally, the
rise of DevSecOps necessitates rigorous container security analysis to mitigate vulnerabilities within
these cloud environments[18].

However, the security of such self-hosted deployments remains a primary concern. Traditional
Virtual Private Network (VPN) solutions often introduce latency and grant broad network-level access,
potentially exposing the internal network to lateral movement attacks if a client is compromised. In
contrast, Zero Trust Network Access (ZTNA) significantly outperforms traditional VPNs by isolating
specific applications rather than extending the network perimeter[19]. This application-level isolation
supports the deployment of lightweight security architectures, which Dinh et al.[20] identify as critical
for enhancing cybersecurity in resource-constrained environments without the heavy overhead of
traditional enterprise VPNs. This aligns with the core Zero Trust definitions provided by NIST[21] and
industry standards[22], which mandate a '"Verify Explicitly' approach. Recent studies by Febriyan and
Yuliadi[23], and Jaisudthi et al.[24] empirically demonstrate that ZTNA solutions, such as Cloudflare
Tunnel, offer superior security and comparable performance to VPNs while eliminating the need for
open inbound ports.

Despite the availability of these individual technologies, a critical disconnect exists in their
integration for institutional-scale storage. Existing literature predominantly focuses on ease of
deployment using standard LAMP (Linux, Apache, MySQL, PHP) stacks[7], [25], which often prioritize
setup speed over long-term data integrity and security. Furthermore, while Widarma et al.[26] discussed
IaaS implementations, they did not address the specific security vulnerabilities of opening inbound
firewall ports for remote access. A gap exists for a holistic architectural evaluation that synthesizes
PostgreSQL's integrity, Docker's modularity, and Zero Trust tunnelling. Standard performance analysis
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techniques, as defined by Jain[27], are rarely applied to measure the "computational overhead of
compliance", how efficiently a system utilizes limited hardware resources when all these security and
virtualization layers are active simultaneously.

Current research lacks a unified evaluation that simultaneously quantifies the overhead of
containerization, the transactional integrity of PostgreSQL, and the security benefits of ZTNA tunneling.
Most existing benchmarks isolate these variables, testing either database performance or network
throughput independently. There is no existing study that evaluates the computational overhead of
compliance, measuring how efficiently a system utilizes limited hardware resources when all these
security and virtualization layers are active simultaneously. This research fills this gap by treating the
containerized stack and the secure tunnel as a single holistic unit, evaluating its suitability for Indonesian
data sovereignty compliance not just by whether it functions, but by its operational efficiency on
commodity hardware.

This study introduces a validated architectural synthesis of PostgreSQL, Docker, and Cloudflare
Tunnel designed to meet Indonesian data sovereignty standards. Unlike prior works that focus solely on
functional availability or raw transmission speeds, this study introduces the Resource Efficiency Index
(REI). This novel metric quantifies the aggregate resource cost of compliance, offering a standardized
ratio that relates network throughput to system resource consumption. Consequently, this research
provides empirical validation confirming that modern containerization strategies, when optimized, can
achieve necessary security standards without significant performance penalties compared to bare-metal
implementations. This provides a compliant, validated reference architecture for Indonesian institutions
seeking to implement data sovereignty on commodity hardware.

2. METHOD

This research employed a structured, quantitative methodology to evaluate the performance and
efficiency of a secure, self-hosted cloud storage system. The study utilized a comparative experimental
design to validate the proposed containerized architecture against a traditional bare-metal baseline. To
provide a high-level overview of the experimental sequence, the research workflow is visualized in

Figure 1.
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Figure 1. Implementation Flowchart
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2.1 System Setup and Architecture

The experimental environment was standardized on the Ubuntu 24.04 LTS operating system to
ensure kernel consistency across test groups. Two distinct deployment configurations were established
for comparative analysis. The control group utilized a traditional LAPP stack (Linux, Apache,
PostgreSQL, and PHP) installed directly onto the host operating system, representing the standard
bare-metal deployment method for self-hosted storage. In contrast, the experimental group deployed
the proposed architecture using Docker Engine 26.0.

2.1.1 Database Configuration

PostgreSQL 17.5 was selected as the backend database for both configurations. In the
experimental group, the database service was isolated within a container and linked to the Nextcloud
application service via a private internal bridge network. This configuration ensured that database
traffic remained isolated from the host's public network interface, adhering to modular microservice
principles[10].

2.1.2 Zero Trust Network Access (ZTNA)

To facilitate secure remote access, both configurations utilized the Cloudflare Tunnel daemon
(cloudflared). This implementation enforced a Zero Trust architecture by establishing a persistent,
outbound-only HTTP/2 connection to the Cloudflare edge network. Consequently, the host firewall
was configured with a strict "DENY ALL INBOUND" policy, eliminating the need for open inbound
ports (80/443) and aligning with the "Verify Explicitly" principle[21].

2.2 Experimental Design

The study adopted a 'Black Box' Systemic Testing methodology to capture the cumulative
resource consumption of the architecture. The experiment was designed to measure the impact of the
virtualization layer on two primary dimensions: network throughput and resource efficiency.

2.2.1 Benchmarking Parameters

Testing was executed from an external client workstation to simulate a realistic remote access
scenario, utilizing a symmetric 50 Mbps fiber-optic line that was verified prior to each iteration to ensure
jitter remained below 5ms. Regarding payload selection, two distinct file sizes of 50 MB and 100 MB
were employed for upload and download tests to represent typical institutional workloads, ranging from
standard document uploads to larger media assets[7]. To ensure statistical reliability and mitigate
variances caused by network latency or disk 1/O fluctuations, each test iteration was repeated 50 times
(n = 50), exceeding the minimum sample size of 30 often recommended for central limit theorem
applicability[27].

2.3 Metrics and Variables

To move beyond theoretical micro-benchmarks, this study utilized application-layer metrics that
reflect the actual Quality of Experience (QoE) and system load.

2.3.1 Throughput and Latency

Network performance was measured by recording the time to completion for file transfers.
Throughput (T

avg

100 MB payload.

) was calculated in Megabits per second (Mbps) based on the transfer duration of the
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2.3.2 Resource Efficiency Index (REI)

Moving To quantify the operational resource cost of the compliance architecture, this study
applied the Resource Efficiency Index (E,,,). Adapted from the 'performance per watt' concept in
systems analysis[27], this metric relates network throughput to the absolute system resource
consumption. The REI is calculated using Equation 1:

T,
Eres7—— +——— (1)
(O( ’ Ucpu) + (B ' Umem)

Where T, g represents the average effective throughput (Mbps) measured during the steady-state
transfer phase, and Ucpu and Umem represent the absolute average system utilization (0.0-1.0) of the

CPU and Memory, respectively.

The coefficients ( o) and ( g) in Equation (1) function as weighting factors that allow the REI
metric to be tuned according to specific hardware constraints. In this study, we applied an
Equiproportional Resource Model where ( ¢ = 1.0) and ( g = 1.0).

2.3.3 Data Collection Procedure

Data collection followed the multi-stage workflow depicted in Figure 2. The process initiated
with Baseline Calibration, where a custom Python agent utilizing the psutil library recorded system
metrics during a 30-second quiescent state to establish a resource "noise floor." Stress Injection was
then triggered by uploading a 100 MB random-binary payload via the Nextcloud API. During the
transfer, Active Sampling captured CPU, RAM, and throughput data at 500ms intervals until the request
reached Termination. Finally, a Data Aggregation phase subtracted the baseline means from the active
means to derive the differential utilization values, strictly isolating the computational overhead of the
Dockerized application stack for the final E, . Calculation.

Initialization Baseline Calibration Stress Injection

Normalization Active Sampling

A

Calculation

Figure 2. Data collection workflow

2.3.4 Data Analysis

The collected data were analyzed to determine statistical significance. An Independent Samples
T-Test assuming unequal variances (Welch’s t-test) was conducted to compare the throughput
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performance of the Dockerized architecture against the LAPP baseline. The significance level was set
at ¢ = 0.05. Furthermore, the resource utilization data were processed to derive the REI scores, providing
a comparative ratio of efficiency between the two architectural approaches.

3. RESULT

The implementation and subsequent benchmarking yielded quantitative data regarding system
functionality, network throughput, and resource utilization. The following sections detail the empirical
findings comparing the proposed containerized architecture against the baseline LAPP (Linux, Apache,
PostgreSQL, PHP) stack.

3.1 Network Throughput Performance

Throughput tests measured the time required to upload and download files of 50 MB and 100 MB
sizes over a stable 50 Mbps connection for fifty iterations. The results of these transfers are detailed in
Table 1.

Table 1. Network Throughput Performance

File Size Avg. Upload Time (s) Avg. Upload Time (s)
Nextcloud via Docker Nextcloud via LAPP Stack
50 MB 11.62 (SD =+ 4.3s) 8.90 (SD =% 0.9s)
100 MB 18.85 (SD % 9.1s) 16.10 (SD =+ 5.4s)

As detailed in Table 1, the baseline LAPP stack demonstrated faster transfer times across both

file sizes. The Dockerized architecture exhibited a higher Standard Deviation (SD = 9.1) compared to
the native configuration (SD = 5.4).
To verify if the performance difference between the LAPP stack (M = 16.10s, SD = 5.4) and the
Dockerized architecture (M = 18.85s, SD = 9.1) was statistically significant, an Independent Samples
T-Test was conducted assuming unequal variances (Welch's t-test, n = 50). The analysis yielded a p-
value of 0.068 (t(77) = 1.85, p = 0.068). Since the p-value exceeds the standard alpha threshold (a =
0.05), the null hypothesis cannot be rejected, indicating that the observed difference in throughput is not
statistically significant at the 95% confidence level.

3.2 Resource Efficiency Index (REI)

To quantify the computational cost of the architecture, the Resource Efficiency Index (E,..g) was
calculated based on system metrics captured during the "Stress Injection" phase (100 MB file transfer).
This metric balances the effective throughput against the aggregate system utilization. Table 2 presents
the comparative REI scores.

Table 2. Resource Efficiency Index (REI) Comparison

) Avg Throughput Avg CPU Avg Mem REI Score
Configuration (Tavg) (_Ucpu) (_Umem) (Eros)
LAPP 49.68 Mbps 1.15% 58.36% 83.51
Docker 42.45 Mbps 0.97% 60.19% 69.44

As shown in Table 2, The traditional LAPP stack achieved a higher efficiency score (E,s =
83.51) compared to the Dockerized architecture (E,.s = 69.44). While the Docker configuration resulted
in a lower CPU load (0.97% vs 1.15%), it required a higher memory reservation (60.19% vs 58.36%),
resulting in a lower ratio of throughput to total resource consumption.
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3.3 Comparative Performance Summary

To provide a holistic view of the trade-offs involved in the proposed architecture, Table 3
aggregates the key performance indicators established in the previous sections. This summary
juxtaposes the raw network performance against the computational overhead.

Table 3. Aggregated Comparative Performance Metrics

Metric LAPP Stack (Baseline)  Docker ZTNA (Proposed) Delta (A)
Throughput (100MB) 49.68 Mbps 42.45 Mbps -14.5%
Latency Consistency (SD) +5.4s +9.1s +68.5% (Higher litter)
CPU Utilization 1.15% 0.97% -15.6% (More Efficient)
Memory Utilization 58.36% 60.19% +3.1%
REI Score 83.51 69.44 -16.8%

As detailed in Table 3, the Dockerized architecture recorded a throughput of 42.45 Mbps
compared to the LAPP baseline of 49.68 Mbps (a delta of 14.5%). However, regarding system
utilization, the Dockerized approach maintained a lower CPU utilization of 0.97% against the baseline's
1.15%.

4. DISCUSSION

The implementation of a containerized, self-hosted cloud storage architecture utilizing
PostgreSQL and Zero Trust Network Access (ZTNA) provides a distinct alternative to traditional bare-
metal deployments. The success of this implementation is attributed to specific architectural choices—
namely, the modularity of Docker, the transactional integrity of PostgreSQL, and the topology-hiding
capabilities of Cloudflare Tunnel. This section interprets the efficiency and security implications of
these choices, placing them within the broader context of institutional digital sovereignty and sustainable
informatics.

4.1. Architectural Security Analysis

The deployment resulted in two distinct security postures driven by the network topology of each
architecture. The baseline LAPP configuration necessitated an "Open-Default" posture, requiring the
exposure of ports 80 and 443 to the public internet (0.0.0.0/0) to accept incoming TCP handshakes.

Table 4. Comparative Analysis of Attack Surface Vectors

Vector Traditional LAPP Deployment (Baseline)  Proposed Containerized ZTNA Architecture
Open (Required). Ports 80 and 443 must be Closed (Deny All). No inbound ports are

Inbound Network exposed to the public internet (0.0.0.0/0) to  required. The host firewall enforces a strict

Ports " " :
serve traffic. Deny All Inbound" policy.
. Passive/Listening. The server waits for Active/Outbound. The cloudflared daemon
Connection . . . o .

Initiation incoming TCP handshakes from potentially initiates a persistent, encrypted outbound
malicious clients. HTTP/2 connection to the edge network.

Exposed. The server's public IP is visible to  Cloaked. The origin IP is hidden behind the
IP Visibility scanners (e.g., Shodan), inviting brute-force  Cloudflare proxy; the TCP handshake cannot
and reconnaissance attacks. be initiated directly by an attacker.

Edge Offloading. Traffic is filtered at the
Cloudflare edge, absorbing volumetric attacks
before they reach the institutional
infrastructure

Local Resource Consumption. Malformed
DDoS Mitigation packets consume local CPU cycles and
bandwidth until dropped by the local firewall.
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In contrast, the Containerized ZTNA architecture operated on a "Closed-Default" posture.
Through the utilization of the Cloudflare Tunnel daemon (cloudflared), the network flow was inverted,
initiating an outbound-only, encrypted HTTP/2 connection to the edge network. This configuration
allowed the host firewall to enforce a "Deny All Inbound" policy, technically removing the listening
ports from the external attack surface. Recent implementation studies have validated this approach,
confirming that Cloudflare Tunnel provides a more direct and effective resolution for securing remote
access compared to traditional VPN configurations[23]. Table 4 details the specific vector shifts
observed between the traditional deployment and the proposed architecture.

The data in Table 4 indicates that the proposed architecture eliminates the requirement for open
inbound ports, shifting the security model from a passive listening state to an active outbound state. This
structural change prevents direct IP visibility and offloads volumetric traffic filtering to the edge
network.

Beyond surface-level cloaking, the architecture fundamentally shifts access controls from the
Network Layer (Layer 3) to the Application Layer (Layer 7). As noted by Zohaib et al.[19], the
distinction between Layer 3 and Layer 7 access is pivotal for preventing lateral movement. Unlike the
traditional VPN baseline, which granted the client broad visibility into the LAPP host, the Cloudflare
Tunnel effectively isolated the Nextcloud process. This ensures that even if a client device is breached,
the attacker cannot leverage the connection to scan adjacent server resources.

4.1.1 Alignment with NIST Principles

This design aligns directly with NIST’s Zero Trust Architecture (ZTA) and industry standards[22]
which require systems to assume the network is hostile. By effectively removing the technical capability
for unauthorized external actors to initiate a connection, the system achieves a state of "secure-by-
default." The attack surface is effectively minimized, rendering standard port scanning and direct-IP
exploitation techniques inert.

4.2. Modularity and Maintainability in System Design

The adoption of Docker as the container runtime served as a critical enabler for system
reproducibility. Unlike monolithic server configurations which often suffer from "configuration drift,"
the containerized approach encapsulates the application logic and its dependencies into immutable
units. This aligns with findings by Dwiyatno et al.[10], Potdar et al.[11], and Thokala [12], who argue
that containerization significantly streamlines the deployment pipeline by decoupling the application
from the underlying host operating system. In the context of this study, this modularity allowed for the
seamless integration of the PostgreSQL backend without the library conflicts often associated with
shared-hosting environments. This architectural decoupling suggests that for institutions managing
diverse software portfolios, containerization offers a superior lifecycle management model compared
to traditional rigid server stacks.

4.3. Database Robustness and Resource Allocation

A key finding of this research concerns the resource behavior of the database engine within a
virtualized environment. The empirical data indicates that the Dockerized PostgreSQL instance
achieved superior CPU optimization (0.97% utilization) compared to the bare-metal baseline (1.15%),
despite a higher memory footprint. This observation suggests that the "noisy neighbor" constraints
inherent to container namespaces (cgroups) may inadvertently optimize CPU scheduling by reducing
context-switching overhead for specific instruction sets[16].

While Salunke and Ouda| 13] demonstrated PostgreSQL’s superiority over MySQL in high-concurrency
bare-metal environments, our results extend this validity to containerized deployments. The data implies
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that strict resource bounding does not hamper PostgreSQL's transactional performance for file storage
workloads. However, the observed increase in RAM consumption (approximately 60% vs. 58%)
highlights a necessary trade-off: the operational overhead of the Container Runtime Interface (CRI) acts
as a "memory tax" paid for the benefit of computational efficiency. This distinction is vital for system
architects provisioning Virtual Private Servers (VPS); memory, rather than CPU, becomes the primary
scaling constraint in this architecture.

4.4. Interpretation of Performance and the "Security Tax"

The aggregated data reveals a distinct operational trade-off. As observed in the comparative
summary (Table 3), the proposed architecture trades a 14.5% reduction in raw throughput and a 16.8%
reduction in aggregate efficiency (REI) for a 15.6% improvement in CPU efficiency. This confirms that
while the containerized approach introduces measurable overhead in memory and network latency, it
successfully reduces the specific load on the host processor. The observed 17% throughput reduction
directly quantifies the computational cost of the required network namespace isolation and NAT
bridging.

Furthermore, the significant increase in jitter (Standard Deviation: £9.1s) corroborates Sobieraj
and Kotynski[17], confirming that the abstraction of user-space networking introduces measurable non-
deterministic latency in this specific configuration. For real-time applications (e.g., VoIP), this jitter
would be prohibitive. However, for asynchronous file storage where data integrity and eventual
consistency are paramount, this latency is an acceptable trade-off for the security benefits provided. The
statistical analysis (p > 0.05) further suggests that for standard institutional workloads, the user
experience remains functionally equivalent to bare-metal performance, confirming that the "security
tax" does not render the system unusable.

4.5. The Resource Efficiency Index (REI) and Sustainability

The introduction of the Resource Efficiency Index (REI) serves as a primary informatics
contribution of this study, offering a standardized metric to evaluate the "metabolic efficiency” of
compliance. The lower REI score for the containerized architecture (69.44 vs. 83.51) illustrates that
abstraction layers consume energy.

The design of the REI metric, specifically the equiproportional weighting of CPU and Memory
(a=p), is critical for interpreting these results within the context of the "Noisy Neighbor" phenomenon.
In virtualized institutional environments, such as university data centers, Virtual Private Servers (VPS)
are often provisioned with burstable CPU credits and fixed RAM limits. If an architecture optimizes
solely for CPU (a>f) but neglects memory leaks, it risks Out-Of-Memory (OOM) termination;
conversely, monopolizing CPU cycles (a<f) exhausts burst credits, leading to severe throttling.
Therefore, our results highlight that while the containerized approach incurs a "memory tax," its superior
CPU efficiency (0.97%) makes it uniquely sustainable for these burst-constrained environments.

Furthermore, this CPU efficiency translates to economic scalability. As noted by Baldoni and Di
Luna[6], digital sovereignty requires sustainable economic models. By demonstrating that compliant
architectures can function effectively on low-tier, burstable VPS instances without exhausting CPU
credits, this study provides a blueprint for cost-effective compliance with Government Regulation No.
71 0£2019. The architecture indicates that achieving high-security standards does not necessarily require
enterprise-grade hardware, but rather smarter architectural optimization.

4.6. Comparative Analysis with Recent Benchmakrs

These findings provide critical nuances when juxtaposed with recent benchmarks in the field.
While Alqaisi et al.[14] focused on container performance for edge computing and observed negligible
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overhead in compute-bound tasks, our study contrasts this by analyzing the full application stack,
identifying a tangible 17% overhead in I/O-bound tasks involving encrypted tunnels. Similarly, our
results bridge the gap in database analysis left by Salunke and Ouda[13]; although they established the
transactional robustness of PostgreSQL, they did not account for the virtualization layer, whereas our
data highlights a specific memory overhead absent in their bare-metal scenarios. Furthermore, in the
domain of secure access, we corroborate the conclusions by Zohaib et al.[19] and Jaisudthi et al.[24]
that ZTNA solutions outperform traditional VPNs in scalability, yet we extend their qualitative findings
by quantifying resource efficiency, demonstrating that ZTNA is computationally more intensive per
packet than direct layer-3 routing. This architecture also supports the lightweight security requirements
suitable for smaller organizational units, as recommended by Dinh et al.[20].

5. CONCLUSION

This research successfully demonstrated the deployment of a fully functional, secure, and self-
hosted private cloud system, validating the proposed architecture. By synthesizing Docker
containerization, PostgreSQL transactional integrity, and Zero Trust Network Access (ZTNA)
tunneling, the study establishes a reproducible blueprint that addresses the critical gap between security
and operational performance on commodity hardware. Additionally, the use of Cloudflare Tunnel
proved to be a robust security measure, eliminating the need for open inbound ports and aligning the
architecture with modern DevSecOps and zero-trust principles[18].

Key Scientific and Practical Contributions:

e Development of the Resource Efficiency Index (REI): The study introduced the REI metric to
quantify the efficiency of secure storage architectures. This metric moves the evaluation beyond
raw throughput to a balanced ratio of network performance against CPU and memory consumption,
providing a standardized method for assessing "green" computing compliance.

e Validation of Performance Parity: Empirical results confirmed that the containerized ZTNA
architecture maintains statistical throughput parity (p > 0.05) with traditional bare-metal LAPP
stacks. This provides evidence against the assumption that the virtualization layer introduces
prohibitive latency for institutional file storage.

e Demonstration of CPU Optimization: The research identified a distinct "efficiency dividend" in the
proposed architecture. Despite the overhead of the container runtime, the Dockerized PostgreSQL
implementation achieved a lower CPU utilization (0.97%) compared to the bare-metal baseline
(1.15%). This finding suggests that container isolation effectively minimizes instruction execution
overhead for database processes.

e Economic Viability for Sovereignty: Practically, these findings confirm that Indonesian institutions
can comply with Government Regulation No. 71 of 2019 using low-cost Virtual Private Servers
(VPS) . The reduced CPU load prevents the exhaustion of "burst credits" typical in shared hosting
environments, ensuring sustainable operation without requiring enterprise-grade hardware.

Future research should expand upon these findings by addressing the limitations of the current
single-client stress testing methodology. Subsequent studies should employ distributed load testing
tools, such as JMeter or Locust, to evaluate the stability of the REI metric under high-concurrency multi-
tenancy scenarios typical of large universities. Furthermore, deeper micro-benchmarking of the database
layer is required to isolate specific transaction-per-second (TPS) penalties introduced by the overlay
network. Finally, future iterations should explore the integration of 'Defense-in-Depth' strategies,
specifically the deployment of Web Application Firewalls (WAF) such as ModSecurity or Coraza, and
host-based Intrusion Detection Systems (HIDS) like Falco, to further harden the security posture.
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