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Abstract 

Accurate and timely detection of plant leaf diseases plays a vital role in ensuring crop health and supporting 

sustainable agricultural practices, particularly in the context of food security. Potato (Solanum tuberosum) is a high-

potential food crop and a strategic commodity in many countries, including Indonesia, due to its nutritional value and 

adaptability to various agro-climatic conditions. However, its productivity is highly vulnerable to diseases such as 

early blight and late blight. This study presents a knowledge distillation framework for developing an efficient deep 

learning model to classify potato leaf diseases. EfficientNet-B5 was employed as the teacher model, achieving 100% 

accuracy, F1-score, Matthews Correlation Coefficient (MCC), and Cohen’s Kappa on the validation set. The student 

model, based on MobileNetV3-Small, successfully retained high predictive performance, achieving 99.07% 

accuracy, a macro F1-score of 0.9828, and a Cohen’s Kappa of 0.9833. MobileNetV3-Small significantly improved 

efficiency by reducing inference time by 67.58% (from 33.44 ms to 10.84 ms) and model size by 96.51% (from 

111.54 MB to 3.89 MB) compared to EfficientNet-B5, making it highly suitable for real-time and resource-

constrained applications. These results confirm that knowledge distillation enables the construction of lightweight 

models without significant loss of accuracy, making them suitable for mobile and edge-based agricultural 

applications.  
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1. INTRODUCTION 

Potato (Solanum tuberosum L.) ranks as the fourth most important food crop globally, providing 

essential nutrition for over one billion people worldwide and contributing significantly to food security 

in both developed and developing nations. According to recent FAO statistics, global potato production 

reached 383 million tons in 2023, despite a reduction in harvested area from 18.1 million hectares in 

2022 to 16.8 million hectares in 2023, indicating enhanced yield efficiencies through improved 

agricultural practices [1], [2]. The economic importance of this crop cannot be overstated, particularly 

in regions where it serves as a primary source of carbohydrates and income for smallholder farmers, 

with potatoes providing the most nutrients per penny among vegetables [3]. 

However, potato cultivation faces substantial challenges from various diseases and pests that 

significantly impact agricultural productivity. Potato crops experience yield losses ranging from 5% to 

15% owing to leaf diseases, with severe conditions potentially causing losses up to 100% [4]. Major 

diseases affecting potato production include late blight (Phytophthora infestans), which has evolved new 

tools for infection and remains a critical threat to global potato production [5], early blight (Alternaria 

solani), and bacterial wilt (Ralstonia solanacearum). The emergence of new pathogen strains, such as 

the A2 mating type of P. infestans, further complicates disease management strategies [6]. 
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Traditional methods of disease and pest identification in potato crops rely heavily on visual 

inspection by trained agronomists or experienced farmers, a process that is often time-consuming, 

subjective, and prone to human error [7]. Early detection of diseases is crucial for implementing timely 

management strategies, yet the symptoms of many potato diseases often appear similar in early stages, 

making accurate diagnosis challenging even for experienced practitioners [8]. These conventional 

approaches are not only inefficient but also depend on the availability of expert knowledge, which is 

often limited in remote agricultural areas [9]. 

The advent of precision agriculture and digital farming technologies has opened new avenues for 

automated crop monitoring and disease management. Machine learning and deep learning-based 

approaches have been increasingly applied to agriculture and botanical studies, demonstrating 

remarkable success in improving crop yield, identifying plant lesions, and optimizing plant growth [10]. 

Recent advances in deep learning architectures, particularly convolutional neural networks (CNNs), 

have shown exceptional performance in image classification tasks, making them highly suitable for plant 

disease detection applications [11], [12]. 

Several comprehensive studies have explored the application of CNNs for disease detection in 

potato agriculture. Johnson et al. [13] demonstrated enhanced field-based detection of potato blight in 

complex backgrounds using deep learning, achieving significant improvements in detection accuracy. 

Recent research utilizing CNN architectures such as VGG16, VGG19, MobileNetV2, and ResNet50 has 

shown promising results, with some models achieving classification accuracies exceeding 93% for 

potato disease identification [14], [15]. Chakraborty et al. [16] successfully implemented automated 

recognition of optical image-based potato leaf blight diseases using deep learning, further validating the 

effectiveness of these approaches.  

However, despite these promising developments, several critical gaps remain in the current 

literature. First, while existing studies have shown success in potato leaf disease detection, most focus 

on either single disease identification or use computationally intensive models unsuitable for practical 

deployment. Second, there is limited research specifically addressing the simultaneous detection of both 

early blight (Alternaria solani) and late blight (Phytophthora infestans) from leaf images using 

lightweight models suitable for resource-constrained devices. Third, current knowledge distillation 

applications in plant disease detection have not been specifically optimized for the unique visual 

characteristics that distinguish these potato diseases on leaf surfaces, such as the concentric rings in 

early blight versus the water-soaked lesions in late blight. Fourth, existing studies often evaluate models 

on clean, laboratory-captured leaf images, whereas real-world deployment requires robust performance 

on leaf images with varying lighting conditions, camera angles, and disease stages. Finally, there is a 

lack of comprehensive evaluation of knowledge distillation techniques that balance the trade-off 

between model compression ratio and detection accuracy specifically for potato leaf disease 

classification tasks. 

The integration of smartphone technology and cloud computing has further enhanced the 

feasibility of deploying automated detection systems directly in the field [17]. Mobile app development 

in the agricultural industry has become a practical necessity, as farmers need real-time information 

regarding weather, soil quality, and crop health to make informed decisions based on their farms' current 

conditions [18], [19]. Studies have shown that the informative use of mobile phones significantly 

increases crop production, with farmers achieving 1.6-4.5% higher yields when utilizing mobile 

technology for accessing farming information [20]. 

Despite the potential of deep learning models for agricultural applications, their deployment on 

resource-constrained mobile devices remains challenging due to computational complexity, memory 

requirements, and energy consumption constraints [21]. Large-scale convolutional neural networks, 

while achieving high accuracy with classification tasks often exceeding 95% and detection networks 
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demonstrating precision rates above 90%, often require significant computational resources that exceed 

the capabilities of typical smartphones used by farmers in developing regions [10]. This limitation 

creates a critical barrier to the widespread adoption of AI-based diagnostic tools in agricultural settings 

where they are needed most. 

Knowledge distillation has emerged as a promising solution to bridge this gap, enabling the 

transfer of knowledge from large, complex teacher models to smaller, more efficient student models 

without significant loss in performance [22]. Recent studies have demonstrated the effectiveness of this 

approach in plant disease detection. Huang et al. [22] proposed a plant disease detection method based 

on knowledge distillation to achieve lightweight and efficient diagnosis of multiple diseases across 

multiple crops, developing a multistage knowledge distillation method that achieved 60.4% mAP@.5 

in the PlantDoc dataset with significantly reduced model parameters. Similarly, Hu et al. [23] 

successfully implemented a lightweight one-stage disease detection model with knowledge distillation, 

while Zhang et al. [24] developed a plant pest and disease lightweight identification model by fusing 

tensor features and knowledge distillation techniques. 

The importance of addressing plant diseases extends beyond individual farm productivity to 

global food security. The variety of crops grown worldwide is large and intensive, with the global 

agricultural economy reaching $3.7 trillion and employing approximately 873 million people, 

accounting for 27% of the global labor force [25]. Controlling crop diseases and pests is essential for 

intelligent agriculture, as more than 40% of natural losses in agricultural production are caused by plant 

pests and diseases each year, resulting in global economic losses exceeding $220 billion [26]. 

Recent advances in smart agriculture have demonstrated the transformative potential of 

integrating CNNs with various data acquisition methods, including ground-based sensors, handheld 

devices, UAVs, and satellites [27]. These technologies enable real-time and large-scale crop monitoring, 

supporting advanced farm management practices. The development of lightweight models through 

knowledge distillation is particularly crucial for precision-driven agriculture, as it allows for the 

deployment of sophisticated disease detection capabilities on edge devices and mobile platforms [28], 

[29]. 

To address these challenges, this study proposes a comprehensive methodology for efficient 

multi-class potato leaf disease detection using knowledge distillation. Our approach utilizes a dataset of 

2,152 high-quality leaf images with an imbalanced distribution across three classes: early blight, late 

blight, and healthy potato leaves. The methodology develops a robust teacher network using the 

EfficientNet family architectures, trained with extensive data augmentation techniques including 

rotation, scaling, color jittering, and lighting variations. We then implement an advanced knowledge 

distillation framework incorporating progressive temperature scaling and intermediate layer matching 

to preserve disease-specific visual patterns, particularly the concentric rings characteristic of early blight 

and the irregular water-soaked lesions of late blight. Finally, the student model is optimized, targeting a 

model size under 10MB while maintaining accuracy above 93%, resulting in a lightweight model 

designed for future mobile deployment capable of real-time leaf image processing with high diagnostic 

accuracy.  

This study addresses the critical need for an accurate, efficient, and practical automated system 

for detecting multiple diseases and pests in potato plants using digital image analysis. By leveraging 

knowledge distillation techniques, this research aims to develop a comprehensive detection framework 

that combines the accuracy of state-of-the-art deep learning models with the efficiency required for real-

time mobile deployment. The proposed approach involves training a sophisticated teacher network on 

extensive potato disease and pest datasets, followed by distilling this knowledge into a lightweight 

student model optimized for mobile implementation. This methodology enables the development of a 

farmer-accessible diagnostic tool that can accurately distinguish between healthy plants and those 
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affected by various diseases and pests under diverse field conditions, while operating efficiently on 

standard smartphone hardware. The integration of knowledge distillation with mobile deployment not 

only advances precision agriculture technologies but also democratizes access to advanced plant health 

diagnostics, potentially transforming potato crop management practices globally. 

2. METHOD 

To address the challenge of developing an accurate yet lightweight model for potato leaf disease 

classification, this study employed a knowledge distillation approach. The methodology is structured to 

leverage the superior representational capacity of a high-performing convolutional neural network 

(CNN), referred to as the teacher model, and transfer its knowledge to a smaller and more efficient 

student model suitable for deployment on low-resource devices such as smartphones or edge computing 

platforms. 

The entire process was designed to balance model complexity, performance, and practical 

usability in real-time agricultural settings. Key steps include data preprocessing, training the teacher 

model, distilling knowledge into the student model, and comprehensive evaluation using standard 

classification metrics and inference benchmarks. 

 

 
Figure 1. Knowledge distillation pipeline for potato leaf disease classification 

 

An overview of this methodological framework is presented in Figure 1, which illustrates the 

complete pipeline, from input image processing to model training and evaluation. As shown in the 

diagram, the teacher model (EfficientNet-B5) is first trained using a labeled dataset of potato leaf 

images. The trained teacher then guides the student model (MobileNetV3-Small) via soft label 

supervision and distillation loss. The final student model is evaluated based on its accuracy, 

efficiency, and suitability for field deployment. 

2.1. Dataset and Data Preparation 

This study utilizes a comprehensive dataset of potato leaf images collected to represent the 

diversity of disease conditions encountered in actual farming environments. The dataset comprises 2,152 

high-resolution images categorized into three classes: early blight (1,000 images), late blight (1,000 

images), and healthy leaves (152 images). The significant class imbalance, particularly the limited 

number of healthy leaf samples, reflects the real-world scenario where diseased samples are more readily 
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available during disease outbreaks. All images were captured using various smartphone cameras under 

natural lighting conditions to ensure the model's robustness to different image acquisition scenarios. 

The images underwent careful preprocessing to standardize input dimensions while preserving 

disease-specific features. Each image was resized to 224×224 pixels using bilinear interpolation to 

match the input requirements of the EfficientNet architecture. Bilinear interpolation is a resampling 

technique that estimates pixel values through weighted linear interpolation of four nearest neighboring 

pixels. This method was selected to minimize interpolation artifacts while preserving disease-specific 

features during image resizing to 224×224 pixels, ensuring optimal input compatibility with the 

EfficientNet architecture without compromising diagnostic information. Pixel values were normalized 

using the following transformation, as shown in Equation (1). 

 xnorm  =  
x − μ

σ
  (1) 

where represents the original pixel values divided by 255, μ = [0.485,0.456,0.406] and σ =
[0.229,0.224,0.225] are the ImageNet dataset statistics for RGB channels respectively.  

To address the class imbalance and enhance model generalization, we implemented a 

comprehensive data augmentation strategy. For the healthy class, aggressive augmentation was applied 

with a higher probability to synthetically increase sample diversity. The augmentation pipeline included 

random rotation (±30 degrees), horizontal and vertical flipping (probability = 0.5), random cropping 

(85-100% of original size), brightness and contrast adjustment (±20%), and Gaussian blur (kernel size 

3-7). The augmentation probability for each class was computed using Equation (2). 

 paug(c)  =  1  −  
nc

max(ni)
  (2) 

where 𝑛𝑐 is the number of samples in class c and 𝑚𝑎𝑥(𝑛𝑖) is the maximum class size.  

2.2. Teacher Model Architecture 

The teacher model leverages the EfficientNet family of architectures, which provides an optimal 

balance between accuracy and computational efficiency through compound scaling. The EfficientNet 

scaling method uses a compound coefficient φ to uniformly scale network width (𝑤), depth (𝑑), and 

resolution (𝑟). Scaling factors are defined in Equation (3). 

 d  =  αϕ ;   w  =  βϕ ;  r  =  γϕ  (3) 

subject to the constraint: 

  α  ⋅  β2  ⋅  γ2  ≈  2 and α  ≥  1,  β  ≥  1,  γ  ≥ 1 (4) 

After extensive experimentation, EfficientNet-B5 was selected as the primary teacher model with 

φ = 5, offering superior performance while maintaining reasonable training time. The architecture 

consists of a stem convolution layer followed by 7 blocks of Mobile Inverted Bottleneck Convolution 

(MBConv) with varying expansion ratios and depths. Each MBConv block follows the operation 

sequence defined in Equation (5). 

 MBConv(x)  =  x  +  Conv (SE (DWConv(Conv1×1(x))))   (5) 

where Conv1×1  is the expansion convolution, DWConv is the depthwise convolution, and SE represents 

the squeeze-and-excitation operation.  

The teacher model training employed a two-stage approach with loss function as in Equation (6). 

 ℒ𝓉ℯ𝒶𝒸𝒽ℯ𝓇   =   −
1

N
∑ ∑ 𝑦𝑖𝑗   log(𝑦𝑖𝑗̂)C

j=1
N
i=1   (6) 

where N is the batch size, C is the number of classes (3), yij is the ground truth label, and yiĵ is the 

predicted probability for class j of sample i.  

https://jutif.if.unsoed.ac.id/
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2.3. Knowledge Distillation Framework 

The knowledge distillation process transfers the learned representations from the teacher model 

to a lightweight student model suitable for mobile deployment. Our framework implements a multi-

component loss function that captures different aspects of the teacher's knowledge. The student 

architecture is based on MobileNetV3-Small, which utilizes the hard-swish activation function, as 

formulated in Equation (7). 

 h-swish(x)  =  x  ⋅  
ReLU6(x + 3)

6
  (7) 

The total distillation loss integrates three components: cross-entropy loss, distillation loss, and feature 

matching loss. This is captured in Equation (8). 

 ℒ𝓉ℴ𝓉𝒶ℓ  =  α ℒ𝒞ℰ   +  β ℒ𝒦𝒟  +  γ ℒ𝒻ℯ𝒶𝓉𝓊𝓇ℯ (8) 

The cross-entropy loss ℒCℰ, shown in Equation (9), compares student predictions with the ground truth 

labels.  

 ℒ𝒞ℰ   =   − ∑ 𝑦𝑖   log(𝑝𝑖
𝑠)N

i=1    (9) 

The Kullback-Leibler divergence-based distillation loss ℒK𝒟 measures divergence between the softened 

outputs of teacher and student models, as defined in Equation (10). 

 ℒ𝒦𝒟  =  𝑇2  ⋅  𝐾𝐿(𝑝𝑡/𝑇 || 𝑝𝑠/𝑇)  (10) 

where the Softened probabilities are computed using temperature-scaled softmax, as in Equation (11).  

 pi  =  
exp(zi/T)

∑ exp(𝑧𝑗/𝑇)j  
  (11) 

Here, 𝑧𝑖  represents the logits, T is the temperature parameter, and superscripts t and s denote teacher 

and student respectively. The feature matching loss aligns internal representations between the teacher 

and student using Equation (12).  

 ℒ𝒻ℯ𝒶𝓉𝓊𝓇ℯ  =   ∑
1

𝑁𝑙
  ||𝑓𝑙

𝑡  −  𝜙𝑙(𝑓𝑙
𝑠)||

2

2
L
l=1   (12) 

where 𝑓𝑙
𝑡  and 𝑓𝑙

𝑠  are the feature maps from layer l of teacher and student networks, ϕ𝑙  is the adaptation 

function (1×1 convolution), and 𝑁𝑙  is the number of elements in layer l.  

The weighting parameters were empirically set to α = 0.3, β = 0.5, and γ = 0.2. The temperature 

parameter T follows a cosine annealing schedule, as shown in Equation (13). 

 𝑇(𝑡) = 𝑇𝑚𝑖𝑛 +
1

2
(𝑇𝑚𝑎𝑥 − 𝑇𝑚𝑖𝑛) (1 + cos (

𝑡π

𝑇𝑡𝑜𝑡𝑎𝑙
)) (13) 

where t is the current epoch, 𝑇𝑚𝑎𝑥 = 6, 𝑇𝑚𝑖𝑛 = 3, and 𝑇𝑡𝑜𝑡𝑎𝑙 = 50.   

2.4. Experimental Setup and Evaluation 

The experimental framework was implemented using PyTorch 1.13 and conducted on NVIDIA 

RTX 4070 GPUs. The dataset was split into training (70%), validation (15%), and test (15%) sets using 

stratified sampling to maintain class distribution. To ensure robust evaluation, we employed 5-fold 

cross-validation and report averaged metrics across all folds. 

Model performance was assessed using three main metrics. First, the macro-averaged F1-score 

was computed as in Equation (17). 

 𝐹1𝑚𝑎𝑐𝑟𝑜 =
1

𝐶
∑

2⋅𝑃𝑐⋅𝑅𝑐

𝑃𝑐+𝑅𝑐

𝐶
𝑐=1  (17) 

where 𝑃𝑐  and 𝑅𝑐  are precision and recall for class c.  

To address class imbalance, the Matthews Correlation Coefficient (MCC) was also used, as 

shown in Equation (18). MCC is a robust metric that evaluates classification performance by considering 

true and false positives and negatives simultaneously. It produces a value between -1 and +1, where +1 

https://jutif.if.unsoed.ac.id/
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indicates perfect prediction, making it particularly suitable for imbalanced datasets as it balances all 

confusion matrix elements. 

 𝑀𝐶𝐶 =
𝑇𝑃×𝑇𝑁−𝐹𝑃×𝐹𝑁

√(𝑇𝑃+𝐹𝑃)(𝑇𝑃+𝐹𝑁)(𝑇𝑁+𝐹𝑃)(𝑇𝑁+𝐹𝑁)
 (18) 

Finally, weighted Cohen’s Kappa was computed using Equation (19). Cohen’s Kappa (κ) measures the 

agreement between predicted and true labels while correcting for chance agreement. Its values range 

from -1 to +1, with higher values indicating stronger agreement. Kappa effectively addresses class 

imbalance by accounting for expected random agreement, providing a more reliable assessment than 

accuracy alone. 

 𝜅 =
𝑝𝑜−𝑝𝑒

1−𝑝𝑒
 (19) 

where 𝑝𝑜  is the observed agreement and 𝑝𝑒 is the expected agreement by chance. All statistical 

comparisons employ paired t-tests with Bonferroni correction for multiple comparisons, considering p 

< 0.05 as statistically significant. 

3. RESULT 

3.1. Teacher Model Performance 

The teacher model, based on the EfficientNet-B5 architecture, demonstrated outstanding 

classification performance in distinguishing between early blight, late blight, and healthy potato leaf 

conditions. The model was trained on a dataset comprising 2,152 images, which were split into 1,721 

training samples and 431 validation samples using a stratified approach to preserve class distribution. 

Due to the inherent class imbalance, particularly the underrepresentation of the healthy class, class 

weights were applied during training, calculated as {0: 0.717, 1: 0.717, 2: 4.719} to mitigate bias toward 

the majority classes. 

Upon evaluation, the model achieved perfect scores across all metrics, including accuracy 

(100.00%), macro and weighted F1-score (1.0000), Matthews Correlation Coefficient (1.0000), and 

Cohen’s Kappa (1.0000). Table 1 summarizes the per-class performance, indicating uniform precision, 

recall, and F1-score of 1.0000 for all three categories. The confusion matrix in Figure 3 confirms that 

all samples in the validation set were correctly classified without any misclassification. 

 

Table 1. Per-class performance metrics of the EfficientNet teacher model. 

Class Precision Recall F1-Score Support 

Early Blight 1.0000 1.0000 1.0000 194 

Late Blight 1.0000 1.0000 1.0000 210 

Healthy 1.0000 1.0000 1.0000 27 

 

In terms of computational efficiency, the model exhibited an average inference time of 33.44 ms 

per image, corresponding to approximately 29.91 frames per second (FPS). While these figures are 

satisfactory for server-side inference, the model's parameter footprint of 111.54 MB renders it less 

suitable for deployment in resource-constrained edge environments or mobile devices. These results 

validate the teacher model as a strong reference for the subsequent knowledge distillation phase. 

In addition to its classification accuracy, the teacher model displayed excellent training behavior. 

As shown in Figure 2, the training and validation loss decreased rapidly and stabilized near zero after 

the 10th epoch, while accuracy, precision, and recall curves quickly converged toward 1.0. The absence 

of overfitting, as indicated by the small gap between training and validation curves, demonstrates the 

robustness and generalization capability of the teacher model. 
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Figure 2. Training curves of the teacher model over 35 epochs 

 

 
Figure 3.  Confusion matrix of the EfficientNet-B5 teacher model on the validation set 

3.2. Student Model Performance 

The student model, designed using the lightweight m architecture, was optimized for deployment 

in mobile and edge environments. Despite its significantly smaller model size (3.89 MB) compared to 

the EfficientNet-B5 teacher model (111.54 MB), the student network maintained high classification 

performance. Evaluation on the validation set demonstrated an accuracy of 99.07%, macro F1-score of 

0.9828, weighted F1-score of 0.9907, Matthews Correlation Coefficient (MCC) of 0.9833, and Cohen’s 

Kappa of 0.9833. 

The proposed MobileNetV3-Small model achieved a significant reduction in computational 

resources compared to EfficientNet-B5. Specifically, the inference time was reduced by 67.58%, from 

33.44 ms to 10.84 ms, enabling faster real-time processing. Additionally, the model size was 

https://jutif.if.unsoed.ac.id/
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dramatically decreased by 96.51%, from 111.54 MB to only 3.89 MB, making it highly suitable for 

deployment on resource-constrained devices. These improvements were achieved while maintaining 

competitive classification performance, demonstrating the effectiveness of the knowledge distillation 

approach in balancing accuracy and efficiency. 

As detailed in Table 2, the per-class F1-scores remained above 0.96 for all classes, indicating 

reliable classification across both majority (early and late blight) and minority (healthy) classes. 

Notably, the model preserved high recall for the healthy class (0.9630), despite its limited representation 

in the dataset. 

 

Table 2. Per-class performance metrics of the student model (MobileNetV3) 

Class Precision Recall F1-Score Support 

Early Blight 0.9948 0.9948 0.9948 194 

Late Blight 0.9905 0.9905 0.9905 210 

Healthy 0.9630 0.9630 0.9630 27 

 

In terms of inference efficiency, the student model significantly outperformed the teacher model, 

achieving an average inference time of 10.84 ms per image, corresponding to 92.26 FPS, which is nearly 

three times faster than the teacher. This performance confirms the student model’s suitability for real-

time applications on low-resource devices. 

 

 
Figure 4.  Confusion matrix of the MobileNet student model on the validation set 

 

Despite its reduced complexity, the student model demonstrated highly reliable classification, 

with only three misclassifications out of 431 validation samples. These results are visually summarized 

in the confusion matrix shown in Figure 4. The matrix shows one instance each of Early Blight and Late 

Blight being misclassified into one another, and one Healthy sample misclassified as Late Blight. 

Table 3 presents the average precision, recall, and F1-score metrics for EfficientNet-B5 and 

MobileNetV3-Small models obtained from 5-fold cross-validation and the independent test set. Each 

metric is reported as mean ± standard deviation to reflect the consistency and robustness of the models 

across folds and test samples. EfficientNet-B5 achieved perfect scores (100%) on all metrics, 

demonstrating its strong classification capability in this dataset. MobileNetV3-Small, while slightly 

lower, still produced highly competitive results with average F1-scores exceeding 0.97 in cross-

validation and 0.98 on the test set, confirming its effectiveness as a lightweight alternative. 
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Table 3. Performance metrics averaged over all classes for 5-fold cross-validation 

Model Set Precision (avg ± std) Recall (avg ± std) F1-Score (avg ± std) 

EfficientNet-B5 

  
Train Set  1.000 ± 0.000 1.000 ± 0.000 1.000 ± 0.000 

Test Set 1.000 ± 0.000 1.000 ± 0.000 1.000 ± 0.000 

MobileNetV3-Small 

  
Train Set  0.9795 ± 0.0042 0.9793 ± 0.0041 0.9794 ± 0.0041 

Test Set 0.9828 ± 0.0020 0.9828 ± 0.0020 0.9828 ± 0.0020 

 

Table 4 summarizes the results of statistical significance tests comparing the two models. The 

paired tests indicate that differences in precision, recall, and F1-score are statistically significant (p < 

0.05), supporting the superior performance of EfficientNet-B5. These results verify that both models are 

effective, but the trade-off between model size, inference time, and performance should be considered 

depending on application requirements. 

 

Table 4. Significance Test Results 

Metric p-value Significance 

Precision 0.012 Significant (p < 0.05) 

Recall 0.015 Significant (p < 0.05) 

F1-Score 0.013 Significant (p < 0.05) 

 

4. DISCUSSIONS 

This study demonstrates the effectiveness of employing a knowledge distillation framework to 

transfer learned representations from a high-capacity teacher model (EfficientNet-B5) to a lightweight 

student model (MobileNetV3-Small) for the task of potato leaf disease classification. The results 

indicate that while the teacher model achieves perfect performance on the validation set (100% accuracy, 

F1-score, MCC, and Kappa), the student model achieves comparable performance with a slight 

degradation (99.07% accuracy, 0.9828 macro F1-score), yet benefits from significant reductions in 

model size and inference latency. 

Knowledge distillation enabled our compact student model to closely approximate the teacher's 

performance while substantially reducing both model size and inference latency. Tang et al. [30] 

proposed a lightweight convolutional neural network for grape leaf disease diagnosis, built upon 

ShuffleNet V1/V2 enhanced with channel-wise attention via Squeeze‑and‑Excitation blocks. Their 

model achieved 99.14 % accuracy on a public dataset of 4,062 grape leaf images across four classes, 

while compressing model size from 227.5 MB (AlexNet) to just 4.2 MB, demonstrating high feasibility 

on mobile platforms. Similarly, our MobileNetV3‑Small student model reached 99.07 % accuracy, with 

a model size of 3.89 MB and 10.84 ms inference time. This comparison underscores the viability of 

lightweight CNNs with attention mechanisms for plant disease detection in resource-constrained 

environments. 

From a training dynamics perspective, the teacher model’s training curves (Figure 2) show rapid 

convergence within the first 10 epochs with both training and validation metrics stabilizing around 100% 

without signs of overfitting, despite the modest dataset size (2,152 images). This is attributed to the 

balanced use of data augmentation, transfer learning, and class weighting, particularly addressing the 

class imbalance where the "Healthy" class is underrepresented (27 samples vs 210-194 for diseased 

classes). 

On the other hand, the student model's performance (Figure 4) reveals minor classification errors, 

notably misclassifying 1-2 samples across class boundaries. The most notable is a Healthy leaf 
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misclassified as Late Blight, possibly due to visual similarities under certain lighting or damage stages. 

Nonetheless, the macro F1-score remains above 0.98, demonstrating the robustness of the distilled 

features. 

In terms of deployment feasibility, the student model’s compact size (3.89 MB) and fast inference 

time (10.84 ms per image) make it highly suitable for real-time mobile and edge applications. Khalid et 

al. [31] reported in Agriculture that real-time plant health detection using deep convolutional neural 

networks can achieve high diagnostic accuracy with inference latencies acceptable for mobile usage. 

Our model comfortably meets and exceeds these expectations, demonstrating that light-weight models 

with sub-11 ms inference are practical for real-time agricultural diagnostics on resource-constrained 

hardware. 

Furthermore, the success of distillation in this context is primarily attributed to the comprehensive 

implementation of a custom loss function specifically designed to enhance feature learning and 

robustness. Unlike approaches relying solely on standard categorical cross-entropy with hard labels, this 

tailored loss played a critical role in improving performance. This, combined with MobileNetV3’s 

architectural efficiency that incorporates squeeze-and-excitation (SE) modules and optimized activation 

functions (h-swish), further supports its suitability for mobile deployment. 

Although pruning was not incorporated into our final pipeline due to serialization and checkpoint 

compatibility constraints, future work could explore integrating knowledge distillation with structured 

pruning to further reduce computational cost with minimal accuracy loss. This strategy mirrors the 

approach taken by Shen et al. [32], who introduced a pruning‑and‑quantization-based compression 

algorithm in an application context involving mixed‑signal identification networks. Their study 

demonstrated that combining weight pruning with quantization, and optionally knowledge distillation 

leads to substantial compression rates (up to ~70 %) and significant inference acceleration while 

maintaining high accuracy levels. This supports the viability of a hybrid pipeline, in which a distilled 

student model is subsequently pruned and quantized to achieve maximal deployment efficiency on edge 

devices. 

In summary, the results of this study confirm that EfficientNet‑B5 provides exceptional feature 

representation for plant leaf disease classification, even with datasets of moderate size (~2,000 samples), 

as evidenced by multiple comparative analyses indicating strong generalization (e.g., EfficientNet‑B5 

achieved 99.2 % accuracy in similar-scale leaf disease classification datasets). Furthermore, our findings 

support the conclusion that knowledge distillation is an effective strategy for generating compact models 

that retain high classification accuracy, consistent with recent hybrid transfer‑learning studies . Finally, 

MobileNetV3‑Small proves to be a robust candidate for mobile and edge deployment, achieving over 

99 % accuracy while occupying just 3.9 MB and delivering over 90 FPS inference speed. These 

characteristics align with studies deploying MobileNetV3 in agricultural domains, where sub‑100 ms 

latency and small model size are critical for real‑time applications 

Future directions include validating this approach on larger, more diverse datasets, testing on real-

field mobile devices, and incorporating explainability tools (e.g., Grad-CAM) to interpret 

misclassifications and increase trustworthiness in agricultural contexts. 

5. CONCLUSION 

This study demonstrated the effectiveness of a knowledge distillation framework in developing a 

lightweight yet accurate model for plant leaf disease classification. By employing EfficientNet-B5 as 

the teacher model and MobileNetV3-Small as the student, the distilled model successfully preserved 

high classification performance, achieving 99.07% accuracy, a macro F1-score of 0.9828, and a Cohen’s 

Kappa of 0.9833, while significantly reducing the model size to 3.89 MB and inference latency to 10.84 

ms. These results confirm that knowledge distillation enables the deployment of efficient deep learning 
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models in real-time, resource-constrained environments without sacrificing diagnostic precision, 

making it highly applicable for practical use in smart agriculture. 
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