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Abstract

Automated hate speech detection in Indonesian social media remains a persistent challenge due to dataset
fragmentation, heterogeneous annotation schemes, and the lack of reproducible cross-model benchmarks with formal
statistical validation. This study presents a cross-validated benchmark that systematically evaluates seven models —
one majority baseline, three classical machine learning models (Logistic Regression, SVM, Random Forest), and
three transformer-based pre-trained language models (DistilBERT, IndoRoBERTa, IndoBERT) — on a standardized
multi-source Indonesian hate speech corpus comprising 14,043 samples from Twitter and Instagram. All models were
trained and evaluated under identical conditions using stratified three-way splits (70/15/15) replicated across three
random seeds, reporting mean =+ standard deviation for F1-macro, precision-macro, recall-macro, and ROC-AUC.
Paired t-tests and Cohen's d effect size analysis were applied to formally assess statistical significance and practical
magnitude of performance differences. Results show that all transformer-based models significantly outperformed
all classical ML models, with IndoBERT achieving the highest mean F1-macro of 0.8834 (£0.0026) and the lowest
cross-seed variance among all models. Notably, IndoBERT and IndoRoBERTa were found to be statistically
equivalent (p=0.7273, d=0.283), indicating that neither model is definitively superior for this task. Among classical
models, SVM attained the best F1-macro of 0.8509. These findings confirm that domain-specific pre-training on
Indonesian corpora contributes to both higher performance and superior cross-seed stability. The proposed
benchmarking framework, standardized corpus, and statistical evaluation protocol provide a reproducible reference
for future Indonesian hate speech detection research, thereby advancing the methodological standards of automated
text classification in computer science and informatics, particularly for under-resourced language NLP research.
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1. INTRODUCTION

Hate speech on Indonesian social media has become an increasingly serious threat to social
cohesion, contributing to polarization, identity-based discrimination, and community conflicts [1],[2].
National reports and empirical studies consistently indicate that political events, religious controversies,
and social dynamics serve as triggers for toxic content amplification through digital platform virality
mechanisms [3],[4]. Indonesia, as the country with the fourth largest social media user base globally,
faces acute challenges in managing hate speech proliferation across platforms such as Twitter and
Instagram, demanding automated detection systems that are accurate, robust, and linguistically adaptive
to the characteristics of the Indonesian language [5],[6].

Research on Indonesian hate speech detection has grown considerably in recent years, yet the
field remains constrained by persistent dataset limitations [7]. Available corpora are typically small-
scale, domain-specific, and scattered across multiple public repositories, each adopting heterogeneous
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annotation schemes that span hate, abusive, offensive, and toxicity rating categories [8],[9]. These
inconsistencies impede cross-study comparisons and hinder model generalization. Beyond data
constraints, annotation bias, inter-annotator disagreement, and platform-specific linguistic phenomena
— including slang expressions, numerical ciphers, and implicit hate speech — further complicate the
development of robust classification systems [10],[11].

Prior studies on Indonesian hate speech detection have predominantly relied on classical machine
learning (ML) approaches, including Logistic Regression, Support Vector Machine (SVM), and
Random Forest, combined with TF-IDF feature extraction [12],[13]. While these models establish
reasonable baselines, they exhibit fundamental limitations in capturing complex semantic context, code-
switching, and implicit hate expressions prevalent in Indonesian social media [14]. The emergence of
transformer-based pre-trained language models, particularly those specifically pre-trained on Indonesian
corpora such as IndoBERT [15],[16] and IndoRoBERTa [17], offers a promising pathway to overcome
these limitations through contextualized semantic representations. However, existing studies have
predominantly evaluated single-model architectures on small and non-standardized datasets, and no
study has yet established a systematic benchmark that directly compares machine learning and pre-
trained transformer-based models under identical experimental conditions with formal statistical
validation [18].

A systematic analysis of the existing literature reveals three critical research gaps that motivate
the present study and define the novelty of this work relative to prior studies. First, no comprehensive
benchmark simultaneously evaluates both machine learning models and pre-trained transformer-based
models under identical experimental conditions using standardized Indonesian hate speech data
[12],[14]. Second, prior studies rarely employ multiple random seeds or report mean and standard
deviation across evaluation runs, rendering single-run performance claims statistically unreliable and
difficult to reproduce [8],[13],[15]. Third, formal statistical significance testing — including paired t-
tests and effect size estimation through Cohen's d — is rarely applied in Indonesian NLP benchmarking
studies, making it difficult to determine whether reported performance differences are practically
meaningful or merely attributable to random variation [13],[18]. These three gaps collectively define
the originality of this study and highlight the urgent need for a reproducible, statistically rigorous
benchmarking framework that covers both machine learning and pre-trained transformer-based
approaches for Indonesian hate speech detection.

To address these gaps, this study presents a comprehensive cross-validated benchmark that
systematically evaluates seven models: one majority baseline, three classical ML models (Logistic
Regression, SVM, Random Forest), and three transformer-based models (DistilBERT, IndoRoBERTa,
IndoBERT). All models are evaluated on a standardized multi-source Indonesian hate speech corpus
comprising 14,043 samples collected from Twitter and Instagram platforms. The experimental design
employs stratified three-way splits (70/15/15) replicated across three random seeds to produce mean +
standard deviation performance estimates across four metrics: F1-macro, precision, recall, and ROC-
AUC. Paired t-tests and Cohen's d effect size analysis are applied to statistically validate observed
performance differences. This study is guided by three research questions: how classical ML models
compare to transformer-based models for Indonesian hate speech detection across multiple evaluation
metrics; which model achieves the most statistically significant and practically meaningful performance
advantage across multiple random seeds; and how stable and reproducible the evaluated models are
across different data partitions.

This study makes six contributions to Indonesian hate speech detection research. First, it presents
a reproducible seven-model benchmarking framework spanning classical ML and transformer
architectures evaluated under identical experimental conditions. Second, a standardized multi-source
corpus of 14,043 real-world Indonesian social media posts is constructed from three publicly available
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sub-datasets and processed through a reproducible eight-step preprocessing pipeline including slang
normalization using the kamusalay dictionary. Third, cross-validated evaluation across three random
seeds is employed to produce mean + standard deviation performance estimates for all metrics, ensuring
statistically reliable model comparisons. Fourth, paired t-tests and Cohen's d effect size analysis are
applied to formally validate the statistical significance and practical meaningfulness of observed
performance differences. Fifth, a systematic stability analysis is conducted to examine model
reproducibility across different data splits, comparing the variance behavior of transformer-based and
classical ML models. Finally, the fully documented experimental pipeline is provided as a replicable
reference for future Indonesian hate speech detection and NLP benchmarking research.

The remainder of this paper is organized as follows. Section 2 describes the methodology,
covering dataset preparation, preprocessing pipeline, experimental design, model configurations, and
evaluation metrics. Section 3 presents the experimental results including main classification
performance, stability analysis, and statistical significance tests. Section 4 discusses the findings in the
context of prior work and their practical implications. Section 5 concludes the paper and outlines
directions for future research.

2. METHOD

This study employs a structured research workflow for Indonesian hate speech detection to
systematically evaluate classical machine learning and transformer-based approaches. The overall
research pipeline, including data preparation, model development, evaluation, and statistical analysis, is
illustrated in Figure 1.
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Figure 1. Proposed research pipeline for Indonesian hate speech detection.
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As shown in Figure 1, the proposed pipeline begins with multi-source data collection followed by
text preprocessing and dataset splitting. The experiments were conducted using baseline, classical
machine learning, and transformer-based models under a reproducible evaluation setting. The workflow
concludes with performance evaluation and statistical significance analysis to compare the effectiveness
of the evaluated approaches. Each stage of the proposed pipeline is described in the following
subsections.

2.1. Dataset Description

This study constructs a multi-source Indonesian hate speech corpus by integrating three publicly
available sub-datasets collected from Twitter and Instagram platforms. The first sub-dataset,
ID_multilabel, was introduced by Ibrohim and Budi [8] and constitutes the largest component of the
corpus, comprising 13,031 raw samples sourced from Twitter. The second sub-dataset, IDHSD, was
introduced by Alfina et al. [7] and provides 703 raw samples from Twitter with a notably higher class
imbalance compared to the other sub-datasets. The third sub-dataset, ID_instagram, was introduced by
Susanto et al. [9] and contributes 572 raw samples collected from Instagram, representing the only
Instagram-sourced component in the corpus. All three sub-datasets adopt a binary labeling scheme, with
label 1 indicating hate speech and label 0 indicating non-hate speech.

The raw corpus of 14,306 samples was processed through a multi-phase construction pipeline to
ensure quality and consistency. In the first cleaning phase, 16 samples were removed due to label
conflicts arising from duplicate texts with contradictory annotations, and an additional 114 samples were
removed as textual duplicates using a keep-first strategy, yielding a cleaned corpus of 14,176 samples.
The per-sub-dataset statistics after this cleaning phase are summarized in Table 1. Subsequent
preprocessing steps, described in Section 2.2, further reduced the corpus by 93 samples with fewer than
three tokens after normalization, and 40 samples identified as post-preprocessing duplicates were
discarded to prevent potential data leakage. The final corpus used for all experiments thus comprised
14,043 samples, as illustrated in Figure 1.

Table 1. Statistics of sub-datasets after cleaning phase.

N Hate Non-Hate

Sub-Dataset Platform N (raw) (clean) (clean) (clean) Hate % IR
ID_multilabel Twitter 13,031 13,015 5,497 7,518 42.2% 1.368
IDHSD Twitter 703 591 147 444 24.9% 3.020
ID_instagram Instagram 572 570 285 285 50.0% 1.000
TOTAL — 14,306 14,176 5,929 8,247 41.8% 1.3910

The label distribution of the final corpus consists of 8,170 non-hate samples (58.18%) and 5,873
hate samples (41.82%), resulting in a class imbalance ratio (IR) of 1.3911. At the sub-dataset level, the
label distributions vary considerably across sources, as visualized in Figure 2. ID_multilabel exhibits a
moderate imbalance with 42.2% hate samples and an IR of 1.368; IDHSD shows the highest imbalance
with only 24.9% hate samples and an IR of 3.020; and ID_instagram is perfectly balanced with 50.0%
hate samples and an IR of 1.000. In terms of platform composition, approximately 96% of the final
corpus originates from Twitter through ID multilabel and IDHSD, while the remaining 4% derives from
Instagram through ID_instagram. This platform asymmetry reflects the broader landscape of publicly
available Indonesian hate speech datasets, which have historically been dominated by Twitter-sourced
collections.
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Figure 2. Label distribution per sub-dataset

2.2. Preprocessing Pipeline

All text samples were subjected to a deterministic eight-step preprocessing pipeline applied in a
fixed sequential order. The pipeline was designed to normalize Indonesian social media text while
preserving linguistic content relevant to hate speech classification. Critically, preprocessing was applied
after dataset splitting — not before — to ensure that no information from validation or test sets could
influence the transformation of training data, thereby preventing data leakage [19]. The eight steps are
as follows. First, all characters were converted to lowercase to ensure case-insensitive matching. Second,
URLSs were removed using regular expression matching of http, https, and www patterns. Third, user
mentions were masked by replacing @username tokens with the placeholder [USER]. Fourth, hashtag
symbols were stripped while retaining the word content (e.g., #pilkada becomes pilkada). Fifth, informal
slang expressions were normalized at the token level using the kamusalay dictionary, a curated
Indonesian slang lexicon comprising 15,167 entries encoded in Latin-1 [20]. Sixth, standalone numeric
tokens were masked with the placeholder [NUM] using word-boundary-aware pattern matching;
numerals embedded within alphanumeric strings (e.g., pilkada2024) were intentionally preserved.
Seventh, non-ASCII characters including emoji and Unicode symbols were removed. Eighth,
whitespace was normalized by collapsing multiple consecutive spaces, tabs, and newlines into a single
space.

Representative examples of the preprocessing transformations applied to the corpus are provided
in Table 2. The effect of the pipeline on text length is quantified in Figure 3, which presents word count
distributions before and after preprocessing. The mean word count increased marginally from 17.1 to
18.1 words, and the median from 15.0 to 16.0 words, after preprocessing. This slight increase is
attributable primarily to the slang normalization step, in which abbreviated informal tokens are
expanded into their standard forms (e.g., gw is normalized to gue, expanding a single token into one or
more standard words). The overall distributional shape is preserved across both conditions, confirming
that the pipeline introduces no substantial distortion to text length characteristics of the corpus.
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Figure 3. Word count distribution before and after preprocessing.
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Table 2. Examples of preprocessing transformations

Case Original Text (truncated) Processed Text (truncated) Label

Contains URL Naha nya jarempe ari islam naha nya jarempe ari islam Non-Hate
diserang mah. Helowww ... diserang mah. helowww ...

Contains mention ~ @USER.wood17 knp lo gak berani [USER].wood17 kenapa kamu Hate
bersumpabh ... tidak berani bersumpabh ...

Contains hashtag coba tengok gelarnya, mimin.. coba tengok gelarnya, mimin.. Hate
Psikolog.. ... psikolog.. ...

Contains slang gw benci bgt sm dia, emg dasar gue benci banget sama dia, Hate
bodo tuh orang ... memang dasar bodoh itu orang ...

Contains emoji Nggak waras, stress berat semoga enggak waras, stres berat semoga Hate

cepet bunuh diri ... & & cepat bunuh diri ...

2.3. Experimental Design

The final corpus of 14,043 samples was partitioned into training, validation, and test sets using a
stratified three-way split with proportions of 70%, 15%, and 15%, respectively. Stratified splitting was
applied to ensure that the class distribution of the original corpus — 41.8% hate and 58.2% non-hate —
was preserved proportionally across all three partitions. The split was replicated across three
independently chosen random seeds (42, 123, and 456) to produce multiple experimental runs and enable
mean =+ standard deviation reporting of all evaluation metrics [19]. The resulting split sizes were
identical across all seeds: 9,830 samples for training, 2,106 for validation, and 2,107 for testing, as
detailed in Table 3. Label proportions and imbalance ratios were consistent across all splits and seeds,
confirming the effectiveness of the stratified procedure.

Table 3. Dataset split distribution across three random seeds

Seed Split Total Hate (1) Non-Hate (0) Hate % Non-Hate % IR
42 Train 9,830 4,111 5,719 41.8% 58.2% 1.3911
42 Val 2,106 881 1,225 41.8% 58.2% 1.3905
42 Test 2,107 881 1,226 41.8% 58.2% 1.3916
123 Train 9,830 4,111 5,719 41.8% 58.2% 1.3911
123 Val 2,106 881 1,225 41.8% 58.2% 1.3905
123 Test 2,107 881 1,226 41.8% 58.2% 1.3916
456 Train 9,830 4,111 5,719 41.8% 58.2% 1.3911
456 Val 2,106 881 1,225 41.8% 58.2% 1.3905
456 Test 2,107 881 1,226 41.8% 58.2% 1.3916

Particular care was taken throughout the experimental design to prevent data leakage across all
stages of the pipeline. TF-IDF vectorizers for classical ML models were fitted exclusively on training
set texts and subsequently applied as fixed transformers to validation and test sets, ensuring that
vocabulary and term frequency statistics were derived solely from training data. For transformer-based
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models, tokenization was likewise performed independently per split. As noted in Section 2.2, the
preprocessing pipeline was applied after splitting; additionally, 40 samples identified as post-
preprocessing duplicates were removed from the corpus prior to splitting to eliminate potential cross-
split overlap. Zero overlap between training, validation, and test sets was verified programmatically at
the sample level. The validation set served exclusively for monitoring per-epoch training loss in
transformer models; all final performance evaluations and statistical comparisons reported in this study
are computed on the held-out test set only [19].

2.4. Models and Hyperparameters

Seven models spanning three groups were evaluated in this study. The first group consists of a
majority baseline, which always predicts the most frequent class in the training set
(strategy=most_frequent) and serves as a lower-bound reference for all other models. The second group
comprises three classical machine learning models, each paired with a TF-IDF feature representation.
The TF-IDF vectorizer was configured with a maximum vocabulary of 50,000 features, a unigram-and-
bigram range (ngram_range=(1,2)), and sublinear term frequency scaling (sublinear tf=True); it was
fitted exclusively on training set texts to prevent leakage. Logistic Regression was trained using the L-
BFGS solver with regularization parameter C=1.0 and a maximum of 1,000 iterations. Support Vector
Machine (SVM) was implemented as LinearSVC with C=1.0 and a maximum of 2,000 iterations,
wrapped in a CalibratedClassifierCV with three-fold cross-validation on the training set; this calibration
wrapper is necessary to produce class probability estimates required for ROC-AUC computation.
Random Forest was configured with 100 estimators with all available CPU cores used in parallel. For
all classical ML models, the random seed was set to the corresponding experimental seed to ensure
reproducibility across runs. Complete hyperparameter settings for all models are provided in Table 4.

Table 4. Hyperparameter configurations for all evaluated models

Model Type Feature Key Parameters
Majority Baseline Baseline — strategy=most_frequent
Logistic ML Classic ~ TF-IDF (max=50,000, C=1.0, solver=Ibfgs, max_iter=1000
Regression ngram=(1,2))
SVM ML Classic ~ TF-IDF (max=50,000, C=1.0, kernel=linear, calibrated=True
ngram=(1,2)) (CalibratedClassifierCV, cv=3)
Random Forest ML Classic ~ TF-IDF (max=50,000, n_estimators=100, n_jobs=—1

ngram=(1,2))

DistilBERT Transformer  Subword tokenization Ir=2e-5, epochs=5, batch=32, max_len=128,
weight_decay=0.01, warmup=100

IndoRoBERTa Transformer  Subword tokenization Ir=2e-5, epochs=5, batch=32, max_len=128,
weight_decay=0.01, warmup=100

IndoBERT Transformer  Subword tokenization Ir=2e-5, epochs=5, batch=32, max_len=128,
weight decay=0.01, warmup=100

The third group consists of three transformer-based pre-trained language models fine-tuned for
binary sequence classification. The first transformer, DistilBERT (distilbert-base-multilingual-cased),
is a multilingual distilled variant of BERT that covers 104 languages including Indonesian [21]. The
second transformer, IndoRoBERTa (indobenchmark/indobert-base-p2), is a RoBERTa-style model pre-
trained exclusively on Indonesian text corpora in its second pre-training phase [17]. The third
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transformer, IndoBERT (indobenchmark/indobert-base-p1), is a BERT-based model pre-trained on
Indonesian corpora in its first pre-training phase using the same IndoBenchmark pre-training framework
[17]. The distinction between IndoRoBERTa and IndoBERT lies in their respective pre-training phases
and optimization objectives: IndoRoBERTa (phase 2) applies a RoBERTa-style masked language
modeling objective with dynamic masking, whereas IndoBERT (phase 1) follows the original BERT
pre-training procedure with next sentence prediction. Both Indonesian-specific models were selected to
examine whether domain-specific pre-training on Indonesian corpora provides a measurable advantage
over the multilingual DistilBERT baseline.

All three transformer models were fine-tuned under identical training configurations to ensure
comparability. Input sequences were tokenized with padding and truncation to a maximum length of
128 tokens. This maximum length was selected based on the token length distribution of the
preprocessed corpus, ensuring that the vast majority of samples are fully retained without truncation
while maintaining computational efficiency. Fine-tuning was performed for 5 epochs using the AdamW
optimizer with a learning rate of 2e-5, a weight decay of 0.01, and 100 warmup steps. The per-device
batch size was 32 for both training and evaluation. Training was conducted on an NVIDIA Tesla T4
GPU with 16-bit mixed-precision (fp16) enabled to reduce memory usage and accelerate computation.
Evaluation strategy was set to per-epoch monitoring on the validation set; no model checkpoints were
saved. As noted in Section 2.3, the validation set was used solely for monitoring training progress, and
all reported performance metrics are derived from evaluation on the held-out test set.

2.5. Evaluation Metrics and Statistical Analysis

Model performance was evaluated using four metrics computed on the held-out test set: F1-
macro, precision-macro, recall-macro, and ROC-AUC. F1-macro was selected as the primary metric
because it treats both classes equally regardless of their frequency, which is appropriate for the corpus
imbalance ratio of 1.3911 [22] . Precision-macro and recall-macro are reported alongside F1-macro to
characterize the precision-recall trade-off of each model across classes. ROC-AUC measures the
model’s ability to discriminate between classes across all classification thresholds, providing a
threshold-independent complement to the threshold-dependent F1 family of metrics. All four metrics
were computed per seed on the test set, and summary statistics are reported as mean =+ standard deviation
across three seeds using the sample standard deviation (ddof=1). For each metric, let TP, FP, TN, and
FN denote true positives, false positives, true negatives, and false negatives, respectively, computed per
class and then macro-averaged. Precision, recall, and F1-score are defined in Equations (1), (2), and (3).

.. TP

Precision = (D)
TP+FP
TP
Recall = (2)
TP+FN

2XPrecisionXRecall

Fy = — 3)
Precision+Recall

The macro-averaging strategy computes each metric independently per class and then takes the
unweighted mean across all classes, ensuring that minority and majority classes contribute equally to
the final score regardless of their sample sizes. ROC-AUC is computed from the area under the receiver
operating characteristic curve, which plots the true positive rate against the false positive rate across all
decision thresholds, as defined in Equation (4).

ROC — AUC = [ TPR(t) d(FPR())  (4)

where TPR(t) and FPR(t) denote the true positive rate and false positive rate at decision threshold
t, respectively. To formally assess whether performance differences between models are statistically
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significant, a two-tailed paired t-test was applied for each pair of models using IndoBERT as the
reference, with the F1-macro scores across the three seeds as paired observations (n=3). The test statistic
is defined in Equation (5), and the significance threshold was set at 0=0.05.

a
t ==z (%)
/2

where d is the mean of the pairwise differences d; = F1IndobLRT ; — FotheR ; across the three seeds, s,
is the standard deviation of those differences, and n=3 is the number of paired observations. The practical
magnitude of each significant difference was further quantified using Cohen’s d for paired samples,
defined in Equation (6).

d=2 ()

where d and s, are the mean and standard deviation of the pairwise differences as defined above
for Equation (5). This paired formulation of Cohen’s d uses the standard deviation of the difference
scores rather than a pooled standard deviation, which is the appropriate estimator when the same seeds
are used for both models being compared [23]. Effect size was interpreted according to the following
thresholds: large (|d| > 0.8), medium (0.5 < |d] < 0.8), and small (|d] < 0.5) [23]. All statistical
computations were implemented using scipy.stats.ttest rel for paired t-tests and derived directly from
per-seed F1-macro values stored in the evaluation output logs.

3. RESULT

3.1. Main Classification Results

Table 5. Main results: classification performance of all models (mean + std, 3 seeds)

Model Type F1-macro Precision Recall ROC-AUC
Majority Baseline Baseline 0.3678+0.0000 0.2909+0.0000 0.5000+0.0000 0.5000+0.0000
Logistic ML Classic ~ 0.8346+0.0093 0.8413+0.0096 0.8306+0.0090 0.9223+0.0040
Regression
SVM ML Classic ~ 0.8509+0.0074 0.8519+0.0078 0.8500+0.0071 0.9296+0.0040
Random Forest ML Classic ~ 0.8312+0.0116 0.8438+0.0124 0.8253+0.0112 0.9154+0.0080
DistilBERT Transformer  0.8576+0.0087 0.8577+0.0089 0.8574+0.0086 0.9328+0.0069
IndoRoBERTa Transformer  0.8824+0.0036 0.8825+0.0030 0.8823+0.0041 0.9518+0.0012
IndoBERT Transformer  0.8834+0.0026 0.8841+0.0029 0.8828+0.0023 0.9502+0.0012

The classification performance of all seven evaluated models on the held-out test set, averaged
across three random seeds, is summarized in Table 5 and visualized in Figure 4 and Figure 5. The
Majority Baseline produced an F1-macro of 0.3678 (+0.0000), precision of 0.2909 (+0.0000), recall of
0.5000 (+0.0000), and ROC-AUC of 0.5000 (+0.0000) across all three seeds. The zero standard
deviation across all metrics confirms its fully deterministic behavior: by always predicting the majority
class (non-hate), the baseline achieves a recall of 1.0 for the majority class and 0.0 for the minority class,
yielding a macro-averaged recall of 0.5 and a substantially suppressed F1-macro due to the near-zero
F1 on the hate class. This result establishes the lower performance bound against which all other models
are assessed.
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Figure 4. Fl1-macro comparison across all models (3 seeds).

Among the classical ML models, all three substantially outperformed the baseline, achieving F1-
macro scores between 0.83 and 0.86. SVM achieved the highest Fl-macro of 0.8509 (+0.0074),
accompanied by a precision of 0.8519 (£0.0078), recall of 0.8500 (=0.0071), and ROC-AUC of 0.9296
(£0.0040). Logistic Regression attained an Fl-macro of 0.8346 (+0.0093), precision of 0.8413
(£0.0096), recall of 0.8306 (£0.0090), and ROC-AUC of 0.9223 (+0.0040). Random Forest produced
the lowest F1-macro among classical models at 0.8312 (+0.0116), with precision of 0.8438 (£0.0124),
recall of 0.8253 (+0.0112), and ROC-AUC of 0.9154 (£0.0080). Within this group, SVM consistently
ranked first across all four metrics (ranks 4, 4, 4, 4 globally), while Random Forest ranked last among
classical models in F1-macro and recall, despite achieving a competitive precision. The performance
gap between SVM and Logistic Regression (AF1 = +0.0163) is moderate, whereas both substantially
outperformed Random Forest in terms of stability and overall F1.

All three transformer-based models exceeded an F1-macro of 0.85, surpassing the best classical
ML model (SVM, F1=0.8509) by a visible margin. DistilBERT, the multilingual transformer, achieved
an F1-macro of 0.8576 (£0.0087), precision of 0.8577 (£0.0089), recall of 0.8574 (+0.0086), and ROC-
AUC of 0.9328 (+0.0069). IndoRoBERTa achieved an F1-macro of 0.8824 (+0.0036), precision of
0.8825 (£0.0030), recall 0of 0.8823 (£0.0041), and ROC-AUC 0f 0.9518 (+0.0012). IndoBERT achieved
the highest mean Fl-macro of 0.8834 (+£0.0026), precision of 0.8841 (£0.0029), recall of 0.8828
(£0.0023), and ROC-AUC of 0.9502 (+0.0012). IndoBERT ranked first in F1-macro, precision, and
recall across all seven models, while IndoRoBERTa ranked first in ROC-AUC (0.9518 vs. IndoBERT’s
0.9502), reflecting a slight difference in threshold-independent discrimination ability between the two
Indonesian-specific models. The per-seed raw results further reveal that the best single-run performance
was achieved by IndoRoBERTa at seed 123 with an Fl-macro of 0.8865, marginally exceeding
IndoBERT’s best single-run of 0.8861 at seed 456; however, when evaluated on the mean across all
three seeds, IndoBERT (0.8834) consistently outperforms IndoRoBERTa (0.8824). The complete metric
rankings across all models are provided in Table 6, and the performance heatmap in Figure 5 provides
a simultaneous visual comparison across all four metrics.

10

Majority Baseline 0.3678 0.5000 0.5000

e e ----

e ---
DistilBERT - 0.8576 0.8577 0.8574

IndoRoBERTa 0.8824 0.8825 0.8823 0.9518
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Metric
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Figure 5. Performance heatmap — all models x all metrics.
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Table 6. Model ranking across all evaluation metrics (mean over 3 seeds; rank 1 = best)

Model F1- Precision Recall ROC- R-F1  R-Prec R-Rec R-
macro AUC AUC

Majority Baseline 0.3678 0.2909 0.5000 0.5000 7 7 7 7
Logistic Regression 0.8346 0.8413 0.8306 0.9223 5 6 5 5
SVM 0.8509 0.8519 0.8500 0.9296 4 4 4 4
Random Forest 0.8312 0.8438 0.8253 0.9154 6 5 6 6
DistilBERT 0.8576 0.8577 0.8574 0.9328 3 3 3 3
IndoRoBERTa 0.8824 0.8825 0.8823 0.9518 2 2 2 1
IndoBERT 0.8834 0.8841 0.8828 0.9502 1 1 1 2

3.2. Model Stability Analysis

Model stability across random seeds was assessed by examining the standard deviation of F1-
macro scores across the three experimental runs for each model, as summarized in Table 5 and visualized
through the boxplot in Figure 6. The Majority Baseline exhibited a standard deviation of 0.0000 across
all metrics, reflecting its fully deterministic output that is unaffected by data partitioning. This
deterministic behavior is a structural property of the majority class strategy rather than an indicator of
genuine stability, and should not be interpreted as model robustness.

Among the classical ML models, Random Forest exhibited the highest instability with a standard
deviation of 0.0116 in F1-macro — the largest among all non-baseline models in the study. Logistic
Regression followed with a standard deviation of 0.0093, and SVM showed the most stable behavior
among classical models at 0.0074. This pattern suggests that Random Forest is more sensitive to
variations in training set composition introduced by different random seeds, which is consistent with the
ensemble nature of the model and its reliance on bootstrap sampling. Despite SVM’s relatively lower
variance, the raw per-seed results reveal a notable spread: F1-macro values of 0.8447, 0.8488, and
0.8591 across seeds 42, 123, and 456, respectively, indicating a range of 0.0144. For Logistic
Regression, the range across seeds is 0.0167 (0.8239 to 0.8406), while Random Forest shows the widest
range at 0.0202 (0.8244 to 0.8446). These observations confirm that all three classical models carry non-
trivial seed sensitivity that would render single-run evaluation potentially misleading.

Transformer-based models demonstrated markedly superior stability compared to all classical
models. DistilBERT achieved a standard deviation of 0.0087, comparable to Logistic Regression and
lower than Random Forest, though its variance remains non-trivial with per-seed F1-macro values of
0.8567, 0.8493, and 0.8667 (range = 0.0174). In contrast, both Indonesian-specific transformers
exhibited substantially tighter distributions. IndoRoBERTa achieved a standard deviation of 0.0036 with
per-seed scores of 0.8803, 0.8865, and 0.8804 (range = 0.0062), and IndoBERT achieved the lowest
standard deviation of all models at 0.0026 with per-seed scores of 0.8809, 0.8833, and 0.8861 (range =
0.0052). The boxplot in Figure 6 visually confirms this hierarchy: IndoBERT and IndoRoBERTa display
narrow interquartile ranges with tightly clustered seed observations, whereas DistilBERT, SVM, and
Logistic Regression show progressively wider boxes, and Random Forest exhibits the broadest spread
among non-baseline models. These findings indicate that domain-specific pre-training on Indonesian
corpora contributes not only to higher mean performance but also to substantially improved cross-seed
reproducibility, suggesting that IndoBERT and IndoRoBERTa are more robust to variation in data
partitioning than either the multilingual transformer or the classical ML alternatives.
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Figure 6. F1-macro distribution across 3 seeds per model.

3.3. Statistical Significance Analysis

To formally assess whether the observed performance differences between IndoBERT and each
of the remaining six models are statistically meaningful, a two-tailed paired t-test was applied using the
F1-macro scores across three seeds as paired observations (n=3, 0=0.05). The practical magnitude of
each significant difference was subsequently quantified using Cohen’s d for paired samples. The
complete results of these tests are presented in Table 7.

Table 7. Paired t-test and Cohen’s d results: IndoBERT vs. all other models (F1-macro, 3 seeds)

Comparison Mean  t-statistic  p-value Significant Cohen’sd Effect Size
Diff

IndoBERT vs Majority 0.5156  343.1629 0.0000 Yes 242.6528 Large
Baseline

IndoBERT vs Logistic 0.0489 11.9575 0.0069 Yes 8.4552 Large
Regression

IndoBERT vs SVM 0.0326 11.5229 0.0074 Yes 8.1479 Large
IndoBERT vs Random Forest  0.0522 9.6551 0.0106 Yes 6.8272 Large
IndoBERT vs DistilBERT 0.0259 6.0208 0.0265 Yes 4.2573 Large
IndoBERT vs IndoRoBERTa  0.0010 0.4008 0.7273 No 0.2834 Small

IndoBERT versus the Majority Baseline produced a mean F1-macro difference of AF1=+0.5156,
with a t-statistic of 343.163 and a p-value of 0.0000, confirming statistical significance at a=0.05. The
associated Cohen’s d of 242.653 is astronomically large, reflecting the near-perfect consistency of this
gap across all three seeds — a direct consequence of the Majority Baseline’s fully deterministic output.
IndoBERT versus Logistic Regression yielded AF1=+0.0489 (t=11.957, p=0.0069, d=8.455, Large),
and IndoBERT versus Random Forest yielded the second largest mean gap at AF1=+0.0522 (t=9.655,
p=0.0106, d=6.827, Large). IndoBERT versus SVM produced AF1=+0.0326 (t=11.523, p=0.0074,
d=8.148, Large), and IndoBERT versus DistilBERT yielded the smallest significant gap at
AF1=+0.0259 (t=6.021, p=0.0265, d=4.257, Large). Across all five of these comparisons, the p-values
fall below the 0=0.05 threshold, and all Cohen’s d values exceed 0.8, indicating large effect sizes in
every case. These results confirm that IndoBERT’s superiority over all non-Indonesian transformer
models and all classical ML models is not attributable to random variation but reflects a statistically
robust and practically meaningful performance advantage.
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The sole exception is the comparison between IndoBERT and IndoRoBERTa, which yielded a
mean difference of only AF1=+0.0010 (t=0.401, p=0.7273, d=0.283, Small). The p-value of 0.7273 is
far above the significance threshold, and the effect size of 0.283 falls squarely in the small range,
indicating that the two models are statistically indistinguishable in terms of F1-macro performance. This
finding is meaningful in the context of model selection: despite IndoBERT ranking first in mean F1-
macro (0.8834 vs. 0.8824) and IndoRoBERTa ranking first in mean ROC-AUC (0.9518 vs. 0.9502),
neither model can be declared definitively superior to the other on the basis of the available three-seed
evidence. Both IndoBERT and IndoRoBERTa thus represent equally viable top-performing choices for
Indonesian hate speech detection, and the selection between them in practice may reasonably depend on
task-specific priorities — such as whether F1-macro or ROC-AUC is the more operationally relevant
metric for a given deployment context.

4. DISCUSSION

4.1. Performance of Classical ML Models

The results demonstrate that all three classical ML models substantially outperformed the
Majority Baseline, confirming that TF-IDF-based feature representations capture sufficient
discriminative signal for Indonesian hate speech detection at a basic level. Among the classical models,
SVM achieved the highest mean F1-macro of 0.8509, which is consistent with the well-established
effectiveness of linear SVMs for high-dimensional sparse text classification tasks [24]. The superiority
of SVM over Logistic Regression (AF1=+0.0163) and Random Forest (AF1=+0.0197) aligns with prior
findings in Indonesian NLP tasks, where linear kernel SVMs combined with TF-IDF have consistently
served as strong baselines [25]. The relatively weaker performance of Random Forest (F1=0.8312)
compared to the other classical models, combined with its highest cross-seed variance (+0.0116),
suggests that the ensemble’s bootstrapping mechanism is sensitive to the specific training partition,
reducing its reliability as a single-run estimator. This instability renders Random Forest a less preferred
choice for hate speech detection benchmarks where reproducibility is a primary concern [19].

4.2. Transformer Model Superiority

All three transformer-based models consistently outperformed all classical ML models across
every evaluated metric, with the performance gap being statistically confirmed for all comparisons. The
improvement of IndoBERT over the best classical model (SVM) was AF1=+0.0326, which, while
numerically modest, was found to be statistically significant (t=11.523, p=0.0074) with a large effect
size (d=8.148). This finding is consistent with the broader literature on pre-trained language model
superiority for text classification tasks, where contextual subword representations have been shown to
capture semantic nuance, negation, and code-switching phenomena that TF-IDF bag-of-words features
fundamentally cannot encode [14],[24]. The advantage of transformer models is particularly relevant
for Indonesian social media text, which is characterized by heavy slang usage, informal grammar, and
mixed-language expressions that pose systematic challenges to frequency-based feature extraction
approaches [18]. DistilBERT, despite being a compressed multilingual model covering 104 languages,
achieved an F1-macro of 0.8576 that already surpassed all classical models, highlighting the general
strength of attention-based contextual representations even without language-specific pre-training
[26],[27].

4.3. IndoBERT versus IndoRoBERTa: Statistical Equivalence

The most nuanced finding of this study concerns the relationship between IndoBERT and
IndoRoBERTa. Although IndoBERT achieved a marginally higher mean F1-macro (0.8834 vs. 0.8824)
and ranked first in F1-macro, precision, and recall, the paired t-test revealed that this difference is not
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statistically significant (t=0.401, p=0.7273), and the Cohen’s d of 0.283 corresponds to a small effect
size. This result indicates that both models are statistically equivalent in F1-macro performance on this
corpus, and the apparent numerical advantage of IndoBERT should not be interpreted as a genuine
performance superiority. Notably, IndoRoBERTa achieved a higher mean ROC-AUC (0.9518 vs.
0.9502) and ranked first in threshold-independent discrimination, with the best single-run F1-macro
across the entire study (0.8865 at seed 123). The statistical equivalence between the two models is
consistent with their shared pre-training corpus and framework [17], differing primarily in pre-training
objective — RoBERTa-style dynamic masking for IndoRoBERTa versus BERT-style next sentence
prediction for IndoBERT. This finding suggests that for Indonesian hate speech detection on this corpus,
the choice between the two models may be guided by deployment priorities rather than empirical
performance differences.

4.4. Comparison with Prior Work

The performance levels achieved in this study are broadly comparable with, and in several cases
exceed, results reported in prior Indonesian hate speech detection studies. Ibrohim and Budi [8] reported
F1 scores in the range of 0.70—0.82 for classical ML models on the ID multilabel dataset using single-
run experiments; the present study's cross-validated SVM result of 0.8509 (+£0.0074) represents a
competitive and more reliable estimate. The three sub-datasets — ID_multilabel [8], IDHSD [7], and
ID instagram [9] — were originally introduced as standalone collections without a unified
benchmarking framework, and the present study demonstrates that integrating them under identical
multi-seed conditions yields more objective and reproducible performance estimates.

Studies employing transformer-based models for related Indonesian NLP tasks — including
sentiment analysis and abusive language detection — have reported F1 scores in the 0.85-0.91 range
using IndoBERT-family models on single-dataset evaluations [5],[16], which is consistent with the
0.8834 achieved by IndoBERT in the present benchmark. A direct quantitative comparison with prior
work is, however, constrained by the heterogeneity of datasets, label schemes, and evaluation protocols
used across existing studies, a limitation that has been widely acknowledged in the Indonesian NLP
benchmarking literature [4],[10]. The standardized multi-source corpus and cross-validated evaluation
protocol employed in this study were specifically designed to mitigate these comparability limitations
and to provide a reproducible reference point for future studies.

The findings of this study carry significant implications for the advancement of computer science
and artificial intelligence, particularly in the field of Indonesian Natural Language Processing. By
establishing a statistically rigorous benchmarking framework with paired significance testing and effect
size analysis, this study provides a methodological standard that goes beyond single-run performance
reporting — addressing a critical gap in Indonesian NLP evaluation practice. The demonstrated
superiority of domain-specific pre-trained transformer models over classical machine learning
approaches, confirmed through formal statistical validation, provides empirical evidence that can inform
model selection decisions in Indonesian text classification research and related automated language
processing applications.

4.5. Limitations and Future Work

This study has several limitations that should be acknowledged. First, the statistical significance
analysis is conducted with only three random seeds, which limits the statistical power of the paired t-
tests (n=3). While the large effect sizes observed for most comparisons (d > 4.257) suggest that the
conclusions are robust to this limitation, future work should expand the number of seeds to five or more
to obtain more reliable p-value estimates, particularly for comparisons with small or medium effect
sizes. Second, the benchmark is constrained to binary hate speech classification; multi-class or multi-
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label settings — distinguishing, for instance, between hate speech, abusive language, and offensive
content — present additional challenges that are not addressed in the present framework. Third, the
corpus is drawn from three publicly available sub-datasets that, despite standardization, retain
differences in annotation guidelines and source platforms, which may introduce residual label noise.
Fourth, the transformer models were fine-tuned under a fixed hyperparameter configuration without
systematic hyperparameter search; optimized configurations may yield further performance gains.
Future work should explore parameter-efficient fine-tuning approaches such as LoRA and adapter
modules [28],[29],[30] which have demonstrated strong performance on low-resource NLP tasks and
could extend the benchmark to larger language models at reduced computational cost. Additionally, the
integration of large language models (LLMs) through instruction tuning represents a promising direction
for advancing Indonesian hate speech detection toward Scopus Q3-level benchmarks, particularly given
the growing evidence of LLM effectiveness for low-resource language classification tasks [14].

5. CONCLUSION

This study presented a cross-validated benchmark of seven models for Indonesian hate speech
detection, systematically comparing one majority baseline, three classical ML models, and three
transformer-based pre-trained language models under identical experimental conditions on a
standardized multi-source corpus of 14,043 samples. All models were evaluated across three random
seeds using F1-macro, precision-macro, recall-macro, and ROC-AUC, with paired t-tests and Cohen's
d applied to formally assess statistical significance and practical effect size of observed differences.

The results address all three research questions posed in this study. With respect to the first
research question — how classical ML models compare to transformer-based models — the findings
confirm that transformer-based models consistently outperform all classical ML approaches across
every metric and seed. Among classical models, SVM achieved the highest mean F1-macro of 0.8509
(£0.0074), while all three transformers exceeded this by a statistically significant margin with large
effect sizes. With respect to the second research question — which model achieves the most statistically
significant and practically meaningful performance advantage — IndoBERT attained the highest mean
Fl-macro of 0.8834 (£0.0026) and was found to significantly outperform all models except
IndoRoBERTa (p=0.7273), confirming its status as the top-performing model for reliable deployment.
With respect to the third research question — how stable and reproducible the evaluated models are —
the Indonesian-specific transformer models demonstrated markedly superior cross-seed stability
(IndoBERT std=0.0026, IndoRoBERTa std=0.0036) compared to all classical ML models, with
Random Forest exhibiting the highest instability (std=0.0116).

A particularly notable finding is the statistical equivalence between IndoBERT and
IndoRoBERTa (AF1=+0.0010, p=0.7273, d=0.283), which indicates that neither model can be declared
definitively superior to the other on the basis of the available evidence. Both Indonesian-specific
transformer models represent equally viable top-performing solutions for Indonesian hate speech
detection, and the selection between them may be guided by task-specific deployment priorities —
specifically, whether Fl-macro or ROC-AUC is the more operationally relevant criterion. This
conclusion has practical implications for Indonesian NLP practitioners: the marginal mean difference of
0.10 percentage points in Fl-macro between the two models does not justify a preference based on
empirical performance alone, whereas computational efficiency, model licensing, or inference latency
considerations may legitimately differentiate them in production settings.

This study contributes a reproducible benchmarking framework, a standardized multi-source
corpus, and a statistically rigorous evaluation protocol that collectively address three critical gaps
identified in the existing Indonesian hate speech detection literature: the absence of simultaneous
classical-and-transformer comparisons under identical conditions, the lack of multi-seed cross-
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validation, and the absence of formal statistical significance testing. The fully documented experimental
pipeline is intended as a replicable reference for future Indonesian NLP benchmarking research. From
a broader scientific perspective, the statistically rigorous evaluation methodology introduced in this
study has the potential to become a new standard for Indonesian NLP research, elevating the
methodological quality of text classification studies in computer science and informatics. This
contribution is particularly significant for the development of Al-based automated systems in low-
resource language settings, where robust and reproducible evaluation frameworks remain critically
needed. Future work should explore parameter-efficient fine-tuning approaches such as LoRA and
adapter modules to extend this benchmark to larger language models, and investigate instruction-tuned
LLMs as a pathway toward higher performance levels suitable for Scopus Q3-level evaluation standards.
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