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Abstract 

News classification is critical for organizing digital content and enhancing user engagement. Static embeddings such 

as GloVe, however, often fail to capture dynamic contextual relationships, limiting classifier performance. This study 

investigates the integration of frozen DistilBERT embeddings used strictly as feature extractors into a BiLSTM news‐

classification pipeline to harness context‐aware representations while preserving computational efficiency. 

Experiments were conduccted on the Fancyzhx/ag_news dataset, which contains 127,700 samples, using a controlled 

70/30 train–test split, comparing three BiLSTM variants: baseline (no pretrained embeddings), GloVe‐BiLSTM, and 

DistilBERT‐BiLSTM. Model architectures and hyperparameters are held constant to ensure a fair evaluation. 

Experimental results demonstrate that DistilBERT‐BiLSTM achieves 93.2 % accuracy, outperforming GloVe‐

BiLSTM by 1.3% and the baseline by 2.5%. UMAP visualizations reveal more distinct semantic clusters with 

DistilBERT embeddings, and token‐level heatmaps confirm sharper intra‐sentence focus on domain‐specific terms. 

These findings contribute to informatics research by demonstrating the value of frozen transformer embeddings for 

lightweight yet high-performing text classification, with practical applications in information retrieval, content 

moderation, and real-time news analytics. 
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1. INTRODUCTION 

Natural Language Processing (NLP) is a field within computer science and artificial intelligence 

that aims to allow computers to understand, interpret, and generate human language. It integrates 

computational linguistics, machine learning, and deep learning to analyze and process large amounts of 

natural language data [1]. NLP has wide applications such as text classification, sentiment analysis, 

language translation, and question-answering systems [2]. Among these, text classification is a 

fundamental task used in areas like sentiment analysis, spam detection, and news categorization [3] 

News categorization shapes audience engagement and journalistic knowledge by influencing how news 

is produced, distributed, and perceived. Clear categorization improves content organization, enhancing 

comprehension and engagement[4]. Assigning articles to the correct categories improves accessibility, 

enhances content organization, and supports proper archiving. It helps readers find relevant, trustworthy 

information more efficiently and deepens their understanding of specific topics [5]. Text categorization 

plays a crucial role in information retrieval [6]. 

Deep learning such as Bidirectional Long Short-Term Memory (BiLSTM) significantly enhance 

classification by leveraging sequential processing to improve accuracy and efficiency. Unlike traditional 

models, deep learning approaches capture semantic relationships and sentiment nuances, making them 

more effective for categorizing diverse content. [7]. The effectiveness of BiLSTM in news text 
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classification by demonstrating its ability to capture bidirectional dependencies, improving contextual 

understanding and classification accuracy. It discusses how BiLSTM, combined with an attention 

mechanism, enhances feature extraction by focusing on the most relevant parts of the text, leading to 

more precise categorization. [8]. BiLSTM processes text in both forward and backward directions, 

allowing it to better understand the surrounding context of each word. This bidirectional structure 

enables richer contextual representations, which are particularly valuable in tasks like sentiment 

analysis[9], emotion classification[10], and fake news detection[11]. BiLSTM model improves 

sentiment classification by processing text in both forward and backward directions, enabling a more 

comprehensive understanding of context also preserves dependencies over long sequences, making it 

effective for analyzing complex sentence structures [12].   

Word embedding enhances the performance of Bidirectional Long Short-Term Memory 

(BiLSTM) for classifying cancer clinical trial documents. By converting words into numerical vectors, 

word embedding allows BiLSTM to better capture the meaning and relationships between words, 

leading to improved classification accuracy [13]. Contextual embeddings transform word representation 

by factoring in surrounding context, unlike traditional methods like GloVe, which assign static vectors. 

Models like BERT adapt word meaning dynamically based on sentence usage, leading to more nuanced 

language understanding. [14].  

BERT, introduced by Devlin et al. in 2018, is a transformer-based model that uses a bidirectional 

approach to better understand word context within a sentence. Unlike traditional unidirectional models, 

BERT captures contextual relationships by considering both the left and right context of a word [15]. 

The BERT-BiLSTM model in sentiment analysis emphasizes the effectiveness of this combination in 

processing complex language data. The integration of BERT embeddings with Bi-LSTM for emotion 

analysis in dialogue further supports the potential of this hybrid approach in understanding nuanced 

linguistic expressions[16]. BERT-BiLSTM is used to study word representations in various contexts 

and capture semantic relationships between words in a text. With this approach, the system can 

comprehend word meanings more deeply based on patterns in broader text structures [17].  

DistilBERT is a lighter version of BERT developed to reduce computational demands while 

maintaining high performance, making it well-suited for resource-constrained environments [18]. It 

retains most of BERT's language understanding capabilities and has achieved competitive results—for 

example, 82.3% accuracy in sentiment classification [19]. In tasks like online news sentiment analysis, 

DistilBERT demonstrated high accuracy (up to 0.94 on validation) while using 40% fewer parameters 

than BERT and requiring only two training passes[20]. DistilBERT’s pre-trained embeddings improve 

text processing by capturing subtle similarities, enhancing the detection of plagiarized content. The 

study highlights its ability to enhance classification performance while reducing computational 

complexity, making it well-suited for large-scale text analysis without compromising language 

comprehension [21]. Embeddings like those from DistilBERT enhance classification accuracy by 

capturing semantic and contextual meaning more effectively than traditional word embeddings. The 

study shows that embeddings improve feature extraction, allowing the model to better distinguish 

sentiment classes. They also aid in generalization, enabling the classifier to perform well across varied 

datasets. [22]. This study [23] The study evaluates DistilBERT embeddings with various classifiers for 

social media rumor detection, finding that DistilBERT paired with Naïve Bayes performs well in 

distinguishing rumors from non-rumors. It retains much of BERT’s accuracy while reducing 

computational cost, making it suitable for real-time use. The study [24] uses contextual word 

embeddings like ClinicalBERT, DistilBERT, and SCIBERT to classify clinical concepts into categories 

such as Problem, Treatment, and Test. These models generate context-aware word representations, 

improving classification by capturing semantic nuances and boosting annotation efficiency in clinical 

datasets. 
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Building on the advancements in embedding techniques and the proven effectiveness of BiLSTM 

for text classification, this work integrates DistilBERT embeddings with a BiLSTM model to evaluate 

their impact on news categorization tasks. DistilBERT, with its ability to generate dynamic, context-

aware word representations, offers a meaningful contrast to traditional static embeddings like GloVe. In 

this study, all embeddings including DistilBERT are used strictly as fixed feature extractors without any 

fine-tuning, allowing a clear comparison of their standalone contributions to classification performance. 

2. METHOD 

This research follows a deep learning approach to classify news articles by implementing a 

structured workflow. The process as illustrated in figure 1 begins with collecting and preparing the 

dataset, followed by cleaning and preprocessing the text to ensure consistent input. The data is split into 

training and testing sets to support model evaluation. After preprocessing, the text is tokenized and 

transformed into numerical form through embedding techniques, which convert words into vector 

representations. These embeddings serve as input features for the classification model. The model is 

then trained to learn patterns from the embedded data, and its performance is evaluated using standard 

metrics to determine its effectiveness in categorizing news content. 

 

 
Figure 1 Research Methodology 

 

This study is conducted using Python programming language within the Google Colab 

environment. Google Colab provides a cloud-based platform with free access to GPUs, making it 

suitable for deep learning experiments. All model development, including data preprocessing, training, 

and evaluation, is implemented using Python libraries such as TensorFlow, Keras, NLTK, Hugging Face 

Transformers and etc. 

2.1. Dataset 

The Fancyzhx/ag_news dataset, available on Hugging Face, is a curated version of the widely 

used AG News corpus, designed for text classification tasks such as news categorization. It contains 

news articles labeled into four distinct categories: World, Sports, Business, and Sci/Tech, each assigned 

a numerical label (0 for World, 1 for Sports, 2 for Business, and 3 for Sci/Tech). The dataset includes 

120,000 training samples and 7,600 test samples, with each entry containing the news article and its 

corresponding category label. The dataset is balanced, with an equal number of samples across all four 
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categories, as illustrated in Figure 2. This balance ensures that the classification model receives a 

uniform representation of each class during training and evaluation, making the dataset well-suited for 

benchmarking news categorization tasks. 

 

 
Figure 2 News Distributions 

 

The original split of the dataset consists 120,000 samples in the training set and 7,600 samples in 

the test set. The data will be split into 70% for training and 30% for testing[25].  To achieve the 70/30 

split while preserving the test set, the 7,600 test samples are kept intact. Then, 30,680 samples are 

selected from the training set using stratified sampling to maintain label distribution, adding them to the 

test set. This results in table 1 in a final test set of 38,280 samples, with the remaining 89,320 forming 

the new training set. This method preserves label balance and includes the original test set as show in 

table 1. 70% of the data (89,320 samples) are for training, while the remaining 30% will be allocate for 

testing to evaluate the performance of the trained model. 

 

Table 1 Data Splitting 

Split Type Training Test Notes 

Original Split 120,000 7,600 Default dataset distribution 

Adjusted 70/30 Split 89,320 38,280 7,600 + 30,680 

 

2.2. Pre-Processing and Tokenization 

Preprocessing techniques as a crucial step in text classification, ensuring that raw text is 

transformed into a structured format suitable for machine learning models. These preprocessing steps 

enhance text classification accuracy by ensuring that models receive clean, structured, and meaningful 

input [26]. BERT model does not require extensive preprocessing since it uses deep contextual 

embeddings that naturally handle raw text. Preprocessing has minimal impact on BERT’s classification 

accuracy because BERT is designed to learn word meaning dynamically based on context [27], [28].  In 

this study, no preprocessing is applied to the data used with DistilBERT, as it can process raw text 

effectively and to preserve the full meaning. However, for GloVe, and no embedding models, 

preprocessing steps like lowercasing, removing special characters, and stopwords filtering are applied. 

Lowercasing eliminates case sensitivity, removing special characters clears irrelevant symbols, and 

stopwords filtering removes common but meaningless words. These steps help improve the quality of 
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input for traditional models like GloVe, which rely on clean data to generate useful embeddings. 

DistilBERT, however, doesn’t require such preprocessing due to its context-aware approach. 

Tokenization is the process of dividing text into smaller elements, known as tokens, which may 

be words, subwords, or individual characters[29]. Tokenization was performed after text preprocessing 

to ensure cleaner input and achieve better results. This study uses two tokenizers: Keras Tokenizer [30] 

and DistilBERT Tokenizer [31]. Keras Tokenizer is applied in the BiLSTM models without pretrained 

embeddings, as well as for GloVe embeddings. It performs word-level tokenization by converting text 

into integer sequences based on a custom vocabulary and handles out-of-vocabulary words using a 

special OOV token. In contrast, the DistilBERT-BiLSTM model uses the DistilBERT Tokenizer, which 

applies subword-level tokenization through the WordPiece algorithm and leverages a fixed pre-trained 

vocabulary. Table 2  provides an example of how raw news text is transformed through preprocessing 

and tokenization, resulting in standardized input sequences compatible with DistilBERT embeddings 

 

Table 2. Text Preprocessing and Tokenization 

Unprocessed Data Processed Data  DistilBert Token  

BBC set for major shake-up, 

claims newspaper London - The 

British Broadcasting Corporation, 

the world #39;s biggest public 

broadcaster, is to cut almost a 

quarter of its 28 000-strong 

workforce, in the biggest shake-up 

in its 82-year history, The Times 

newspaper in London said on 

Monday. 

bbc set major shake claims 

newspaper london british 

broadcasting corporation 

world 39 biggest public 

broadcaster cut almost 

quarter 28 000 strong 

workforce biggest shake 82 

year history times 

newspaper london said 

monday 

['[CLS]', 'bbc', 'set', 'for', 'major', 'shake', '-

', 'up', ',', 'claims', 'newspaper', 'london', '-', 

'the', 'british', 'broadcasting', 'corporation', 

',', 'the', 'world', '#', '39', ';', 's', 'biggest', 

'public', 'broadcaster', ',', 'is', 'to', 'cut', 

'almost', 'a', 'quarter', 'of', 'its', '28', '000', '-

', 'strong', 'workforce', ',', 'in', 'the', 'biggest', 

'shake', '-', 'up', 'in', 'its', '82', '-', 'year', 

'history', ',', 'the', 'times', 'newspaper', 'in', 

'london', 'said', 'on', 'monday', '.', '[SEP]'] 

 

2.3. Embedding 

Embedding refers to the process of transforming categorical data, such as words or phrases, into 

continuous vector representations in a high-dimensional space. In natural language processing (NLP), 

embeddings are used to represent words or sentences as dense vectors composed of real numbers, which 

capture semantic meaning and relationships between words [32]. Pre-trained GloVe embeddings refine 

text representation and feature extraction by leveraging word co-occurrence patterns from large text 

corpora to create high-dimensional vectors that position semantically related words closer together 

[33].Contextual embedding such as BERT is a technique in natural language processing (NLP) where 

words are represented according to their meanings in a particular context. Unlike traditional word 

embeddings as Glove, which assign a static vector to each word, contextual embeddings modify the 

representation based on the word’s usage within a sentence[34]. DistilBERT is a compressed version of 

BERT created through knowledge distillation, where a smaller model learns from a larger one to 

generate contextualized word embeddings using a bidirectional transformer that captures both left and 

right context [35]. GloVe, and DistilBERT will be use. These embeddings serve as fixed feature 

extractors, meaning their pre-trained weights remain frozen and are not updated during model training. 

By using these embeddings without fine-tuning, the study ensures that any performance differences 

among BiLSTM variants are due solely to the quality of the embeddings themselves enabling a clean, 

controlled comparison of their standalone representational power. 

2.4. BiLSTM 

Bidirectional Long Short-Term Memory (Bi-LSTM) is an advanced variant of the Long Short-

Term Memory (LSTM) architecture, designed to improve efficiency in processing sequential data, 
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especially in sequence classification tasks. Bi-LSTM works by involving two LSTM networks during 

the training of sequential data: one LSTM processes data in the forward direction, while the other 

processes data in the backward direction. This dual-direction approach allows Bi-LSTM to capture 

context from both the past and the future simultaneously, resulting in more accurate predictions 

compared to conventional LSTM [36]. Figure 3 illustrates the architecture of the Bi-LSTM network for 

sequence modeling. Each token is processed in both forward and backward directions. 

  

 
Figure 3 Architecture of the BiLSTM Model[37] 

 

The BiLSTM model architecture in this study consists of a single Bidirectional LSTM layer with 

64 units, followed by a dropout layer with a rate of 0.5 to prevent overfitting. The final layer is a dense 

layer with a softmax activation function, with the number of output units matching the number of target 

classes. The model is compiled using the AdamW optimizer with a learning rate of 0.0001 and a weight 

decay of 0.00001. It is trained for 10 epochs with a batch size of 16, using sparse categorical cross 

entropy as the loss function and accuracy as the evaluation metric. 

3. RESULT 

This study employs three BiLSTM-based models to evaluate the impact of different word 

representation techniques. The baseline model, referred to as BiLSTM, is trained without any pre-trained 

word embeddings. Three additional models incorporate widely used embeddings: GloVe-BiLSTM, uses 

the pre-trained GloVe 6B.300d which trained on a large corpus of 6 billion tokens and representing 

words as 300-dimensional vectors capturing global word co-occurrence statistics and DistilBERT-

BiLSTM, which integrates contextual embeddings from the pre-trained DistilBERT transformer. All 

three embedding-based models use their respective embeddings strictly for feature extraction, without 

any fine-tuning of the embedding layers during training. 

3.1 BiLSTM 

The BiLSTM model in Table 3, which does not use any pre-trained word embeddings as feature 

extractions, achieved an overall accuracy of 90.7%, with a macro-average precision, recall, and F1-score 

of 90.7%, indicating balanced classification performance across the four news categories. Among the 

individual classes, the Sports category recorded the highest performance across all metrics: precision 

(95.4%), recall (97.1%), and F1-score (96.2%), highlighting the model's strong ability to correctly 

identify sports-related news. The World category followed with an F1-score of 90.4%, while Sci/Tech 

and Business achieved F1-scores of 88.4% and 87.6%, respectively. These results suggest the model is 

most confident and accurate in classifying sports articles, with slightly lower but consistent performance 

in other categories. 
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Table 3 Classification Report BILSTM 

Class Precision Recall F1-Score Support 

World (0) 0.907 0.901   0.904  9570 

Sports (1) 0.954 0.971 0.962 9570 

Business (2) 0.882 0.870 0.876 9570 

Sci/Tech (3) 0.883 0.885 0.884 9570 

Accuracy   0.907 38280 

Macro Avg 0.907 0.907 0.907 38280 

Weighted Avg 0.907 0.907 0.907 38280 

3.2 GloVe-BiLSTM 

The GloVe-BiLSTM model shown in Table 4, achieved an overall accuracy of 91.9%. Among 

the four categories, the Sports class performed the best across all metrics, with a precision of 95.7%, 

recall of 97.9%, and an F1-score of 96.8%. The World category recorded the highest recall at 90.7%, 

reflecting strong sensitivity in identifying these samples. Business and Sci/Tech classes showed slightly 

lower, yet still solid, performance, with F1-scores of 89.1% and 89.5%, respectively. The macro and 

weighted averages for precision, recall, and F1-score were all consistently at 91.9%, indicating balanced 

classification capability across the dataset. 

 

Table 4 Classification Report GloVe -BiLSTM 
Class Precision Recall F1-Score Support 

World (0) 0.938 0.907  0.922  9570 

Sports (1) 0.957 0.979 0.968 9570 

Business (2) 0.895 0.888 0.891 9570 

Sci/Tech (3) 0.887 0.903 0.895 9570 

Accuracy   0.919 38280 

Macro Avg 0.919 0.919 0.919 38280 

Weighted Avg 0.919 0.919 0.919 38280 

 

3.3 DistilBERT-BiLSTM 

The DistilBERT - BiLSTM model as shown in table 5 uses DistilBERT as embedding, reached 

the highest overall accuracy at 93.2%. The Sports category led the performance metrics with an 

outstanding precision of 97.4%, recall of 98.9%, and F1-score of 98.1%, indicating exceptional 

classification effectiveness for this class. The World class showed the highest precision at 95.6%, while 

Business achieved the highest recall with 92.0%, reflecting strong identification of true positives in these 

categories. Sci/Tech also maintained solid results, with an F1-score of 90.4%. Both macro and weighted 

averages across precision, recall, and F1-score remained consistently high at 93.2%, demonstrating 

balanced and robust performance across all classes. 

 

Table 5 Classification Report DistilBERT-BiLSTM 
Class Precision Recall F1-Score Support 

World (0) 0.956 0.927  0.941  9570 

Sports (1) 0.974 0.989 0.981 9570 

Business (2) 0.883 0.920 0.901 9570 

Sci/Tech (3) 0.917 0.892 0.904 9570 

Accuracy   0.932 38280 

Macro Avg 0.932 0.932 0.932 38280 

Weighted Avg 0.932 0.932 0.932 38280 
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4. DISCUSSIONS 

The results reveal in figure 4 show the effectiveness of different embedding strategies—BiLSTM 

with no pre-trained embeddings, GloVe, and DistilBERT—in the context of news classification. By 

examining key performance metrics such as accuracy, precision, recall, and F1 score, it becomes clear 

how each embedding contributes to the model’s ability to classify news articles.  

The DistilBERT-BiLSTM model, compared to all other models across every evaluation criterion, 

clearly outperformed the others. The BiLSTM, which was the only model without pretrained 

embeddings, achieved an accuracy of 90.69% and an F1-score of 90.67%, while the DistilBERT-

BiLSTM model improved these metrics to an accuracy of 93.19% and an F1-score of 93.19%. This 

marks a 2.5% improvement in both accuracy and F1-score over the baseline BiLSTM. Compared to 

GloVe-BiLSTM, which achieved a 91.94% F1-score, DistilBERT still led by approximately 1.25%. 

Unlike static embeddings such as GloVe, which assign the same vector to a word regardless of context, 

DistilBERT produces dynamic embeddings that adapt to the surrounding words, resulting in better 

representation and classification accuracy. While traditional embeddings like GloVe provide a general 

representation, DistilBERT captures real-time context, improving performance[38].  

 

 
Figure 4 Comparison of Overall Performance Metrics Across All Embedding Variants 

 

 
Figure 5 Comparative Confusion Matrix for BiLSTM, GloVe-BiLSTM, and DistilBERT-BiLSTM 

Models 

 

To further analyze classification performance, Figure 5 presents confusion matrices for each 

model across the four news categories: World (0), Sports (1), Business (2), and Sci/Tech (3). The 

diagonal dominance in each matrix reflects correct predictions, while off-diagonal values indicate 
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misclassifications. DistilBERT-BiLSTM exhibits the strongest diagonal concentration, particularly in 

the Sports class (9463/9570 correct), confirming its superior precision and recall. Compared to BiLSTM 

and GloVe-BiLSTM, DistilBERT reduces misclassification in the World and Business categories, with 

fewer instances of Business articles misclassified as Sci/Tech (537 vs. 755 in BiLSTM). These matrices 

visually reinforce the quantitative metrics in Tables 4–6, highlighting DistilBERT’s ability to capture 

nuanced semantic boundaries and reduce inter-class confusion. The confusion between Business and 

Sci/Tech categories reflects topical overlap in the dataset, where technology-related business articles 

and market-oriented science reports share vocabulary. While DistilBERT embeddings reduce 

misclassification compared to GloVe and baseline BiLSTM, residual errors highlight the need for 

domain-specific fine-tuning or hierarchical categorization strategies 

 

 
Figure 6 UMAP Projection of DistilBERT Embeddings: Ground-Truth vs. Predicted News Categories 

 

To assess the semantic quality of the embeddings produced by DistilBERT (used here strictly as 

a feature extractor, without fine-tuning), we visualize the document-level vectors using UMAP. UMAP 

(Uniform Manifold Approximation and Projection) was applied to visualize the high‑dimensional 

DistilBERT embeddings in two dimensions. This allows us to compare how the data clusters under the 

true labels versus the predicted labels from the BiLSTM classifier. 

Figure 6 displays a side-by-side comparison on the left shows the UMAP projection coloured by 

the true news categories World 0, Sports 1, Business 2, and Sci/Tech 3 while in the right presents the 

UMAP coloured by the BiLSTM classifier's predicted labels.  

In the ground truth projection (left), we observe distinct and well-separated clusters. Notably, 

Sci/Tech and World articles form compact, coherent groups, indicating that even without task-specific 

tuning, DistilBERT captures informative latent features. The prediction-based UMAP (right) largely 

preserves these structures, especially for World and Sport. However, some blending is visible in 

Sci/Tech and Business, where class boundaries become less defined. This suggests challenges in 

differentiating articles within those domains possibly due to overlapping topical elements such as 

economics in sports or tech-driven business narratives. These visualizations underscore that frozen 

DistilBERT embeddings provide a robust semantic foundation, enabling meaningful class separation in 

downstream models.  

To deepen the qualitative analysis of embedding behaviour, a token similarity heatmap was 

generated using a representative sentence from the Sci/Tech category of the AG News dataset. The token 
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similarity heatmap serves as an interpretability tool, illustrating how each model distributes attention 

across words within a news article. Darker regions indicate tokens that contribute more strongly to the 

classification decision. In this study, the heatmap is used to compare baseline, GloVe-BiLSTM, and 

DistilBERT-BiLSTM models, highlighting differences in how they prioritize information. 

 The selected sentence reads: "Fossil Indicates Brown Bears Went South CALGARY, Alberta A 

fossilized jaw found in an Alberta gravel pit may have cleared up a mystery for researchers wondering 

how brown bears originally made it across North America." This sentence was chosen because it 

contains a variety of content-rich expressions, including biological references, geographical entities, and 

investigative terms, making it useful for analysing intra-sentence semantic structures. 

As shown in Figure 7, the GloVe-generated heatmap presents a relatively uniform and diffuse 

similarity pattern. Although moderate similarity appears among frequently occurring functional tokens, 

contextually significant relationships—such as between “fossil” and “jaw,” “Alberta” and “gravel pit,” 

or “researchers” and “mystery”—are weakly represented. This behavior reflects GloVe’s reliance on 

global co-occurrence statistics, where semantically related words may remain distant in vector space if 

they do not commonly co-occur in large corpora, despite being tightly connected within a specific 

sentence. 

 

 
Figure 7 Token Similarity Heatmap Using GloVe Embeddings 

 

In contrast, Figure 8 demonstrates that the DistilBERT heatmap yields more concentrated and 

context-sensitive similarity values. The terms “fossil” and “jaw” exhibit strong pairwise alignment, 

anchoring the semantic center of the sentence. Similarly, “Alberta” is highly associated with “gravel 

pit,” accurately capturing the locational and narrative linkage that describes the fossil discovery. 

Additionally, “researchers” shows elevated similarity to “mystery,” suggesting DistilBERT’s ability to 

model abstract cognitive associations grounded in the sentence’s thematic structure. These context-

aware pairings confirm that DistilBERT embeddings adapt word meanings based on surrounding text, 

enabling a finer-grained semantic encoding that static embeddings like GloVe cannot achieve. 
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Figure 8 Token Similarity Heatmap Using DistilBERT Embeddings 

 

This micro-level analysis aligns with the broader trends observed in the UMAP visualizations, 

offering complementary evidence that contextual embeddings like DistilBERT better capture semantic 

coherence at both sentence and document levels. In summary, the DistilBERT-BiLSTM combination 

stands out as the most effective approach compared to the BiLSTM model with or without pretrained 

embeddings, highlighting the advantage of using context-aware embeddings to improve text 

classification performance. 

This analysis sheds light on the strengths and limitations of each approach, this study is limited 

to the AG News dataset and does not include other domain-specific corpora, evaluation relied solely on 

a single 70/30 train–test split. Additionally, embeddings were used strictly as frozen feature extractors 

without fine-tuning, which may restrict performance in specialized contexts. Future work could explore 

fine-tuning strategies, attention mechanisms, and broader datasets to validate generalization. 

5. CONCLUCION 

This study demonstrates that incorporating DistilBERT embeddings as fixed feature extractors 

significantly enhances the performance of BiLSTM based news classification models. Among the three 

configurations: Baseline BiLSTM, GloVe-BiLSTM, and DistilBERT-BiLSTM. The DistilBERT 

integrated model consistently achieved the highest scores across accuracy, precision, recall, and F1 

metrics. The observed improvements underscore the effectiveness of contextual embeddings in 

capturing nuanced semantic relationships within text, offering substantial gains over static embedding 

approaches.  

These findings affirm the value of leveraging lightweight transformer-based embeddings in 

classification pipelines, particularly in scenarios requiring semantic richness with reduced 

computational overhead. Future research could extend this work by applying the DistilBERT–BiLSTM 

setup to specialized corpora (e.g., legal, medical), exploring lightweight fine-tuning techniques such as 

adapter modules, or integrating attention mechanisms to further refine classification performance in 

diverse and low-resource textual settings. 
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