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Abstract 

In peer-to-peer lending, a single misjudged borrower can result in significant investor losses and erode the platform's 

credibility. Although machine learning models have demonstrated superior predictive performance in identifying 

potential loan defaults, their opaque decision-making process creates mistrust and regulatory friction, impeding their 

trustworthy adoption. This study addresses the critical trade-off between accuracy and interpretability by proposing 

an interpretable machine learning framework for trustworthy credit default classification using Bondora peer-to-peer 

lending data. We deploy and benchmark three classifiers —Extreme Gradient Boosting (XGBoost), Light Gradient 

Boosting Machine (LightGBM), and Random Forest (RF) — to assess their predictive effectiveness. To overcome 

the black-box nature of these models, we integrate two complementary interpretability techniques: SHapley Additive 

exPlanations (SHAP) for global feature attribution and Local Interpretable Model-agnostic Explanations (LIME) for 

granular, instance-level decision insights. The high AUC, which exceeds 0.96, and F1 score (0.937-0.940) show that 

all models can effectively support risk management. Our results also demonstrate that pairing high-performing 

classifiers with interpretability tools enhances model transparency, fosters accountability, and promotes the 

responsible use of machine learning in credit risk assessment.  
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1. INTRODUCTION 

Peer-to-peer (P2P) lending has revolutionized the financial landscape, offering an innovative 

alternative to traditional banking for both borrowers and lenders. By directly connecting individuals or 

businesses seeking capital with those willing to provide it, P2P platforms have fostered greater financial 

inclusion and opened up new avenues for investment. However, alongside its undeniable importance, 

P2P lending also presents a unique set of challenges that stakeholders must carefully consider [1]. An 

accurate and transparent credit risk assessment remains pivotal to maintaining stability and sustainability 

in lending institutions. Credit default classification, which involves predicting the likelihood of default, 

is a central task in credit risk management. 

As financial technology evolves, machine learning (ML) algorithms are increasingly utilized to 

model credit default risk due to their ability to learn complex nonlinear patterns from historical data. 

Credit default prediction generally uses statistical methods, such as logistic regression, which is a 

technique used to model the probability of a certain class or event. However, recent developments have 

encouraged the use of ML for this purpose. ML methods can capture complex, nonlinear relationships 

and have demonstrated superior predictive power compared to traditional statistical models [2][3][4] 

[5]. For classification tasks, several ML methods are widely used, including Random Forest (RF), Light 

Gradient Boosting Machine (LightGBM), and Extreme Gradient Boosting (XGBoost). 
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LightGBM is a gradient boosting framework that is designed to be more efficient and faster than 

traditional gradient boosting methods [6]. XGBoost, has the ability to handle missing values, regularize 

to prevent overfitting, and parallelize computations makes it a powerful tool for large datasets [7]. 

Random Forest works by building several decision trees during training and producing a classification 

model from each tree [8][9]. This method offers insight into the importance of features and is capable 

of reducing overfitting, thereby enhancing the reliability of classification tasks [10]. 

Despite the undeniable predictive power of these advanced ML models, their widespread adoption 

in critical domains like finance faces a significant hurdle: the "black box" problem [11][12]. This refers 

to the phenomenon where an algorithm's internal workings are so complex and opaque that even its 

creators struggle to understand precisely why it arrives at a particular decision or prediction [2]. In a 

highly regulated industry such as finance, where decisions have profound implications for individuals 

and institutions, a lack of transparency is unacceptable. Regulatory bodies and stakeholders demand 

accountability and explainability, particularly when adverse decisions are made (e.g., denying a loan). 

Without interpretability, it becomes challenging to ensure fairness, detect biases, comply with 

regulations, and build trust with end-users. The potential for discriminatory outcomes embedded within 

opaque algorithms, even unintentionally, poses a severe ethical and legal risk [13][14]. 

Recognizing these challenges, Interpretable Machine Learning (IML), has emerged. IML aims to 

develop methods and techniques that make AI systems more understandable and interpretable without 

necessarily sacrificing their performance  [15][16]. Techniques such as Local Interpretable Model-

agnostic Explanations (LIME) and SHapley Additive exPlanations (SHAP) provide insights into feature 

importance for individual predictions or the model as a whole. The goal is not necessarily to simplify 

complex models but rather to provide insights into their decision-making process, allowing stakeholders 

to comprehend why a particular prediction was made. This understanding is crucial for various reasons: 

it enables domain experts to validate model behavior against their knowledge, facilitates debugging and 

improvement of models, helps identify and mitigate biases, and ultimately fosters trust in automated 

decision-making systems [17][18]. 

The use of SHAP and LIME as interpretability tools has gained increasing popularity in recent 

years. Numerous studies have integrated these explainers with various ML algorithms to enhance model 

transparency. Notable examples include the application of LightGBM with SHAP for banking data 

analysis and lending platform [3][19][20][21], Random Forest with SHAP in finance and credit lending 

[22][23], XGBoost for credit risk assessment [24][25]. 

In the context of credit default classification, IML offers several tangible benefits. For instance, 

understanding which specific financial attributes or behavioral patterns contribute most to a high default 

risk prediction can help lenders offer targeted financial products and support, as well as provide 

educational resources to mitigate risk. Conversely, comprehending the factors that contribute to a low 

default risk prediction can help streamline loan approvals for creditworthy individuals. Moreover, 

regulatory compliance often mandates the ability to explain adverse credit decisions to applicants. IML 

techniques can provide clear, actionable explanations, fulfill these regulatory requirements, and ensure 

fair and transparent treatment of consumers [22][25][26][27]. 

Despite the considerable potential of interpretable machine learning in credit default analysis, its 

application in this domain remains underexplored. To address this gap in the literature, the present study 

investigates the development of trustworthy credit default classification models by integrating advanced 

machine learning algorithms with state-of-the-art interpretable machine learning techniques, utilizing 

data from Bondora peer-to-peer lending. Three classifiers, LightGBM, XGBoost and Random Forest 

were implemented and benchmarked to evaluate their predictive performance. To address the inherent 

black-box nature of these models, two complementary interpretability techniques were employed: 
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SHAP for global feature attribution, and LIME to provide detailed, instance-level insights into model 

decisions. 

2. METHOD 

This study evaluates IML models for credit default classification using Lending Club loan data. 

The methodological framework involves several key stages: data preprocessing, model development 

using multiple classification algorithms, application of IML techniques (SHAP and LIME), and model 

evaluation based on both predictive performance and interpretability. 

2.1. Data 

2.1.1. Dataset Description 

The dataset employed in this study originates from Bondora, a European peer-to-peer (P2P) 

lending platform [28]. This publicly accessible, comprehensive, and high-dimensional dataset is 

primarily utilized for credit risk analysis, notably for predicting loan defaults. Its widespread recognition 

stems from its transparency and granularity, rendering it a valuable resource for both academic inquiry 

and practical financial modeling [29][30][31]. Our study focuses on data with maturity dates between 

2016 and 2024, with a total of 179,000 entries. The key features of the dataset are in Table 1. 

 

Table 1. Key features of the Bondora dataset 

Feature Category Example Attributes 

Borrower Profile 
Age, Gender, Marital status, Education level, Homeownership status, Number of 

dependents, Employment duration 

Financial 

Information 
Net salary, Verified income, Expenses, Debt-to-income ratio, Additional liabilities 

Loan Details 
Loan amount (applied/issued), Loan duration, Interest rate, Bondora rating, Country, Loan 

issuance date 

Loan Performance 

& Repayment 

Principal repaid, Interest repaid, Final payoff date, Amortization schedule, Payment 

history, missed payments, Default status 

Collection & 

Recovery 
Registered payment problems, Collection status, Recovery performance metrics 

 

2.1.2. Data Preprocessing 

The preprocessing of data prior to modeling encompassed these key actions:  

a. Eliminating redundant variables not pertinent to loan details, such as the borrower's membership 

ID, descriptive text regarding the loan, contract and the loan repayment date. 

b. Addressing missing data by deleting corresponding entries. 

c. Excluding loans with a "Current" status, thereby retaining only "Repaid" and "Default" status in the 

dataset. 

After preprocessing, the data used to build the model consisted of 40900 entries with 20 relevant 

features. 

2.2. Machine Learning Algorithms 

Three machine learning classifiers were employed to model credit default risk. These algorithms 

were selected due to their established performance in classification tasks and compatibility with SHAP 

and LIME explainer. 
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2.2.1. Random Forest (RF) 

RF is a learning method that can significantly improve the accuracy of classification and 

regression tasks by combining the predictions of multiple decision trees. This method builds multiple 

decision trees, combines their outputs to make predictions, and uses techniques such as bagging and 

random feature selection to create diverse trees. This method improves accuracy while minimizing 

overfitting. It is commonly used for both classification and regression tasks, particularly in areas 

like fraud detection, and economics and financial forecasting [9][32][33][34].  

The primary process in the RF algorithm:  

a. Bootstrap Sampling: This algorithm works by taking random samples and then creating several 

subsets of training data from those samples. The training data, which includes historical credit data 

and default instances, is used to teach the model how to make predictions. Some data may not appear 

in the training, while others may appear multiple times. 

b. Random Feature Selection: For each split in a decision tree, a random subset of features is 

considered instead of all features. This can introduce further randomness and diversity among the 

trees. 

c. Tree Building: Each decision tree is built independently on its respective bootstrap sample and with 

the random feature subset. 

2.2.2. Extreme Gradient Bossting (XGBoost) 

XGBoost is an accurate implementation of gradient boosting designed to improve the 

performance and computational speed of machine learning models. XGBoost works by sequentially 

adding trees, with each new tree attempting to correct the errors made by the previous tree, using a 

technique called gradient boosting. This process continues iteratively until a predetermined criterion is 

met.  Its use of regularization effectively controls overfitting, enhancing its robustness to noisy data. 

Due to its accuracy and scalability on large datasets, XGBoost are often use in both classification and 

regression, such as in financial risk and predicting credit default [9][32]. The process contains three 

main procedures: 

a. Initialization: XGBoost starts with an initial prediction, often the average of the target variable for 

regression tasks.  

b. Error Calculation: The algorithm then calculates the residuals, which are the differences between 

the predicted values and the actual values.  

c. Tree Building: XGBoost builds decision trees sequentially. Each new tree aims to predict these 

residuals. 

2.2.3. Light Gradient Bossting Model (LightGBM) 

LightGBM is another gradient boosting framework that renowned for its speed and scalability. It 

constructs decision trees sequentially, optimizing the residuals from preceding trees. LightGBM 

achieves its speed and reduced computational complexity by employing a histogram-based algorithm. 

This method groups continuous features into discrete bins, which significantly cuts down the time and 

memory needed for node splitting, making it exceptionally well-suited for large datasets. It excels in 

classification tasks, such as identifying spam emails, sentiment analysis, and image classification.  Its 

ability to handle categorical features and missing values efficiently makes it suitable for a wide range of 

classification scenarios.  It is also widely used for predicting credit, finance and corporation risk [36] 

[37],  and time series forecasting [38].  The algorithm's speed and accuracy make it a preferred choice 

for regression problems with large datasets.  
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The primary process in the LightGBM algorithm:  

a. Histogram-Based Splits: This approach utilizes histograms to group continuous feature values into 

bins, thereby significantly reducing the number of split points to evaluate and resulting in faster 

training.  

b. Leaf-Wise (Best-First) Tree Growth: It grows trees leaf-wise, meaning it chooses the leaf with the 

highest loss reduction to split at each step. Leaf-wise growth can lead to more accurate models, 

especially for complex datasets. 

c. Boosting: LightGBM is a boosting algorithm, meaning it combines the predictions of multiple 

decision trees sequentially. Each new tree is trained to correct the errors of the previous trees, 

iteratively improving the overall model accuracy.  

2.2.4. Model Evaluation Metric 

For evaluating credit default classification models using five classifiers, the following evaluation 

metrics are used: Area Under the Curve (AUC), accuracy, precision, recall, and F1-score. The area under 

a curve quantifies the accumulation of a function's value over a defined interval, calculated via definite 

integration. In machine learning, the AUC, particularly in the context of Receiver Operating 

Characteristic (ROC) curves, measures a classification model's discriminatory power. It indicates the 

extent to which a model can distinguish between positive and negative classes, with values ranging from 

0.5, equivalent to random guessing, to 1.0, or perfect discrimination. A higher ROC value indicates 

better model performance [39]. 

Accuracy measures the proportion of correctly predicted instances (both defaults and non-

defaults) out of the total instances. While accuracy is intuitive, it can be misleading in imbalanced 

datasets, which are common in credit default prediction, where non-default cases often dominate. 

Precision quantifies the proportion of correctly predicted defaults among all instances predicted as 

defaults. High precision indicates fewer false alarms, which is important to avoid unnecessarily denying 

credit to good borrowers. Recall measures the proportion of actual defaults correctly identified. High 

recall is crucial in minimizing the risk of overlooking default cases, which can result in significant 

financial losses. Meanwhile, the F1-score is the harmonic mean of precision and recall, balancing both 

metrics. 

To calculate the above metrics, equations (1)-(4) are used as follows: 

 

Accuracy =
𝑇𝑃+𝑇𝑁

𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁
                                (1) 

 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃+𝐹𝑃
                                                  (2) 

 

Recall =
TP

TP+FN
                                                        (3) 

 

𝐹1 = 2 ×
Precision×Recall

Precision+Recall
                                            (4) 

 

True Positive (TP) are correctly predicted defaults, TN or True Negatives are correctly predicted non-

defaults, while FP and FN are False and False Negatives Positives accordingly. 

2.3. Model Explainer 

2.3.1. SHAP  

SHAP is a model-agnostic explanation approach that rigorously quantifies each feature's 

contribution to a model's prediction. This explainer was originally come from the work of Lundberg and 
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Lee [40], which foundation lies in the concept of Shapley values from cooperative game theory, ensuring 

that contributions are fairly distributed by evaluating all possible combinations of features. SHAP 

delivers local interpretability by showing feature impact on specific predictions and global feature 

importance, revealing overall model behavior. SHAP's ability to explain feature roles for both all 

instances and particular instances, coupled with its efficient algorithm, makes it a favored choice for 

interpreting complex models, especially tree-based structures. 

SHAP values explain model predictions by assigning each feature an importance value based on 

cooperative game theory. The core equation calculates the SHAP value ϕi for feature i as: 

 

𝜙𝑖 = ∑
|𝑆|!(|𝐹|−|𝑆|−1)!

|𝐹|!𝑆⊆𝐹∖{𝑖} [𝑓(𝑆 ∪ {𝑖}) − 𝑓(𝑆)]   (5) 

 

Where F is Set of all features; S is the Subset of features excluding i.; f(S) is the model prediction 

using feature subset S. ∣S∣ is the size of subset S, and ∣F∣ is the total number of features. 

2.3.2. LIME 

In contrast to SHAP's global framework, LIME focuses on providing local, example-specific 

interpretability. It works by approximating the behavior of any complex "black-box" model in the 

vicinity of a particular prediction using a simple linear model. LIME generates perturbed versions of the 

instance, gets predictions from the complex model, and then trains the simple model on this local, 

weighted data [41]. LIME is invaluable in high-stakes applications where understanding individual 

decisions is critical for trust and accountability. LIME seeks to find an interpretable model g∈G (where 

G is the class of interpretable models, e.g., linear models) that locally approximates the black-box model 

f. This can be formulated as an optimization problem: 

ξ(𝑥) = argmin
𝑔∈𝐺

. (𝑓, 𝑔, π𝑥) + Ω(𝑔)                       (6) 

Where x is the instance being explained; f is the black-box machine learning model; g is the 

interpretable model (e.g., sparse linear model) that approximates f locally; G is the family of possible 

interpretable models (e.g., all sparse linear models); L(f,g,πx) is the loss function that measures how 

unfaithful g is in approximating f over the generated perturbed samples in the neighborhood of x, and 

Ω(g) is the complexity measure (or regularization term) for the interpretable model g. 

3. RESULT 

3.1. Model Performance 

Performance metrics, as summarized in Table 2, show that all three models perform well in terms 

of accuracy, precision, recall, F1-score, and ROC. From the table, we can also see that no model is 

superior to the others. The results show a high correct prediction rate and substantial precision in 

identifying true positives, which is above 91%. The model's recall, which reflects its ability to identify 

most of the actual positive examples, is also above 91%. Meanwhile, the F1 score, which balances 

precision and recall, is above 93%, indicating the model's overall performance in various aspects of 

classification success.  

ROC could distinguish between positive and negative classes at all possible classification 

thresholds. The values range from 0.5 (equivalent to random guessing) to 1.0 (perfect discrimination), 

with higher values indicating superior model performance. The evaluation of the three models using the 

ROC curve (Figure 1) also has a high value, which is above 0.96, indicating the model's effectiveness 

in credit risk assessment and excellent discriminatory ability across a range of thresholds, instilling 

https://jutif.if.unsoed.ac.id/
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confidence in the models' ability to handle credit risk assessment. These curves collectively highlight 

the classifier's ability to accurately identify less common but critical positive (default) cases. 

 

Table 2. Performance matrix of the models 

Parameter XGBoost LightGBM Random Forest 

Accuracy 0.919 0.921 0.919 

AUC 0.962 0.962 0.968 

Precision 0.923 0.924 0.923 

Recall 0.951 0.953 0.952 

F1-score 0.937 0.940 0.937 

 

 

Figure 1. ROC curve of the models 

 

3.2. Model Explainer 

In this section, we delve into the classification results using the three models. Our analysis is 

powered by SHAP for global feature attribution, a tool that grants us a deep understanding of the 

influence of each feature on the prediction. Complementing this, we employ LIME to provide detailed, 

instance-level insights into model decisions. These tools are instrumental in our quest for comprehensive 

and detailed insights. 

3.2.1. SHAP explainability 

The influence of features on a dataset can be well described using SHAP values. SHAP values 

also help us understand the influence of each feature on predictions. Figures 2, 3, and 4 below show a 

visual representation of the SHAP values for each model. By examining these visualizations, we can 

understand the important features that determine the output results. The figures show that the five most 

important variables are:  

a. ‘PlannedInterestTillDate’ 

b. ‘Amount’ 

c. ‘Restructured’ 

d. ‘LoanDuration’ 

e. ‘AppliedAmount’ 

 

As we wrap up our analysis, it's crucial to emphasize the pivotal role of 

‘PlannedInterestTillDate’. This variable, which is based on the active schedule and represents the 

expected interest or the end date of the planned interest calculation period, consistently emerges as the 

most significant in all three models when it comes to determining credit default. Its weight in the model's 

predictions is undeniable, underscoring its importance. In contrast, the variables ‘Amount’ and 

‘Restructured’ show slight variations in the XGBoost model compared to the other two models.  

https://jutif.if.unsoed.ac.id/
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Figure 2. SHAP values on Random Forest model 

 

 
 

Figure 3. SHAP values on LightGBM model 

 

 
 

Figure 4. SHAP values on XGBoost model 

In addition to indicating feature importance, the SHAP value also indicates whether the feature 

has a positive or negative impact on the prediction outcome. A positive SHAP value indicates that the 

feature increases the probability of default, while a negative value indicates that it decreases the 

probability of default. An increase in the SHAP value of the ‘PlannedInterestTillDate’, ‘Amount’, 

and ‘Restructured’ variables will increase the probability of Default. For instance, a ‘Restructured’ 

variable value of 0.1 means that this variable contributes 0.1 to the probability of Default. 

https://jutif.if.unsoed.ac.id/


Jurnal Teknik Informatika (JUTIF)  Vol. 7, No. 4, August 2026, Page. 3429-3442 
P-ISSN: 2723-3863  https://jutif.if.unsoed.ac.id                                       

E-ISSN: 2723-3871  DOI: https://doi.org/10.52436/1.jutif.2026.7.4.5149 

 

 

3437 

3.2.2. LIME explainability 

LIME's approach of approximating each machine learning model with a local, easy-to-understand 

model is designed to provide clear and insightful explanations that support the justification of individual 

predictions. This local operation of LIME ensures that explanations are specific to each observation, 

enhancing the clarity and insight it provides. In this section, we analyse the explanations provided by 

LIME and interpret two different cases predicted by the model: one resulting in a 'Default' prediction 

and the other in a 'Repaid' prediction. 

The results of the LIME explainer on the random forest model (Figure 5) indicate that in cases 

474, 487, and 494, the ‘Amount’ parameter is not a predictor that increases the risk of Default. The 

parameters that contribute the most to increasing risk are ‘AppliedAmount’ in case 474 and 

‘Restructured’ in case 494. Meanwhile, the predictors that most determine credit success are 

‘PlannedInterestTillDate’ in case 477, with a score of more than 0.28, and ‘Amount’ in case 480, with 

a score of 0.1. 

 

 
Figure 5. LIME on Random Forest model 

 

For the LightGBM model, as shown in Figure 6, we observe that in cases 326 and 334, the 

‘Amount’ parameter is negatively correlated with the default prediction. In contrast, the ‘LoanDuration’ 

parameter is a variable that positively influences the default prediction, which is often associated with 

an increased risk of Default. In case 330, the situation is slightly different, where ‘VerificationType’ is 

more dominant than ‘LoanDuration’. The high value is an indication of frequent late payments and is a 

strong predictor of credit risk. In the case of the 'Repaid' prediction, the main parameter that determines 

the success of the payment is ‘VerificationType’. In the three 'Repaid' cases, namely 333, 341, and 346, 

‘VerificationType’ is also the dominant predictor. This underscores the potential impact of verification 

carried out before credit is given on the probability of credit success, which is a crucial consideration 

for the bank. 

The explainability of LIME on the XGBoost model is evident in Figure 7, where out of 5 cases, 

4 cases have the same dominant predictors in determining credit success, namely ‘VerificationType’. In 

comparison, the most significant predictor of credit failure is the ‘Amount’, as evident in case 235. The 

case 219 is slightly different, where Rating becomes a positive predictor and ‘PlannedInterestTillDate’ 

is a negative predictor that determines credit success. 

https://jutif.if.unsoed.ac.id/
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Figure 6. LIME on LightGBM model 

 

 

 
Figure 7. LIME on XGBoost model 

 

4. DISCUSSIONS 

In this section, we discuss two key aspects: the performance of machine learning models using 

Random Forest, XGBoost, and LightGBM, as well as explainable models using SHAP and LIME. 

4.1. Classification Performance 

The machine learning models—XGBoost, LightGBM, and Random Forest—demonstrate a 

robust predictive ability in classifying credit default risk using the Bondora P2P loan dataset. Their 

performance is evaluated using standard metrics, including Accuracy, AUC, Precision, Recall, and F1 

Score, all of which demonstrate their strong predictive ability. 
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The high accuracy of all models (0.919–0.921) indicates their robust predictive power, suggesting 

that most credit cases—both 'Repaid' and 'Default'—were correctly classified. The AUC value, which 

measures the model's ability to distinguish between classes, is high, with all models exceeding 0.96, 

reflecting excellent discriminatory ability. This indicates that the models are very effective in 

distinguishing between 'Repaid' and 'Default' cases. Similarly, the high F1 scores (0.937-0.940) confirm 

that the model maintains a strong balance between identifying defaults and avoiding unnecessary 

rejections. A high AUC value, close to 1, indicates a model's ability to correctly distinguish between 

'Repaid' and 'Default' cases, while a high F1 score (0.937 – 0.940), indicates a model's ability to maintain 

a balance between identifying defaults and avoiding unnecessary rejections. 

The precision scores (0.923–0.924) are a clear indication of the models' ability to correctly predict 

'Default' more than 92% of the time, effectively minimizing false positives. Meanwhile, the recall scores 

(0.951–0.953) underscore the models' high sensitivity in successfully identifying 'Default', thereby 

minimizing the risk of overlooking risky borrowers and ensuring a secure lending process.  

The above results also demonstrate that the three ensemble models are well-suited for credit 

default classification in the context of P2P lending. The high AUC and F1 scores provide confidence 

that the models can effectively support risk management and lending decisions. The slight differences 

between the models suggest that secondary considerations, such as interpretability or integration with 

explainable frameworks like SHAP and LIME, may guide the choice among XGBoost, LightGBM, and 

Random Forest. For instance, if interpretability is a key concern, LightGBM might be preferred due to 

its faster training speed and lower memory usage. On the other hand, if model performance is the 

primary consideration, XGBoost might be the best choice due to its high accuracy and AUC scores. 

4.2. Trustworthiness Model using SHAP and LIME 

Interpretability is crucial for credit default models, as decisions have a significant impact on 

borrowers, lenders, and regulators. SHAP and LIME offer complementary strengths: SHAP provides 

global and local explanations based on cooperative game theory, quantifying the contribution of each 

feature to the prediction. In contrast, LIME provides local estimates by fitting interpretable models 

around individual predictions. This dual approach enables stakeholders to understand not only the 

overall drivers of credit risk but also the rationale behind specific lending decisions. 

Our findings align with recent literature, which emphasizes that explainable ML models foster 

trust and accountability in financial decision-making [22]. Local explanation methods—such as SHAP 

and LIME—directly impact stakeholder trust in individual predictions by making the rationale behind 

each decision transparent and accessible. Here is how this impact manifests itself, based on our findings 

recent studies: 

a. Personalized Transparency: Local explanations focus on why a particular prediction was made for 

an individual case, highlighting the features that were most influential for that particular outcome. 

This allows stakeholders—such as customers, business specialists, or regulators—to see the exact 

factors that led to a decision, making the model's behaviour more transparent and relevant. 

b. Increased Trust and Acceptance: Studies have shown that stakeholders, including technical experts 

and business users, report significantly increased trust in decision support systems when they are 

provided with local explanations tailored to each specific case. When users understand the rationale 

behind an individual prediction, they are more likely to accept and act on the recommendation, 

especially in high-risk or regulated environments.  

c. Case-by-Case Trust Calibration: Local explanations enable stakeholders to assess whether to trust 

or question the model's output for each case. For example, if an explanation shows that predictions 

are based on reasonable and expected features, confidence in the model's reliability increases. 
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Conversely, if an explanation seems ambiguous or highlights unexpected features, stakeholders may 

choose to investigate further or ignore the model's recommendations.  

d. Support for Fairness and Accountability: By disclosing the contribution of features to each decision, 

local explanations can reveal whether the model relies on appropriate and fair criteria. This is 

invaluable for identifying and addressing potential biases, thereby supporting compliance with and 

adherence to ethical standards. 

However, it is important to note that while local explanations generally increase trust, their 

effectiveness can depend on factors such as the clarity of the explanation, the stakeholder's background, 

and the context in which the model is used. In some cases, explanations can reveal weaknesses or 

ambiguities in the model, encouraging healthy scepticism rather than blind trust. 

5. CONCLUSION 

This study aims to build a reliable credit default classification model using interpretable machine 

learning techniques. Leveraging data from the P2P lending platform Bondora, we train and evaluate 

three models using Random Forest, LightGBM, and XGBoost to achieve strong predictive performance 

in identifying credit default risks. However, recognizing the critical need for transparency in financial 

decision-making, the core contribution of this work lies in the application and evaluation of SHAP and 

LIME for model interpretability.  

We apply SHAP and LIME as post-hoc explanation tools, enabling both global and local 

interpretations of model predictions. SHAP provides a theoretically grounded understanding of how 

individual features contribute to outcomes across datasets, while LIME facilitates intuitive instance-

level explanations. Both techniques highlight consistent parameters in key risk factors. The 

interpretability provided by SHAP and LIME transforms these black-box models into more transparent 

systems, which is critical for adoption in the context of financial decision-making. By making model 

reasoning accessible to stakeholders, we bridge the gap between predictive performance and operational 

trust. Our findings highlight that integrating high-performing classifiers with interpretability tools not 

only improves model transparency but also plays a crucial role in advancing the ethical application of 

machine learning. By enhancing accountability and ensuring responsible decision-making in credit risk 

assessment, this research contributes to the development of trustworthy, transparent ML that can be 

applied across a wide range of financial services. Future work should explore the integration of fairness 

metrics and stakeholder feedback to enhance further the reliability, ethical alignment, and social 

acceptability of such systems in real-world financial services. 
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